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Executive Summary
The main focus of this deliverable is to provide a formal definition of the policy models, designed in the context of ASSURED, for capturing the entire information flow of the security process pipeline towards enhancing the operational assurance of a complex “Systems-of-Systems”
(SoS) environment. This includes policy structures for depicting the risk information, extracted
from the ASSURED Risk Assessment framework [33], on the most impactful threats and vulnerabilities related to the various hardware and software assets to the calculation of the optimized
set of security policies dictating the types of attestation tasks that need to be executed to the
various devices for achieving the desired level of trustworthiness. Towards this direction, this
deliverable also puts forth the methodology adopted for identifying the security processes
to be executed on a hierarchical composition of systems; recall that ASSURED does not
simply address the security level of a single system but how such security statements can also
be transferred to security statements of the overall complex ecosystem [32].
The endmost goal behind the formulation of this methodology is to define the necessary abstractions that need to be considered in the ASSURED policy models for conveying all the
information required by the Policy Recommendation Engine to identify the optimal set of security
controls to be executed per hardware asset of the target ecosystem. Since in the context of ASSURED we need to enforce attestation tasks as trustworthiness and security controls, and since
there are several constraints that need to be considered in order to enforce these tasks, the issue
of policy modelling becomes increasingly complex. Compounding this issue, ASSURED adopts
the integration of the Medium-Level Security Policy Language (MSPL). The policy models that
will be put forth are applicable both to the formulation of the input that should be given to the
recommendation engine (risk assessment & operational policies), as well as the output of the
recommendation engine as it pertains to the scheduling policies of the attestation tasks to be
executed.
Such security policies represent a view of a security configuration which is considered optimal
within a time frame and satisfies a set of specific constraints. The constraints, which are
taken into consideration in the policy calculation and recommendation process, are the: a) asset
listing of all infrastructure/edge devices and systems, b) assets relationships modeled as interdependecy graphs, c) achievement of specific risk levels, and d) order of execution of both
the security and operational tasks.
The detailed mode of operation of the Policy Recommendation Engine is also documented. The
core of this engine is an optimization process consisting in solving a sequence of Constraint
Satisfaction Problems (CSP). The inputs to the Policy Recommendation Engine are a set of
tasks, a set of assets, a set of constraints, a risk graph and the optimization objective.
Internally, the model will make sure that each operational task will be properly executed on a
relevant asset and that the minimum required security level per asset will be guaranteed.
All of the aforementioned, dictate the generation of an optimal set of scheduling attestation
policies (defined as Security or Trustworthiness Controls) in order to achieve the required
level of trust in each reference scenario. Towards this direction, in ASSURED we also employ
a novel policy deployment and enforcement mechanism through the use of smart contracts. All
attestation-related data will be recorded and kept in a traceable and accountable manner on the
ledger infrastructure, thus, providing a credible security auditing and certification workflow. In this
context, the use of smart contracts for enabling the secure management of attestation policies and
data/evidence will significantly advance regulatory organizations in various application domains
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(as captured by the envisioned use cases) by providing new routes towards the certifiability of
systems that have been extensively checked and attested against critical regulatory properties.
Thus, we proceed with a detailed description of the smart contract functions that need to be
deployed for supporting the attestation policy “conversion”, “deployment” and “execution”.

ASSURED D2.2

PU

Page II

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

Contents
List of Figures

VI

List of Tables

VII

1 Introduction
1.1 Scope and Purpose . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.2 Relation to other WPs and Deliverables . . . . . . . . . . . . . . . . . . . . . . .
1.3 Deliverable Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2 Policies In ASSURED
2.1 Policy Position in ASSURED . . . . . . . . . . . . . . . . . . . . .
2.2 Using Architecture Descriptions to Frame Cybersecurity Assurance
2.3 Conceptual Model of Trustworthiness . . . . . . . . . . . . . . . .
2.4 Policy Contents Requirements . . . . . . . . . . . . . . . . . . . .
3 Policy Modelling
3.1 Policy Models & Solutions . . . . . . . . . . . . . . . . . . . . .
3.2 ASSURED Security Policy Language - MSPL . . . . . . . . . .
3.2.1 ITResource . . . . . . . . . . . . . . . . . . . . . . . .
3.2.2 Configuration . . . . . . . . . . . . . . . . . . . . . . .
3.2.2.1 Capability . . . . . . . . . . . . . . . . . . . .
3.2.2.2 Configuration Rule . . . . . . . . . . . . . . .
3.2.3 MSPL Components Relationship . . . . . . . . . . . . .
3.2.4 Policy Models Definition . . . . . . . . . . . . . . . . . .
3.2.4.1 Risk Assessment & Operational Policy Models
3.2.4.2 Software and Hardware Policies . . . . . . . .
3.2.4.3 Scheduling Policies . . . . . . . . . . . . . . .
3.2.4.4 Attestation Parameter Policies . . . . . . . . .
3.2.4.5 Privacy-related Policies . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

1
1
2
4

.
.
.
.

6
8
11
14
16

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

20
20
22
22
23
23
23
26
28
28
33
37
39
40

4 ASSURED Policy Recommendation Engine
4.1 High-Level Operational Model . . . . . . . . . . . . . . . . . . . . . . .
4.2 State-of-the-Art: Security Policy Recommendation . . . . . . . . . . . .
4.3 Constraint Problem Solving . . . . . . . . . . . . . . . . . . . . . . . . .
4.4 Use Case: Security Policy Control in Smart Aerospace . . . . . . . . . .
4.4.1 Secure Remote Update: An Applied Use Case Scenario Example
4.4.2 Secure Remote Update: Scheduling Policy . . . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

43
43
45
46
46
47
48

ASSURED D2.2

PU

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

Page III

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

5 ASSURED Policy Based Representation of Trustworthiness
5.1 Asset Cartography Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 Trustworthiness Risk Assessment . . . . . . . . . . . . . . . . . . . . . . . . . .
5.3 Trustworthiness Risk Treatment . . . . . . . . . . . . . . . . . . . . . . . . . . .

51
51
53
53

6 Policy Refinement & Enforcement Process through Smart Contracts
6.1 Low-Level Translation of MSPL Policies . . . . . . . . . . . . . . . . . . . .
6.2 MSPL Low Level Translation to Smart Contracts . . . . . . . . . . . . . . .
6.2.1 Online Smart Contract Functions . . . . . . . . . . . . . . . . . . . .
6.2.1.1 Workflow of Online Smart Contract Operations & Functions
6.2.2 Offline Smart Contract Functions . . . . . . . . . . . . . . . . . . . .
6.2.2.1 Workflow of Offline Smart Contract Operations & Functions

55
55
58
59
63
64
65

7 Conclusions

ASSURED D2.2

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

66

PU

Page IV

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

List of Figures
1.1 Methodology for defining the ASSURED Security Process . . . . . . . . . . . . .
1.2 ASSURED Security Process Pipeline. Policy-related Components are shaded . .
1.3 Relation of D2.2 with other WPs and Deliverables . . . . . . . . . . . . . . . . . .
2.1
2.2
2.3
2.4

Design- and Run-Time Risk Assessment & Policy Recommendation. . .
A Conceptual Model of Trustworthiness within ASSURED. . . . . . . . .
Desired policy output of ASSURED. . . . . . . . . . . . . . . . . . . . .
Example of Attack Path as a Policy Recommendation engine constraint.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

2
3
4

.
.
.
.

9
15
16
19

3.1 ASSURED MSPL Schema. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

27

4.1 Policy Schedule Pipeline for the Secure Remote Update Scenario . . . . . . . . .

47

5.1 ASSURED Information flow in the Context of Trustworthiness. . . . . . . . . . . .

52

6.1 Sequence diagram depicting the MSPL policy models generated by the policy recommendation engine translated to be executed as part of the smart composition
engine. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.2 Sequence diagram depicting the MSPL policy models generated by the policy recommendation engine translated to be executed as part of the smart composition
engine. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.3 readPolicy() SC Function Flow Diagram . . . . . . . . . . . . . . . . . . . . . .
6.4 nonceGeneration() SC Function Flow Diagram . . . . . . . . . . . . . . . . . .
6.5 createReport() SC Function Flow Diagram . . . . . . . . . . . . . . . . . . . . .
6.6 storeCFTraces() SC Function Flow Diagram . . . . . . . . . . . . . . . . . . . .
6.7 readAttestationReport() SC Function Flow Diagram . . . . . . . . . . . . . . .

ASSURED D2.2

PU

56

57
60
60
61
62
64

Page V

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

List of Tables
2.1 Summary of security relationship characteristics in ASSURED.

. . . . . . . . . .

13

3.1 Capabilities in ASSURED. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.2 Task types and their respected identifiers in ASSURED. . . . . . . . . . . . . . .
3.3 Exemplary vulnerability list in ASSURED. . . . . . . . . . . . . . . . . . . . . . .

24
25
26

ASSURED D2.2

PU

Page VI

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

Chapter 1
Introduction
1.1

Scope and Purpose

The main goal of this deliverable is to design the policy models for capturing all the information
needed, by the edge devices, for executing the necessary attestation tasks to increase the level of
trustworthiness of the entire SoS-enabled ecosystem. Towards this direction, we have described
the methodology, depicted in Figure 1.1 and further elaborated in Chapter 2, that documents the
steps that need to be considered for establishing such technical security policies comprising the
most appropriate attestation schemes that need to be enforced to the edge devices: A security
process usually starts by collecting the high-level Business Policies (A), accompanied with organization objectives to support the policies. Essentially this results to the definition of the asset
cartography of the SoS that need to be protected by achieving the required Security Objectives
(C). Such security objectives may be established from organizational objectives that usually contain the type of operational tasks and software processes running on the various assets and that
need to be secured against the most prominent types of threats and vulnerabilities [33]. Then, security objectives altogether with a System Representation (B) are used to obtain a full Security
Representation (D) for the system, with the purpose of guiding the Risk Assessment process
(E). The resulting risk assessment process is then fed to the Policy Recommendation Engine
for producing an optimal set of technical Security Policies (F) for mitigating the selected risks.
Finally, Security Controls (G) are defined to enforce these policies, through the policy-compliant
ASSURED Blockchain infrastructure [6], as “attestation smart contracts”.
Since, in the context of ASSURED, such security and trustworthiness controls are based on the
orchestration of the newly designed attestation schemes [35], their expression requires dynamically adaptable policy models capturing all the required information such as type of attestation
task, order of execution, resources to be attested [8], etc. Thus, they need to be able to capture the complex decisions as outputted by the Policy Recommendation Engine since we are no
longer talking about simple authorization and authentication decisions. In this context, we have
thoroughly analyzed existing policy models and languages and compared them to the security
requirements that need to be achieved in ASSURED in order to succinctly and correctly define
operational and scheduling policies for assets. This led to the adoption of the Medium-Level
Security Policy Language (MSPL) as a means for manifesting the necessary policy abstractions and models needed for expressing specific configurations with regards to the attestation
mechanisms to be executed, in a device-independent format. All the required policies models are
described in Chapter 3.
All the above were also modelled leveraging an architecture description for framing the notion
ASSURED D2.2
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Figure 1.1: Methodology for defining the ASSURED Security Process
of cyber-security assurance that we want to achieve in ASSURED. This conceptual modelling
of the desired level of trustworthiness enabled us to better assess the impact of transversal issues
(security, privacy and trustworthiness) on the overall assurance of a complex SoS ecosystem so
as better instantiate it in our security pipeline (Figure 1.2). This not only allowed us to identify all
the services that need to be employed for enhanced trustworthiness but also how to model them in
a certifiable manner in accordance with the corresponding international standards (Chapter 2).
More precisely, we extracted how policies can be used in the global ASSURED security process for supporting the interaction between the core components of Risk Assessment, Policy
Recommendation Engine and Smart Contract Composition Engine, depicted in Figure 1.2 and
summarized as follows: The process starts with the administrators providing a list of hardware
and software assets and their initial configurations. This information is used to create initial security setting to be enforced on all the defined assets. This security setting is passed to the Risk
Assessment engine, which outputs a risk graph, denoting potential vulnerabilities in the defined
assets. Next, the risk graph is used to create trustworthiness controls (Chapter 2): a mapping of
attestation tasks and resources to be attested for each vulnerability that exists in an asset. Intuitively, these trustworthiness controls imply the attestation operation to reduce the risk level in the
target environment. Given the trustworthiness controls, the operational policies are constructed
in the MSPL format (Chapter 3) and passed to the Policy Recommendation Engine (Chapter 4),
which finds an optimal scheduling policy, which is also modeled in MSPL. The scheduling policy is interpreted, and security-related software assets (attestation tasks) to reduce the risk level
are enforced on hardware assets (edge devices) by the smart contracts (Chapter 6). Finally, the
attestation tasks are executed on the hardware assets. In case an attestation fails, an attack
emulation and validation is performed through the ASSURED Attack Validation component [36].
A new security setting is generated based on the attestation result, the attack emulation and
validation feedback, and potentially new input from the administrators. The next stages are the
same as presented above; the security process pipeline in ASSURED is iterative and constantly
monitors and aims to reduce the risk level to the threshold defined by the system administrators.

1.2

Relation to other WPs and Deliverables

In what follows, Figure 1.3 depicts the relationships of this deliverable with other Works Packages
(WPs) as well as the other tasks in the same WP(2). As aforementioned, the main purpose of this
document is to define the policy models, designed in ASSURED, for capturing all the necessary
ASSURED D2.2
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Figure 1.2: ASSURED Security Process Pipeline. Policy-related Components are shaded
information and constraints needed by the Policy Recommendation Engine to identify the optimal
set of attestation security policies to be enforced to the target SoS ecosystem. Thus, within
WP2, this deliverable takes input from D2.1 [33] that described the risk assessment methodology
employed in ASSURED. All risks and threats identified through this methodology, for all hardware
and software assets (system asset cartography), need to be expressed as part of the policy
models given as input to the Policy Recommendation Engine. Therefore, it is imperative that
we align the information that is outputted by the ASSURED risk assessment methodology to
what is expected by the recommendation component in terms of configuration, desired level
of trustworthiness and constraints. All these properties were appropriately modelled through
policy abstractions described in Chapter 3. This will also be considered when designing the
overall ASSURED Risk Assessment framework as part of Deliverable D2.3 [10].
In addition, based on the definition of this policy metamodel and the overall ASSURED security process pipeline including the interpretation of the scheduling policies to smart contracts for
further enforcement, this provides the baseline for the implementation of the actual chain code
of the smart contract functions (to be documented in D2.5 [12]) needed for enabling the correct
enforcement and execution of the attestation security policies as described in D4.1 [6]. Furthermore, the outcome of this deliverable will support all the Blockchain-based control services and
crypto functions, for the secure execution of the attestation tasks and the secure sharing of the
attestation results, as one of the core innovations in WP4. More precisely, the high-level description of the smart contract functions presented here sets the scene for defining the interactions
ASSURED D2.2
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Figure 1.3: Relation of D2.2 with other WPs and Deliverables
between the edge devices - through their TPM-based Wallets - and the distributed ledgers for
both reading the attestation security policies (D4.2) and recording and sharing the result of each
executed attestation task (D4.3). Last but not least, WP5 undertakes the implementation of the
these policy models and the Policy Recommendation Engine as part of the ASSURED integrated
framework and WP6 that aims to its validation in the contract of the pilots.

1.3

Deliverable Structure

The remaining of this deliverable is structured as follows: In Chapter 2, we describe the generation and application of the security attestation policies in the design- and run-time phases of the
ASSURED ecosystem. Further, we introduce the conceptual model of trustworthiness leveraged
in ASSURED for identifying all the services that need to be employed for enhancing the operational assurance of the target ecosystem as well as the type of policy abstractions that need to be
modelled as part of the technical security policies enforcing such security services. In Chapter 3
we present a thorough analysis of the state-of-the-art policy models and solutions. Next, based
on the policy requirements, already extracted in Chapter 2, we propose the use of MSPL as the
underlying policy language and describe its properties in detail. Finally, we show how MSPL is
used to model the different types of policies required in ASSURED. In Chapter 4, we provide
information on the policy recommendation engine, which is responsible for determining the optimal scheduling policy enforcing the requested level of assurance. We demonstrate the strength
of the policy recommendation engine by presenting a use case example for the security policy
control in smart aerospace ensures secure remote updates. In Chapter 5, we present the information flow within the ASSURED framework focusing on the conceptual model of trustworthiness
depicted by the policies, the operational and scheduling policy models, and the policy recommendation engine. In Chapter 6, we provide information on the translation of MSPL policies: both
ASSURED D2.2
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the operational policies outputted from the Risk Assessment component and the scheduling
policies outputted from the policy recommendation engine. The latter translation involves coordination with the Blockchain through smart contract functions, which are also described in this
chapter. This is a first, high-level description of the types of functions that have been designed
for the secure enforcement and execution of the necessary attestation tasks since more details
on the exacts function structures will be provided in D2.5 [12]. Finally, Chapter 7 concludes the
deliverable.
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Chapter 2
Policies In ASSURED
As aforementioned, the purpose of this deliverable is to present the policy models used within ASSURED, in order to capture the information flow throughout the entire pipeline, which is depicted
in Figure 1.2 and will be further expanded in Section 2.1. The main challenge to overcome in this
context is to determine what is the necessary information that should be included within a policy
and how it can be conveyed. Recall that within ASSURED the endmost goal is to create privacyand trust-aware service graph chains through the enforcement of strong security mechanisms
based on the use of trusted computing; essentially, the policies would revolve around the type of
attestation tasks to be executed by the edge devices. The most prominent method to achieve this
is the Common Information Model (CIM) [15], which is the main DMTF standard (Distributed
Management Trask Force) that provides a common definition of security management functions
and security information, independent of the type of security mechanisms used for enforcing this
security management information.
Within the CIM, the concepts of authorization, authentication, filtering and security in general,
obligation and delegation policies are defined. However, CIM models are not suitable on their
own as a policy model, due to the large number of classes that they contain. Note that the type
of classes is dependent on the type of security mechanisms that we want to enforce. Since in
the context of ASSURED we need to enforce attestation tasks, and since there are several
constraints (Section 2.4) that need to be considered in order to enforce these tasks, the issue of
policy modelling becomes increasingly complex. Therefore, in ASSURED, we need to be able to
consider abstractions when formulating such security policies.
As previously mentioned, the policy model that will be used needs to integrate the capability
for such policy abstractions, used for expressing specific configurations with regards to the attestation mechanisms to be executed, in a device independent format. To this end, as it will
be explained in Chapter 3, in ASSURED we adopt the integration of the Medium-Level Security Policy Language (MSPL), which was introduced and defined in the European project
SECURED [37].
As a first step in identifying the abstractions to be modelled, we first need to define what constitutes a desired level of trustworthiness in a complex SoS ecosystem and what are the systemwide properties that need to be calculated by all devices (to be enforced through the policies).
Thus, we start by defining what are the security objectives as well as the security relationships
and interactions within the components comprising an SoS. These can essentially be extracted
by answering the following questions:
• What has to be done about security? This means that we need to identify what security
properties or security services are required, such as confidentiality, integrity, availability,
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non-repudiation, authentication, authorization, or audit. The security services in ASSURED
go beyond these examples, and they also cover requirements including operational assurance and static configuration assurance, which are achieved through the designed attestation mechanisms [35].
• Where is the security service required? The components where the security process is
being executed needs to be identified. Note that the component or components referenced
by an objective are a subset of the asset cartography that constitutes the entire SoS. This
essentially dictates the IDs (or types) of edge devices that need to execute an attestation
security service towards creating trust-aware service graph chains.
• Between which nodes in the chain does the security attestation service need to be executed? As an extension of the previous point, in the context of ASSURED, the attestation
requires a Prover, who needs to be attested, and a Verifier, who is responsible for verifying the Prover’s correct configuration or execution state. While, in general, any edge device
can be acting as a verifier, recall that the endmost goal is to establish and manage trust between entities, starting from bi-lateral interactions between two single system components
and continuing as such systems get connected to ever larger entities so as to reach the required level of trustworthiness for the entire supply chain. This enables interacting devices,
as part of a service graph, to exchange data - in a trustworthy manner - that are needed for
reaching safety-critical decisions. To accommodate this pressing need for establishing federated trust between services and devices, we need to identify which devices need to fulfill
these roles; which is the set of necessary Provers-Verifiers in the context of a trust-aware
service graph chain.
• When is the security service required? This refers to the temporal relation of the service
with the occurrence of the corresponding security event, i.e., before, during, or after. In
ASSURED, a security event may occur according to the threat landscape presented in
D2.1 [33] and pertains to the entire lifecycle of a device.
• What additional elements to complement the specification of a security objective are needed?
This refers to any additional information that may be required in order to properly execute
a security service (attestation task) for achieving a security objective. This usually refers to
the type of properties or software processes that need to be attested (per system) [8], order
of execution for achieving the maximum level of protection, etc.
In the context of ASSURED, as aforementioned, the concept of security goes beyond the security
of an individual asset, but this also translates to the security of a hierarchical composition of
systems, in order to achieve achieve the desired level of trustworthiness. Therefore, interpreting
the above questions, in ASSURED two types of security objectives need to be modelled:
• Direct objectives, which are initially defined by the owner or developer of the system, as the
main goals of the security process of the system as a standalone component.
• Indirect objectives, which are indirectly derived from the security relationships and interactions that need to be established between system components, thus, creating security
chains to produce a holistic security solution of the entire ecosystem.
Therefore, we need to find a methodology, through which these objectives will be defined through
information, so that we can subsequently identify the correct set of trustworthiness controls, i.e.,
attestation tasks, to be enforced.
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The most prominent, state-of-the-art, methodology for framing cybersecurity assurance in the
context of a complex System-of-Systems (SoS), is an architecture-based approach. To this
end, we need to define the conceptual mode of trustworthiness that we need to achieve in a complex SoS, while trying to answer the questions outlined above. Furthermore, answering these
questions will allow us to identify what elements and attributes we need to consider as abstractions in the context of the policy models, which will enable us to identify all the services that need
to be employed for enhanced trustworthiness, in a certifiable manner, in accordance with the
corresponding international standards.

2.1

Policy Position in ASSURED

Next, we expand on the ASSURED security process pipeline presented in Figure 1.2, by identifying the positioning of the generation and application of the security attestation policies within
the ASSURED ecosystem. In the context of ASSURED, we consider security and privacy policies, which concern the operational assurance of the edge devices and cyber-physical systems
(CPSs) that comprise the supply chain. As aforementioned, we consider attestation policiesbased on the schemes presented in D3.2 [35], and define the attestation tasks the devices should
run in order to protect themselves against the detailed threat model, as defined in D2.1 [33].
In order to better illustrate the positioning of these policies within the ASSURED ecosystem, we
present a high-level overview of the ASSURED workflow, focusing on the generation and enforcement of such security and attestation policies. This workflow includes the Risk Assessment and
Policy Recommendation, and is split into the Design-time and Run-time phases. The actions
performed in each of these phases are summarized as follows:
Design-time phase:
1. The system administrator provides information regarding the hardware assets, as well as
the operational software assets that are installed on the hardware assets.
2. The administrator initiates the Risk Assessment process. The methodology employed by
the Risk Assessment engine has been extensively analyzed in D2.1 [33].
3. The Risk Assessment engine outputs an initial risk graph, based on the instantiation of the
assets and asset interdependencies made by the administrator, and taking into consideration the possible vulnerabilities and threats based on the threat landscape and adversarial
model, which has also been presented in D2.1. The output of this phase also contains
information regarding the risks of specific hardware and software assets, which are written
in Medium-level Security Policy Language (MSPL) as a policy model. More information
regarding MSPL and the policy models selected in ASSURED will be given in Chapter 3.
4. The output of the Risk Assessment engine is given to the Policy Recommendation Engine, which is described in more detail in Chapter 4. Specifically, the Policy Recommendation engine takes into consideration the mapping of vulnerabilities to the attestation
tasks employed in ASSURED, and solves an optimization problem based on the results
of the Risk Assessment and a set of additional constraints. A detailed mapping of which
attestation tasks can protect against which vulnerabilities has been given in D2.1. The goal
is to generate the optimized set of policies (also written in MSPL) for the protection of
each asset against the identified vulnerabilities, the list of attestation tasks that must be
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Figure 2.1: Design- and Run-Time Risk Assessment & Policy Recommendation.
executed, as well as the optimal order of execution of these tasks. Note that in addition
to the constraints defined by the Risk Assessment engine, other possible constraints may
be the desired security and safety level of the asset, as well as the available computational
resources. More details about the policies outputted by the Policy Recommendation engine
are given in Section 3.2.4.1. The output of this phase is the set of attestation policies, also
based on the attestation tasks provided as input.
5. The output of the Policy Recommendation Engine, represented in MSPL as stated above,
will be given to the Security Context Broker (SCB) which will trigger the Smart Contract Composition Engine for refining the policies into attestation smart contracts. In ASSURED, as will be described in Chapter 6, all attestation-related data will be recorded and
kept in a traceable and accountable manner on the ledger infrastructure, thus, providing a
credible security auditing and certification workflow.
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Therefore, taking into consideration all the above steps, the output of the design-time phase is
the first set of optimized attestation policies to be enforced on the corresponding devices, so
that they capture the overall required safety level.
Run-time phase:
1. The devices and assets download and execute the attestation policies that are applicable
to them from the Blockchain infrastructure by leveraging their TPM-based Wallet. They also
perform the respective attestation tasks from the list of schemes defined in D3.2 [35], and
the result of the attestation is recorded on the ledger. The attestation tasks to be executed
by each device are extracted as an attestation policy by the Policy Recommendation Engine. Note that the output of the attestation process is binary, and reflects whether
the attestation was successful or not which, in turn, can be translated as an indicator of
compromise in case of a failed attestation result.
2. If the attestation is successful, then no further action is needed. However, a failed attestation constitutes an indication of risk. Specifically, a component or function may be
compromised, which caused a failure in the execution of the control flow or resulted in a
compromise of a loaded binary. Note that in this phase we only get a binary indication of
the failure. However, unless further analysis is performed on the raw trace data that were
considered during the attestation process, we cannot get any more information about what
is the specific reason of the failure.
3. In order to achieve this and identify the reason that caused the attestation failure, the ASSURED framework employs tracers, who monitor and introspect the execution of a device
during the attestation process, and have the capability of producing the tailored data that
could be explored to identify the specific point of intrusion, such as the memory dump from
the affected devices containing the required system execution raw data. Such data is forwarded to the Attack Validation component, so that it can use memory-related fuzzing
techniques, emulate the execution path extracted from the raw data, and identify the specific nature of any potential vulnerabilities. Note that the Attack Validation component is
further analyzed in D2.7 [36].
4. When a vulnerability is identified, the Attack Validation component forwards it to the Risk
Assessment engine, so that the risk calculation process can be performed again, and an
updated risk graph is generated.
5. The new risk graph is forwarded to the Policy Recommendation engine, which can result
to either updating the existing attestation policies, or generate new policies, containing new
attestation tasks that aim to protect against newly identified threats and zero-day vulnerabilities.
To summarize, the output of the Run-time phase is the dynamically adaptable policies based
on the identification of new vulnerabilities, which constitutes one of the core visions of ASSURED - to be able to protect the entire lifecycle of an SoS-enabled ecosystem.
A flowchart representation of the Risk Assessment process including the policy generation and
recommendation process as described above is given in Figure 2.1.
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2.2

Using Architecture Descriptions to Frame Cybersecurity
Assurance

Based on the framing of the policy generation in ASSURED into an architectural approach,
we will now present the steps followed towards answering the questions related to the security
objectives that need to be identified, in the context of a complex SoS-enabled ecosystem, in
order to be able to describe the security policies. Recall that this constitutes one of the building
blocks for being able to define the abstractions that need to be considered as part of the policy
modelling so as to capture all the necessary information for the security (attestation) services to
be enforced.
Let us start defining the architectural description of what constitutes trustworthiness in the context
of ASSURED. In order to do this, and following the appropriate international standards, we first
introduce the concept of a System. This has been defined in the ISO/IEC/IEEE 15288:2015 [23]
as a man-made structure, created and utilized to provide products or services in defined environments for the benefit of users and stakeholders. Systems can contain one or more of the following elements: hardware, software, data, humans, processes, procedures, facilities, materials
and naturally occurring entities. In ASSURED, we are concerned with the concept of System-ofSystems (SoS), which is a System of Interest (SoI) whose elements are themselves systems,
each one of which coordinates with the SoS, while maintaining its own management, goals and
resources. The purpose of a SoS is to achieve tasks, which cannot be accomplished by any of
the individual systems on its own.
The key points regarding characteristics of a SoS in the context of ASSURED, which are also
aligned with the ISO/IEC/IEEE 15288:2015 standard, are as follows:
• Defined boundaries encapsulate meaningful needs and practical solutions.
• There is a hierarchical or other relationship between system elements.
• An entity at any level of the SoI can be viewed as a system.
• A system comprises an integrated, defined set of subordinate system elements.
• Humans can be viewed both as external to a system, and as elements within a system.
• A system can be viewed either in isolation as an entity, or as a collection of functions
capable of interacting with its surrounding environment.
Based on this, in order to encapsulate these points into the ASSURED ecosystem, the conceptual
architecture-based approach to cybersecurity assurance employed is as follows. According to
this approach, which is also aligned with the international standard ISO 42010:2011 [24], in order
to provide an architectural description, it is necessary to first take some initial actions, such as the
definition of the system-of-interest, the stakeholders, their concerns, and the expected architecture viewpoints. Afterwards, a resulting architectural description can be provided, which consists
of architecture views and associated models. In the context of ASSURED, this is achieved by
the instantiation of the assets and asset interdependencies performed by the system administrator, as mentioned in the previous Section, which is a prerequisite for the initiation of the Risk
Assessment process.
Based on this approach, we can define the architectural methodology that will enable us to answer
the questions regarding the security objectives outlined in the beginning of this Chapter, and
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eventually to depict the required level of abstraction in the security policies in Chapter 3. In
ASSURED we consider systems that consist of assets with various asset interdependencies,
and the policy modelling approach that we follow will be aligned with the conceptual model
of cybersecurity defined in ISO15408-1:2009 [20]. To this end, we establish the security of a
system by defining security objectives and security relationships for the system components, i.e.,
the assets.
Security objectives define the actions that should be taken about security, for targeted components, during the security process. These are initially defined from business goals with a corresponding decision-based risk analysis, and for some targeted components of the system. These
are called direct security objectives. Additional complementary, indirect security objectives
can be defined for components related to the directly targeted components. In ASSURED, the
security objectives correspond to the mapping of vulnerabilities to attestation tasks mentioned in
the previous section.
Security relationships between the system components complement the security, in a comprehensive and systemic way, by uncovering additional security objectives between related components to produce an integral security solution. In ASSURED, these refer to the cascading effect
of asset interdependencies on the impact of a vulnerability the entire system, which will be an
integral part of the Risk Assessment methodology. This will be explained in more detail in Section 2.3. In general, security relationships between system components arise from the nature of
security, which is defined by three concepts: isolation, interaction and representation. The
types of security relationships that correspond to these concepts are as follows:
• Isolation relationship: Exists when the component or asset is totally separated from other
components located inside or outside a system. This separation can be performed by
another component, which acts as a partial or total isolator of the first component with
respect to the other components. An isolation relationship requires one or both components
to be physical, while one (but not both) of the components can be digital.
• Interaction relationship: Exists when two components interact or communicate in any
way. In the context of security, the actual executed communication functions are not relevant, but only the location of the interactions for the purpose of identifying security requirements of the interacting components. In an interaction relationship, either both components
are physical, or both components are digital.
• Representation relationship: Exists between a system component acting on behalf of
another component. Components that participate in this type of relationship can be of any
type, physical or digital, and enable the gateway between different types of components.
In Table 2.1, we place this type of relationships within the context of ASSURED, and we provide
an application context for each.
The concepts of security objectives and security relationships are related to each other. Specifically, consider a component that is the target of a security objective, and has security relationships with other component. In this case, this security objective can lead to the creation of an
additional security objective. For example, consider the UTRC.US.1 ASSURED use case for secure and safe aircraft use, which has been presented in D1.2 [32]. In this case, a Secure Server
Router (SSR) is connected to each component of the aircraft, such as the Flight Management
Systems (FMS). Consider that a vulnerability in the SSR leads to a security objective, i.e., to
address the vulnerability with an appropriate mitigation action. However, the security relationship
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Security Relationship
Isolation

Description

Application Context

Each system must have the
ability to also be able to execute some operational security services in an isolated
manner. This translates to
what constitutes the Trusted
Computing Base (TCB) of
the single system, that will be
able to act as a root of trust.

In ASSURED, the TCB is a hybrid of a
Trusted Execution Environment, for offering isolation, and a Trusted Platform Module (TPM) as the underlying Root of Trust.
Part of the TEE is also the Tracer which is
responsible for monitoring and tracing the
configuration and executional behaviour of
a system prior to its attestation. The TPM,
on the other hand, will work in tandem with
the host software to form a TPM-based
Blockchain Wallet. The secure communication between the TCB and TPM-based
Wallet has been described in D3.1 [34]
Consider, for instance, the Safe Human
Robot Interaction (HRI) use case, where
we can have multiple robots that need to
identify and model the locations of the users
so that they can achieve the goal of making
a decision on when to stop, in order to avoid
any accidents. These components need to
interact in real-time in a secure manner to
achieve a correct state.
For example, in the HRI use case, each
robot contains various sensors that aim to
estimate its location in relation with the human workers. The collected sensor data
represents the physical position of the
robot within the manufacturing ecosystem.

Interaction

Communication between different components and assets is necessary, in order to
achieve a correct decision, or
to reach a correct state.

Representation

In ASSURED, it is possible
for a piece of information or
an asset to provide information regarding the state of a
different asset.

Table 2.1: Summary of security relationship characteristics in ASSURED.
with the FMS creates an additional security objective, since the vulnerability in the SSR might
enable an attacker to access the FMS by exploiting the vulnerability in the SSR and using it as a
bridge.
Taking into consideration all the concepts presented in this section, the architectural approach
of ASSURED will enable us to define the security objectives and security relationships for the
various system components. Based on this, we can understand the properties and relationships
between the assets which must be captured, and answer the questions outlined in the beginning
of the Chapter. This will dictate the abstractions that should be taken into consideration when
creating the policy models. These abstractions will give us the guidance that is needed, in regards
to what needs to be included in the policy models, which will be further analyzed in Chapter 3.
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2.3

Conceptual Model of Trustworthiness

A first step towards understanding what are the abstractions that we want to convey through
the policies based on what we have identified thus far regarding security objectives and security
relationships, is to use this information and translate it to a conceptual model of trustworthiness.
Trustworthiness is defined as the degree of confidence users can have that a system performs
as expected, whilst ensuring Safety, Security, Privacy, Resilience and Reliability when faced
with threats and attacks, as analyzed in the Thread Landscape of D2.1 [33]. This definition is
in accordance with the international standard ISO/IEC 30141:2018 [22], whose scope includes
the definition of a universal IoT Reference Architecture. Next, we give a brief description of the
Characteristics that influence the trustworthiness of a SoS:
• Safety: Safety is defined as the uninterrupted operation of the system, without causing
unacceptable risk of physical injury or damage to the health of people, directly or indirectly,
as a result of damage to property or to the environment [19].
• Security: Security in IoT systems includes concerns, such as the information systems
involved, the physical assets and products, industrial processes and operational technology
(OT), and access control to equipment, taking into consideration the attack surface and
threat landscape.
• Privacy: Refers to the protection of personally identifiable information (PII), and compliance
with the laws and regulations that apply to the acquisition, storage and processing of PII,
that the IoT system has to comply with. Even when regulations are not involved, privacy
remains a major factor in the reputation and trust of the organization who handles the PII.
• Resilience: The ability of a system to recover its operational condition quickly following
an incident, which may cause a disruption, fault of failure. Resilience also includes fault
tolerance, i.e., the system’s ability to continue to operate under these conditions, potentially
with degraded capabilities.
• Reliability: Refers to the ability of an IoT system or an entity within that system to perform
its required functions under stated conditions for a specific period of time [21].
The main reasoning behind the use of policies in ASSURED, as previously mentioned, is to relay
the type of attestation tasks that need to be enforced. In order to convey the abstractions that
we want to convey through the policies, we have defined a Conceptual model of Trustworthiness for ASSURED. Essentially, through this model of trustworthiness, we try to convey the
connection and the interactions between the information and the properties per asset, and how
these interactions translate to the level of trustworthiness that we want to achieve through the
execution of attestation tasks. This will set the scene for the construction of the appropriate policy
models as described in Section 3.2.4.
A graphical representation of the conceptual model of trustworthiness is given in Figure 2.2, and
will be further expanded in the remainder of this Section.
In order to be fully aligned with the vocabulary defined in the ISO/IEC 30141:2018, we present
some additional aspects of the trustworthiness model. User Trust on the Behavior of an IoT
System is a measure of Confidence on the overall system. This means that, the degree to which
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Figure 2.2: A Conceptual Model of Trustworthiness within ASSURED.
an operational system fulfills the Characteristics mentioned above, can be considered as a measure of the users’ confidence level in the entire system. Conversely, the aforementioned Characteristics are the aspects of an IoT system that enable the expression of these Trust-enabling
Behaviors.
In the context of ASSURED, Trustworthiness is based on the concept of Assurance on the overall system, which includes its asset cartography and the interdependencies between the assets.
Assurance is determined based on Attestation, which is performed on the Resources to be attested by using the ASSURED attestation schemes presented in D3.2 [35]. In order to perform
the Attestation of these resources, we need to consider our Assumptions on the Capabilities of
the Assets. When it comes to the ASSURED policy modelling, Capabilities are defined as basic
features that can be configured to enforce a security policy, and may refer to any functionality
that can be provided by a security enabler, such as filtering, logging or authentication. The policy
modelling methodology based on the above flow of actions will be further analyzed in Chapter 3,
where we expand on how policies are used in tandem with the asset Capabilities order to enforce
Security Requirements.
Based on the above Conceptual model of Trustworthiness, the desired output of a policy within
ASSURED is presented in Figure 2.3, and is expressed as follows: Consider a System A, which
is operated by an Owner or Service Provider that consists of various Assets and belongs to an
Ecosystem. In order to achieve Interoperability, i.e., interaction and communication with other
devices, with a specific level of Trustworthiness, we need to involve specific types of Evidence
of Assurance. This structure supports the level of abstraction required for policy modeling in the
context of ASSURED, which has been highlighted throughout this Chapter. This is a high-level
description of the interpretation of a security policy, that will be expressed by using MSPL, and
will be analyzed in detail in Chapter 3.
Consider the policy output of Figure 2.3 in the context of the UTRC.US.1 ASSURED use case,
which has been introduced in D1.2 [32] and has also been mentioned in the previous Section.
As previously mentioned, this use case focuses on an ecosystem designed around secure and
safe aircraft use, and involves the attestation of various components, such as Flight Management Systems (FMS), Environment Control Systems (ECS), Cockpit Flight Instruments
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Figure 2.3: Desired policy output of ASSURED.
(CFI) and on-board Wi-Fi. These components form a complex System-of-Systems (SoS), centered around a Secure Server Router (SSR), that is connected to each of the aircraft’s devices
and communicates with a Ground Station Server (GSS). Consider that a firmware update needs
to be installed on one of the devices of the aircraft, for example the ECS. In this case, the update
would have to be sent from the GSS to the ECS via the SSR, which are assets that belong to the
UTRC.US.1 Ecosystem, and support Points of Interoperability between them. In each step of the
update process, Evidence of Assurance has to be provided in each asset interconnection, which
in turn creates Trustworthiness. The policy modeling methodology employed in this use case will
be further analyzed in Section 4.4.1.

2.4

Policy Contents Requirements

As mentioned in the previous section, in the context of ASSURED, we focus on security policies
regarding attestation tasks that are needed for operational assurance. In this section, we present
the characteristics and properties that such a policy should have, and should be fulfilled by the
selected policy language. The remainder of this section is intended to justify the selection of
MSPL as the policy language employed in the ASSURED environment, as it fulfils the necessary
requirements, and further details regarding MSPL will be given in Section 3.
The main vision in ASSURED consists of two pillars: (i) The use of attestation schemes for
enhanced operational assurance, and (ii) the enforcement of dynamically adaptable policies
depicting which attestation schemes to operate. Regarding the latter, which is the focus of the
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present Deliverable, we need to consider that we do not simply refer to policies regarding simple
authorization and authentication decisions, but this extends to policies that refer to much more
complicated decisions. Specifically, we need to make sound statements on the correctness
of the state of the device, and transfer these statements to the overall composition of the
system. In other words, with respect to safety and operational assurance, edge devices and their
software components must be able to prove statements about the state, so that other components
can align their actions appropriately, and an overall system can be assessed and verified. To this
end, we need complex policies that can identify or verify the correct state of a device’s specific
properties, that need to be used for making safety-critical decisions.
Some policies may be specific to a single layer or subsystem, while others may span multiple layers. For example, consider the Safe Human Robot Interaction (HRI) in Automated Assembly
Lines use case, which was presented in D1.2 [32], which aims to enhance industrial workspaces
by introducing collaborative environments, where humans can work in tandem with machinery
and robotic arms, while preventing accidents. In this case, we need to specify how to enforce
a policy either within a single manufacturing floor, or on multiple manufacturing floors within the
same manufacturing ecosystem. Also, in the case where a robot needs to estimate the location
of a worker, very strong assurances are required in regards to the attestation of both the specific
version of the software running to calculate the location, but also regarding the correct execution
of the algorithm, which is achieved through Control Flow Attestation (CFA).
In this case, these guarantees may be required to be delegated to the Gateway Device of the
infrastructure. Determining authorization at a system level may require delegation of certain
authorization decisions to lower-level subsystems or components. Therefore, the Gateway
Device may be required to attest properties regarding its own state, or the state of devices connected to it, such as robotic arms or the human worker Ultra-Wide Band (UWB) positioning
tags. However, it may not be required to send this fine-grained information from one device to
another. At this higher level, more abstract properties should be attested to. To this end, within
ASSURED, it is required that the employed policy language is flexible enough so that the policies
are able to depict more high-level, abstract properties regarding device configuration, but the
it should also be capable of depicting more specific properties to be attested, in cases where it is
needed.
Determining what policies, and classes of policies, need to be expressed and enforced within the
ASSURED architecture is a challenging task. The goal is to specify and model the necessary policies for enforcing authorisation decisions based on properties attested to by the components or
systems, which are composed into broader systems/SoS. In order to achieve this, it is imperative
that we are able to express policies that: (i) when enforced, mitigate the risks of the safety and
security critical systems we wish to compose, (ii) take into consideration resource constraints
imposed by embedded components that need to attest their properties, (iii) safeguard the privacy of attesting devices by specifying the general principles for attestation data protection, and
(iv) specify the type of evidence to be collected from a system, in case it fails to attest some of its
properties, so as to perform a more in-depth investigation of the system’s behaviour towards detecting new threats and zero-day vulnerabilities. The policies must be expressive, deployable,
and enforceable and may be updated during runtime if the risk graph is updated to incorporate
new types of vulnerabilities. After the correct definition of such policies, the system can proceed
to attest the modelled behavioural and execution properties, periodically or on-demand. These
may include execution paths to specific memory regions, as a result of the invocation of the functions of interest and their control-flow. All correct execution paths, i.e., Control-Flow Graphs
(CFGs) need to have been identified and securely deployed to the verifiers, in order to serve as
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the baseline of the normal sequence of states against which the run-time computed control-flow
footprints will be assessed.
Taking into consideration all the above, the high-level security requirements that should be fulfilled
by the policy language in the context of ASSURED are as follows [42]:
• Simplicity: The definition of a security policy must be tailored to the attestation tasks,
and must be written in a way that is simple enough, that it can be understandable to be
converted into smart contracts, but also have a specific level of granularity so that we are
able to depict the resources to be attested. This is accomplished by structuring the policy
with predefined statements regarding attestation tasks that must be executed by the target
device and what resources need to be attested.
• Expressiveness: The language employed by ASSURED should be expressive and flexible
enough, so that it can support the conditions that are generated by the Policy Recommendation engine. These are the order of execution of the attestation tasks, the type of attestation
task to be executed, the devices where the attestation task is executed, the type of keys to
be used, etc.
• Extensibility: The policies must be extensible because, in the case of a newly identified
vulnerability or a zero-day threat, the policy language should provide the capability to update
the affected policies with additional tasks, as well as devices to execute these tasks.
• Abstraction: The selected language must contain abstract security-related configurations,
independent from the specific characteristics of the device where the policy is applicable.
This is because the representation of a policy should not depend on the semantics of the
device configuration.
• Diversity: The ASSURED framework must take into consideration the security, privacy and
safety level of all applicable assets. The policy language must support the configuration of
such security capabilities, which can afterwards be applied to different types of attestation
actions.
• Continuity: The policy language should ensure the continuity of the policy chain, meaning
the tracking of policy enforcement and the devices a policy is assigned to.
Next, we focus on the requirements for the actual content of the policies. These should not only
reflect the policy requirements mentioned in the above list, but also the various kinds of configurations that will be analyzed in Chapter 3. These contents are based on a number of constraints
that are taken into consideration and solved by the Policy Recommendation engine, which are
required in order to solve the optimization problem that will eventually output the optimized set of
attestation tasks to be executed by each edge device, as well as their order of execution.
These constraints in the context of ASSURED are the security, privacy and safety level of all of
the assets and CPSs in the supply chain, considering the actions they need to perform. Recall
the Safe HRI use case we previously referred to, where various robotic arms and UWB positioning tags are connected through Gateway Devices to an environment that consists of multiple
manufacturing floors. The Risk Assessment engine takes these into consideration and calculates
the risk level for each asset and device within the ecosystem, as well as their interdependencies,
and generates the overall risk graph. Considering the asset interconnectivity, it follows that the
risk level of each asset will impact the overall risk level of the entire ecosystem, as well as its
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security, privacy and safety level. In this context, one constraint that the Policy Recommendation
has to take into consideration is to minimize the risk level of the entire system.
The RA methodology employed within ASSURED performs risk calculation, considering not only
the individual assets, but also the interdependencies between the assets. This means that, if an
attacker has compromised one asset, this asset can be used as a bridge to penetrate other parts
of the ecosystem, so that each asset can be considered as a potential intrusion point, with a
different impact level in the overall security posture of the ecosystem. Therefore, is is imperative
to not only consider the extraction of policies that minimize the risk per asset, but the risk of the
entire ecosystem.
To better illustrate this point, we give an example of how such a constraint could be formed. As
shown in Figure 2.4, consider an attacker who aims to target a safety critical asset A, by using a
different asset B as an entry point, and following an attack path that will eventually lead to A. Next,
consider that the entry point asset B has multiple vulnerabilities, some of which are associated
with high impact to itself and others with medium impact. However, due to the asset interconnectivity, it is possible that a medium impact vulnerability to asset B will lead to high impact for asset
A. This is referred to as the cascading effect, based on which the Policy Recommendation Engine will need to prioritize the medium-level impact vulnerabilities of asset B in order to minimize
the impact to other, more safety critical assets.

Figure 2.4: Example of Attack Path as a Policy Recommendation engine constraint.
Another constraint that should be taken into consideration by the Policy Recommendation engine are the available resources. For example, consider that the Risk Assessment engine has
identified a number of vulnerabilities for a particular asset. However, this asset has limited computational resources, and cannot support the execution of a set of actions that would address all
of them. In this case, a constraint imposed on the Policy Recommendation Engine would be the
selection of the optimal attestation tasks that can be ran in tandem with the asset’s operational
tasks, ultimately aiming to minimize the impact level to the entire graph. This process, as well as
the rest of the concepts mentioned in this section, will be further expanded in Chapter 4.
Coming back to the selection of the policy language, the base idea behind MSPL [42] is to
describe the configuration settings for a class of security controls. It is a simple and flexible
language, with a level of abstraction that supports statements related to typical actions performed
by various security controls. It also supports an ordered sequence of actions related to matching
packets or payloads, which is appropriate for the optimal action ordering requirement by the
Policy Recommendation engine. Taking into consideration this and the rest of the requirements
presented in this section, as it will also become evident in Chapter 3, MSPL fulfills all the policy
language requirements of the ASSURED environment.
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Chapter 3
Policy Modelling
Having defined, at a high-level, what are the abstractions that need to be considered as part of
the ASSURED policy models, we now proceed to document all the necessary policy templates for
supporting the entire ASSURED security process, as depicted in Figures 1.2 and 2.1. We present
the description of the adopted policy language, as it will be used in the context of ASSURED
in order to describe the mode of operation and sequence diagrams. We will also analyze the
integration of all necessary attributes, constraints and input into the defined policy models so
as to convey the necessary information to the Policy Recommendation Engine for identifying the
optimized set of attestation tasks to be executed per hardware asset. The policy models that will
be presented in this Chapter are applicable both to the formulation of the input that should be
given to the Policy Recommendation Engine (risk assessment & operational policies), as well
as to the output of the Policy Recommendation Engine (scheduling policies).

3.1

Policy Models & Solutions

Several policy models and languages have been proposed in the literature. This section is dedicated to the presentation of the state-of-the-art (SOTA) of some of the most noteworthy methodologies for security policy modelling.
Common information model (CIM). The CIM [15] is the main DMTF standard, which provides
a common definition of management-related information for systems and services, independent
of any specification, and offers many customization capabilities. The CIM consists of the following
components:
• Specification: Defines the information that is needed for integration with other management models.
• Schema: Provides the actual model descriptions.
• Metamodel: Defines semantics for constructing new models, as well as the schema that is
used for their representation.
The xCIM Security Policy Language (SPL) is an XML version of the CIM, that enables the
medium and low level abstraction of representation for security policies, and allows the representation of policies as structured XML documents. Due to the complexity and verbosity of CIM,
the creation of such XML documents can be particularly cumbersome and prone to errors. To
address this issue, two higher level languages were developed: the Security Policy Language
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(SPL) and the System Description Language (SDL) [5]. SPL allows the representation of policies in a user-friendly language, close to spoken English. SDL is based on XML and it defines its
own XML schema, which is meant to be simpler compared to the one employed by xCIM. Note
that policy models created by using SPL or SDL can be translated into xCIM models.
eXtensible Access Control Markup Language (XCAML). XACML is a standard specification
for an attribute-based access control policy language [2]. The structure of XACML contains three
categories of elements: PolicySet, Policy, and Rule. A policy created with XCAML can contain
any number of elements, that may belong to any of these categories. The XACML specification
allows the definition of conditions for the subject, the resources to which the policies should be
applied, and the actions that must be executed by a certain policy set, policy, or rule when applied
to a specific request. Once a policy or policy set is found to apply to a given request, its rules are
evaluated to determine the access decision and response.
High-level Security Policy Language (HSPL). HSPL is a policy language that provides the
capability to express general protection requirements, which can be read and understood by
non-technical end-users [37, 38]. HSPL statements have the following structure:

[sbj] act obj [ (f ield type, value) ... (f ield type, value) ]
In the above representation, sbj corresponds to the entity that is authorized to perform the action
act on the resource obj . HSPL enables the inclusion of additional constraints on the resources
and scope of actions by providing a set of optional (f ieldt ype, value) tuples. The main advantage
of HSPL is that it hides low-level configuration details of the defined security policy.
For example, a security policy statement in HSPL can be expressed as follows:
“Alice is not authorized to access Internet traffic (type of content, illegal websites).“
In this example, the subject is Alice, the action specified by the policy is denial of access, and
the object is internet traffic. The purpose of the expressed security policy is to block access
to illegal content. Specifically, it denies Alice’s access to illegal websites (a keyword that refers
to a specific set of web sites that contain a specific type of content). HSPL was used in the
European project SECURED to specify the security policies [37, 38].
Medium-level Security Policy Language (MSPL). MSPL [18,29] is a security policy language,
similar to HSPL, but intended to be used by more technically savvy users. MSPL is used to
express configuration details without depending on a unique device format. In MSPL, statements
are written in relation to the typical actions performed by various security controls. For example,
a statement could define the actions needed to keep track of connection status.
MSPL uses an XML structure for representing statements. Specifically, MSPL is defined by a
meta-model, an XML schema which specifies the elements of a statement such as policies,
rules, conditions, and actions, and it is organized by capabilities. In this context, capabilities are
defined as basic features that can be configured to enforce a security policy.
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ASSURED requirements for a policy language. Next, we define the policy language that will
be used for the representation of both the input, and the output of the Policy Recommendation
Engine in the context of the ASSURED framework. In Section 2.4, we presented the requirements
that must be fulfilled by the ASSURED policy language. Recall that the requirements that were
defined are simplicity, expressiveness, extensibility, abstraction, diversity, and continuity.
Languages such as XCAML and CIM SDL/SPL are not appropriate for ASSURED, since they are
related to specific context (e.g. access control) and are not directly applicable to our case. As
such, they would be a less robust solution and would require more effort to adapt them to the
ASSURED framework compared to other policy languages. Instead, we choose to use MSPL as
the ASSURED security policy language, because it fulfills the requirements mentioned above
in order to structurally specify policies for the Policy Recommendation Engine. In addition, while
languages like HSPL are suitable for a high-level description of policies, HSPL provides a higher
level of verbosity, allowing us to control the structure and data of different fields within the policies
described by using MSPL.

3.2

ASSURED Security Policy Language - MSPL

As discussed in the previous section, MSPL is a security policy language with a medium
level of abstraction. It is still independent on the specifications and technologies employed, but
provides higher granularity in regards to the expression of policies compared to HSPL. In what
follows, we focus more on the details regarding the structure of policies using MSPL, as well as
its application in the context of ASSURED.
In MSPL, a policy model consists of three main components: ITResource, Capability and Configuration. These components are defined as follows.

3.2.1

ITResource

ITResource, is the central element of MSPL and represents a configuration for a hardware or
software asset. Each ITResource contains a definition of configurations, dependencies, priorities and security enabler candidates. Essentially, it contains the description - in a structured
format - of the operational landscape of a hardware or software asset in relation to the configuration of the device or software process per se, the dependencies with other assets (as calculated
through the risk graph) or processes (order of execution of all operational tasks been executed
in a device), and the list of security enablers (attestation tasks) that could be considered for deployment in order to protect (the specific asset) against all identified vulnerabilities. A complete
description of the ITResource element and its subclass hierarchy has been provided in the SECURED project [37].
As it will be shown in the following, in the context of ASSURED, the ITResource field is used
for each software and hardware asset of the entire asset cartography. For example, in the HRI
smart manufacturing case [32], a robot or device operating within the manufacturing floor, and
the software running on the robot in order to determine the location of a human worker, can each
be defined and represented as an ITResource. The goal of this definition is to provide the Policy
Recommendation Engine with information regarding the capabilities of each device, such as the
identification number of the device, the software executed on each device, etc., in order to enable
the generation of the scheduling policies, i.e., the list and order of attestation tasks, for each
hardware asset.
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3.2.2

Configuration

The Configuration element contains the abstractions that need to be defined and given as
input to the Policy Recommendation Engine, so that it can generate the final security enablers
(attestation tasks as trustworthiness controls) as an output. In this process, the output of the
Policy Recommendation Engine is essentially the answer to the security objective questions,
which have been posed an the beginning of Chapter 2.
The Configuration field contains a set of capabilities and configuration rules. In the context of
ASSURED, this field represents the capabilities of the software and hardware assets that have
been defined as an ITResource. As an example, the capability of a software asset, which is
called a TaskCapability, can contain for instance a short description of what the specific software
function does. Conversely, for hardware assets, the DeviceCapability contains information such
as a unique device identifier, the positioning of the asset within the risk graph etc.
Configuration rules internally contain two elements: ConfigurationRuleAction and ConfigurationCondition, which are used in order to describe the attributes and constraints on the assets.
3.2.2.1

Capability

This field refers to the Capabilities of a software or hardware asset, i.e., the ability of the asset
to perform specific operations. In turn, these capabilities are linked to specific actions that should
be implemented in order to express these capabilities. For example, recall the HRI smart manufacturing use case, where a robot needs to monitor and estimate the location of the workers,
in order to make a decision on whether it should stop movement to avoid accidents. In this case,
a robot on the smart manufacturing floor should have the capability to monitor and estimate the
location of the workers, in order to make a decision on whether it should stop movement to avoid
accidents involving human workers. To this end, a corresponding software function should be
implemented, that represents and expresses this capability.
Capabilities can either refer to Tasks or Devices, respectively, as presented in Table 3.1. Specifically, Tasks refer the to the operational or attestation actions to be executed, or the attestation
tasks to be executed for protecting against specific threats, as well as the conditions placed on
these actions. On the other hand, Devices are considered as a statically configured resource,
and each edge device is characterized by the following configuration attributes: a unique device
identifier, and the current security level of the device based on the vulnerabilities that have
been identified, by the Risk Assessment Engine, and the overall risk that has been calculated.
Also, it is important to note that the capabilities are connected with the threats and vulnerabilities that correspond to each asset and have been identified by the Risk Assessment Engine.
In other words, the vulnerabilities of each asset are linked to the capabilities that this particular
asset has in order to address these vulnerabilities. For example, if a vulnerability can be addressed by executing an attestation task, the capability a Control Flow Attestation task refers to
the action that can be performed by this asset, i.e., the corresponding attestation scheme and the
parameters that it should be configured with, in order to address this vulnerability and protect the
asset.
3.2.2.2

Configuration Rule

Configuration rules contain an abstract set of configuration settings for a specific capability.
Specifically, a configuration rule consists of conditions and actions:
ASSURED D2.2

PU

Page 23 of 71

D2.2 - Policy Modelling & Cybersecurity, Privacy and Trust Policy Constraints

Capability
Task
Device

Description
Computation or attestation tasks
Edge devices

Use case example
Control flow attestation task
Raspberry pi 3 model B

Table 3.1: Capabilities in ASSURED.
• Conditions: These describe predicates that, when satisfied, the corresponding actions are
triggered. For example, if a software process is installed on a hardware asset, this field
refers to the conditions that should be valid so that the software can be executed.
• Actions: Refers to the specific actions that should be executed in relation to the threats
and vulnerabilities that have been identified by the Risk Assessment Engine, along with
parameters/constraints, such as whether the task is an Edge Service or an Infrastructure
Service; the Execution Time of an action (whether there are any specific time restrictions
- rather important for safety-critical operations where a decision needs to be made in near
real-time); Privacy Requirements, etc. These actions are executed when the conditions
are satisfied.
For example, consider the HRI smart manufacturing use case. In the case of a location estimation process, the configuration Conditions may include the specific device or robot where it is
installed, along with the acceptable safety level of this action. In this case, since this is considered
as a high-risk asset with the potential to cause harm to human workers, we would require a high
security level. The Actions would refer to the specific functions that have been implemented in
order to perform this location estimation.
Note that, while capabilities require distinct configurations, the MSPL model provides a hierarchical approach that structures actions and conditions placed on assets. For example, in the HRI
use case, a configuration for smart manufacturing assets can include the configuration state of
hardware assets such as edge devices, and software assets, such as smart manufacturing tasks
that can control an assembly line. Both of these configurations can be described in MSPL format,
each in its own configuration element.
Next, we focus on the Actions element, which denotes the action to be performed on the capability. An action can define the execution of either an operational or attestation task. Furthermore,
the Actions element also includes a set of fields depicting the specific actions to be carried out
once the conditions are met. For example, we can define task attributes such as the task type
executed once another operation has successfully finished; e.g., a robot can trigger a ST OP
M OV IN G action when the process for calculating and estimating the location of the worker has
finished its execution and has outputted an event that the distance, between the worker and the
robot is less that the pre-defined threshold (task dependency). In the same context, another rule
could be that in order for the event of the locationEstimation() function to be read, the ControlFlow Attestation task for this specific process must have been executed first - thus, guaranteeing
the correctness of the worker’s location estimation.
In ASSURED, we consider two main actions to be carried out over capabilities that are aligned
with the two main flow of actions for which MSPL policy modelling is used; (i) for depicting the
inputs given to the Policy Recommendation Engine, and (ii) for expressing the security
attestation policies that need to be deployed to the target ecosystem:
• CONSTRAINT SOLVE. This action denotes input to the Policy Recommendation Engine.
Effectively, a list of assets and their attributes, and conditions that must be met to ensure
the safety of operations in ASSURED SoS-enabled ecosystem.
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• EXECUTE. This action denotes execution of tasks on devices. Effectively, it provides a list
of tasks and their attributes and conditions on devices where tasks should be executed and
a scheduling order of the different tasks.
Note that the EXECUTE action is used for tasks whereas the action CONSTRAINT SOLVE is
used for both tasks and devices as input to the Policy Recommendation Engine to provide the
optimal scheduling of tasks on devices.
Finally, to represent tasks in MSPL and all of the identified risk information, we consider the
following attributes based on what is outputted by the risk assessment methodology employed in
ASSURED [33]:
• Task Identifier. Unique identifier for the software asset;
• Category. Indicates whether the task should be executed on an edge device or at the
backend infrastructure of ASSURED;
• GDPR. Flag indicating whether general data protection regulation should be considered for
this asset. Essentially, this will determine the privacy requirements of a hardware asset
when sharing operational data which, in turn, will dictate whether any properties such as
anonymity, unlinkability, untraceability or unobservability [34] should be met by employing
ASSURED’s Direct Anonymous Attestation (DAA) mechanism [35];
• Risk Assessment Identifier. An identifier, which is outputted from the risk assessment
component. It serves to link the policy applied for the task to a specific risk indication;
• Risk Level. The current risk level of the corresponding task as outputted from the risk assessment component based on the identified vulnerabilities and the overall risk calculation
performed;
• Execution Time. The expected latency to execute the task;
• Threats. List of the identified vulnerabilities by the risk assessment component. Table 3.3
depicts an exemplary list of vulnerabilities considered in ASSURED.
Representing risk attributes for hardware assets (devices) in MSPL is the same as for software
assets (tasks). Specifically, providing attributes for Risk Assessment Identifier, Risk Level and
Threats. Furthermore, like tasks, devices are represented using a unique Device Identifier that
is used to refer to a specific device.
Attestation Task ID
0
1
2
3
4
5

Task Description
Control flow attestation verification
Configuration integrity attestation
Swarm attestation
Direct anonymous attestation
Static attestation
General computation task

Table 3.2: Task types and their respected identifiers in ASSURED.
The ConfigurationCondition element denotes the conditions that should be upheld in order to
execute the actions specified by the policy, such as requiring that a task should be executed on
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Vulnerability ID
CAPEC-242
CAPEC-175
CAPEC-29
CAPEC-186
CAPEC-63
CAPEC-151
CAPEC-1000

Description
Code injection
Code Inclusion
Leveraging Time-of-Check and Time-of-Use
Malicious Software Update
Cross-Site Scripting
Identity Spoofing
Mechanisms of Attack

Table 3.3: Exemplary vulnerability list in ASSURED.
a specific device. In ASSURED we consider the following conditions, which can be placed on
software assets, and will be expanded upon in Section 3.2.4.
• DeviceCondition: A device identifier that specifies which device the task should be executed on.
• DesiredLevel: The required security level that must be achieved prior to executing the
operational tasks on the device. This is directly to the example mentioned above on the
type of attestation tasks that need to be executed prior to execution of a specific software
process.
• TaskDependency: A list of tasks that should be executed before the task on the device.
• isInstalled: A list of device identifiers that indicates the devices that this operational task
should be executed on.
Similarly to software assets, in ASSURED we consider conditions for hardware assets as well.
Specifically, conditions for devices only include the DesiredLevel, a risk level for the device after
execution of tasks on it.

3.2.3

MSPL Components Relationship

Since we have presented every aspect of the MSPL components that are considered in ASSURED, we can now provide a high-level representation of the structure of the ASSURED MSPL
schema with the relations between the main components, attributes and fields, as used in ASSURED and shown in Figure 3.1.
The main building block of this structure is the ITResource, which as mentioned before can
represent either a software or a hardware asset. Each asset is defined by its Configuration,
which contains all information regarding the asset, the actions that it can execute, its configuration
properties, etc.
The Configuration block contains the Capability field, which specifies the type of capabilities
contained in this particular asset, which can either be a TaskCapability or a DeviceCapability.
The Configuration also contains the ConfigurationRule, which contains the policy abstractions
that need to be defined within ASSURED, and will be given to the Policy Recommendation Engine,
in order to generate the actual scheduling attestation policies.
The ConfigurationRule block is split into two subcategories, which respond to the Condition and
Action properties analyzed previously:
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ITResource
Configuration

Configuration

Capability

Capability
ConfigurationRule

Name

ConfigurationRule
ConfigurationAction
ConfigurationCondition

ConfigurationAction

ConfigurationCondition
isInstalled
DesiredLevel
TaskDependency

TaskActionType
TaskParameters

Threat
TaskParameters
ProcessID
Category
GDPR
RiskAssessmentID
RiskLevel
ExecutionTime
Threats

Name
Level
Vulnerabilities

Vulnerability
VulnerabilityID
Level
Impact
RiskLevel
PrivacyFunctionImpactScore
PrivacyImpactScopeScore
PrivacyDataTypes
PrivacyScore
PrivacyRiskScore
cvssScore
cvss
AttestationTaskID
ResToBeAttested

Figure 3.1: ASSURED MSPL Schema.
• ConfigurationCondition: Contains all the conditions that are necessary in order to execute
a task, as well as a depiction of interdependencies with other assets, and dependencies
from other tasks that need to be executed before it.
• ConfigurationAction: Contains the type of action to be executed, as well as the necessary
parameters in order to execute this action. These parameters are specified in the TaskParameters field, and contain information regarding the risk level that has been calculated by
the Risk Assessment Engine, as well as the associated Threats.
The Threat field contains the names of the vulnerabilities identified on this particular asset, as
well as the severity levels associated with is. Also, the Vulnerability field within the Threat field
contains information regarding the risk and impact level of the vulnerability, privacy information,
and CVSS scores evaluated by the Risk Assessment engine. It also contains the AttestationTaskID and ResToBeAttested, which specify the action that needs to be taken to mitigate the
vulnerability, as well as the resources that need to be attested.
Concrete examples of the above are available in Listing 3.1 and Listing 3.2.
Policy semantics In Chapter 2, we have presented a discussion regarding the relationships
and interdependencies between the assets. Within the ASSURED framework, we leverage the
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policy semantics provided by the MSPL syntax in order to capture these relationships, as they
have been defined by the asset cartography. For example, the isInstalled tag can be used to
identify whether a software asset is installed on a different hardware asset, since it is impossible
to execute a task on a device, if it is not installed on it.
Therefore, within ASSURED, we use the MSPL syntax in order to capture all possible interdependencies, no matter how simple or complicated they may be. A simple interdependency is the
correspondence of which software assets are installed on which hardware assets as mentioned
above, but it can also be enhanced in order to depict more complicated relationships, for example,
by defining the order of execution of the software assets that must be followed in order to ensure
correct operation of the entire SoS-enabled ecosystem (expanding between multiple hardware
assets).
Also note that these relationships, which were previously considered as complex abstractions
that are necessary in order to frame the cybersecurity assurance of the entire ecosystem, don’t
just need to be defined as security statements for a single system. We also need to define how
we can transfer these statements to security statments for the entire System-of-Systems (SoS).

3.2.4

Policy Models Definition

Next, we combine all the information presented above, in order to formulate and structure the
policy models based on the MSPL syntax, so that all necessary information is included. The
methodology presented is used both to represent policies that will be fed as input to the Policy
Recommendation Engine, and the output of the Policy Recommendation Engine that will specify
the actions (attestation tasks) to be executed by a particular asset, as well as their order of
execution.
Also, note that this methodology is used in order to capture the abstractions necessary in order to appropriately represent the required aspects of a SoS, as well as to fulfill all the policy
requirements that were presented in Section 2.4.
3.2.4.1

Risk Assessment & Operational Policy Models

The risk assessment policies depict the output of the Risk Assessment Component, to be given
as input to the Policy Recommendation Engine for the compilation of the optimized set of security
(attestation) policies, based on some pre-defined input constraints.
There are two different type of policy models used:
• Hardware Policies: This type of policies is used in order to depict the hardware assets and
their respective configurations running in the ASSURED ecosystem, i.e., the edge devices.
Each edge device has a set of software processes installed within it.
• Software Process Policies: This type of policies depicts the software assets running
within the ASSURED ecosystem on the various edge devices. Each process can be INSTALLED ON one or multiple edge devices. Specifically, In ASSURED we consider two
types of software processes:
– Computational Task Policies: These policies depict the software tasks and processes used for supporting the different use cases considered in ASSURED.
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– Security Task Policies: These policies depict the attestation tasks employed by the
ASSURED framework in order to detect vulnerabilities and compromised hardware
assets in the ASSURED ecosystem.
Operational Policies Creation: The operational policies in ASSURED correspond to the inputs
given to the Policy Recommendation Engine from the Risk Assessment Component. However,
to produce a valid operational policy given a computed risk graph, a mapping of the type of
attestation tasks that protect against which detected vulnerabilities is required, which is contained
in the risk graph provided by the Risk Assessment Engine. This process corresponds to the
ASSURED trustworthiness conceptual model, which has been presented in Section 2.3, and
defines how to create trustworthiness controls. Note that this process is semi-automated, since
the aforementioned mapping is performed manually. This mapping has already been detailed in
the context of D2.1 [33] where we have highlighted the types and categories of software, network
and physical threats that each attestation scheme can protect against.
Specifically, consider a case where the security settings in ASSURED require a certain level of
security and trustworthiness. Yet, the Risk Assessment Engine detected that a higher risk level
currently exists in the ASSURED ecosystem, which may be caused by detected vulnerabilities
that may lead to the compromise of the ASSURED assets. Thus, the need for this mapping of
attestation tasks that can be used to lower the risk, and aim to handle specific vulnerabilities as
detected by the Risk Assessment Engine, can be used to lower the risk level to the required level
by the security settings. This information, i.e., the current risk level, the desired risk level, and the
attestation tasks used to achieve the desired risk level are included in the operational policies.
This operational policy is fed to the Policy Recommendation Engine, which in turn creates a
scheduling policy that optimally satisfies the constraints for reaching the desired security level
by scheduling both general computational tasks (used to ensure the correct functionality of
the ASSURED use cases) and attestation tasks (used to enforce a configured risk level). The
attestation tasks refer to the different types of attestation mechanisms, which are described in
Table 3.2, and have been described in D3.2 [35]. Executing these attestation tasks on the device
is essential in order to achieve the required level of security and safety offered to the entire SoSenabled ecosystem.
Note that some attestation tasks require additional data for their execution. For example, a Control Flow Attestation (CFA) task to be executed on a device relies on a program identifier, in
order to ensure that the control flow graph is generated only for that program, and a valid control
flow graph that can be verified against the actual retired control flows that the programs perform
on the edge devices. To this end, these parameters are included in the trustworthiness controls,
and are used when creating the operational policies. These values are later processed by the Policy Recommendation Engine and included in the scheduling policies, ensuring that the attestation
tasks are correctly enforced by the smart contracts, as described in Chapter 6.
MSPL Operational Policies Representation: We can now define operational policies using
the existing elements provided by the MSPL language. As mentioned in prior sections, we use
the capabilities fields to describe the hardware and software asset policies. The configuration
action for the operational policies is set to CONSTRAINT SOLVE, as it is fed as input to the
Policy Recommendation Engine, which afterwards generates an optimal scheduling attestation
policy for a given hardware asset. Furthermore, the asset configuration includes specific details
on how to execute the task on the particular asset, as well as a set of constraints that must be
satisfied prior to executing the tasks.
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Next, we combine all the information presented thus far, in order to present a comprehensive description of each of the fields contained within an MSPL policy representation, and will be used in
the context of ASSURED. Note that the fields included in this representation have been selected,
so that all the required policy abstractions that were presented in Chapter 2 are achieved.
• ITResource: This is a central element of MSPL, which specifies whether the listing corresponds to a hardware or a software asset, and represents a configuration of the particular
asset. Specifically, it contains a definition of configurations, dependencies, priorities
and enabler candidates.
• configuration: In this field, we denote an abstract representation of configuration settings,
which must be valid, in order to enable the execution of the required actions. The configuration field contains the capability and configurationRule fields.
• capability: This field is intended to denote what is the capability of the specific ITResource. More specifically, the capability of software assets refers to the tasks that can be
executed by this particular software, and we use the TaskConfiguration label. Conversely,
for hardware assets, we refer to the capabilities of the particular device, therefore we use
the DeviceCapability label.
• configurationRule: Recall the policy abstractions for the conditions and constraints that
need to be defined within ASSURED and should be given to the Policy Recommendation
Engine, so that the actual policies can be generated. These are the abstractions which were
referred to and analyzed throughout Chapter 2, and answer the questions posed in regards
to the security objectives. This field contains the abstractions that need to be contained
within a policy listing. There are two types of configurationRule: configurationRuleAction
and configurationCondition.
Next, we refer to the fields contained within the configurationRuleAction tag. In general, this
contains information regarding the action that should be executed as dictated by the particular
policy, as well as the threats and vulnerabilities that this action is associated with. Furthermore,
the namespace field contained within this XML tag is intended to show if this action applies to a
task (TaskAction) or a device (DeviceAction).
• TaskActionType or DeviceActionType: In this field, we need to show whether this policy
is intended to be used as an input or an output of the Policy Recommendation Engine.
Specifically, inputs are denoted by CONSTRAINT SOLVE attribute, which means that this
policy contains the configurations or constraints for the specific task capability, which must
be taken into consideration in order to solve the constrained optimization problem that will
eventually output the optimal set of attestation policies. The main constraints are the risks
and vulnerabilities for the particular software asset, the desired level of security and
safety and the available resources. Conversely, the EXECUTE attribute denotes an output
of the Policy Recommendation Engine, and signifies the actions that should be taken by the
particular asset.
• TaskParameters or DeviceParameters: The elements contained within this XML tag denote all the parameters specified by this policy.
• ProcessID or DeviceID: An identifier for the particular process or device. This can be
a numerical value or a name. For example, in the HRI use case, a process intended to
estimate the location of a robot can be denoted as ”Location Estimation” in this field.
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• category: Shows if this particular process runs on the edge (Edge Service) or the infrastructure (Infrastructure Service).
• GDPR: This tag contains a boolean value, true or false, that specifies whether there are
privacy requirements or not.
• RiskAssessmentID: Refers to the identification number of the particular task or device in
the Risk Assessment graph.
• RiskLevel: Contains the Risk Level of the particular software or hardware asset, and is
taken as an output of the Risk Assessment process. This can take any of the values VL
(Very Low), L (Low), M (Moderate), H (High) or VH (Very High).
• ExecutionTime: Refers to software assets, and denotes the execution time of the particular
asset.
• Threats: This XML tag contains all the threats that have been identified for the particular
software or hardware asset. Further information regarding this field will be provided below.
The elements contained within the Threat tag denote the various aspects and characteristics of
each identified threat. This field exists whether we refer to a software asset or a hardware asset.
Note that the information in this field has been given as an output from the Risk Assessment
Engine. These elements are as follows:
• Name: A name label, which refers to a categorization of the threat from the Risk Assessment Engine.
• Level: Each threat is characterized by its level according to its severity, and can take the
values VL, L, M, H, VH.
• VulnerabilitiesList: Each threat is mapped to a list of vulnerabilities, as already mentioned
in Section 2.1, and they are contained within this tag. Each vulnerability is denoted by the
Vulnerability tag.
• VulnerabilityID: Each vulnerability is denoted by its CAPEC identifier. This is an open
source threat database, where various known vulnerabilities are listed. Some examples of
CAPEC vulnerabilities considered in ASSURED are listed in Table 3.3.
• Level, Impact, RiskLevel: These fields can range from VL to VH, and contain the Level,
Impact and Risk Levels, respectively, that have been identified by the Risk Assessment
engine for the particular vulnerability. More information regarding the Risk Assessment
process has been given in D2.1 [33].
• PrivacyFuncImpactScore and PrivacyImpactScopeScore: Denote the level and scope
of the impact of this vulnerability on the privacy aspects of the system.
• PrivacyDataTypes: Denotes the data structure outputs that should be privacy preserving.
• PrivacyScore and PrivacyRiskScore: Denote the risk level to the privacy that is associated with this particular vulnerability.
• cvssScore, cvss: Denote the Common Vulnerability Scoring System (CVSS) score
and level for the particural vulnerability, which has been identified by the Risk Assessment
engine. This has also been extensively analyzed in D2.1.
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• AttestationTaskID: Each vulnerability is associated with an attestation task that should
be executed in order to address it. Each attestation task that is employed within ASSURED
is characterized by an Attestation Task ID. A list of these tasks and their corresponding
IDs is given in Table 3.2.
• AttestationTaskParameter: Denotes the parameters that are required to identify the attestation task that should be executed, in order to solve the particular vulnerability.
• ResToBeAttested: Refers to the resources that should be attested in order to address the
particular vulnerability. In this field, we give the trusted reference values for the attestation,
meaning the correct paths that are expected to be executed, so that it can be verified that
the actual execution paths correspond to the given trusted reference values.
• VerifierID: Refers to the ID of the device (thus, it exists only for the policies depicting information for hardware assets) that will be acting as the Verifier for the execution of a specific
attestation task. Recall that an attestation task is a remote process between a Prover and
a Verifier. It’s the Verifier device that downloads the specific attestation policy and initiates
the attestation process for the included prover Device ID. This mapping is based on the
relationships that have been defined as part of the overall asset cartography needed by
the Risk Assessment Engine. Essentially, devices are communicated within each other in
the context of the envisioned service graph chain. Thus, based on this service graph, the
mapping between Provers and Verifiers is performed.
Next, we refer to the contents of the configurationCondition tag. In general, when we refer
to a software asset, this tag contains the conditions that should be valid, so that the particular
software can run. However, this field is also applicable to hardware assets, and contains the
desired conditions of the particular asset.
• isInstalled: Only applicable to software assets. Denotes the hardware assets on which the
particular software asset is installed and executed.
• DesiredLevel: Applicable to software and hardware assets from the software or device.
Determines the desired level of safety and security that is required, and is represented
by using the VL to VH scale that was also used in previously mentioned fields. The Risk
Assessment engine should take into consideration this value in tandem with the vulnerability
levels in order to generate the risk graph.
• DeviceCondition: Provides any other complementary information that may be required, in
order to determine the condition on the device where the software is executed.
• TaskDependencyList and TaskDependencies: Here, a list of dependencies with other
tasks is given. This means that the software processes contained within this list should be
executed before the task specified by this policy.
One listing is created for each hardware and software asset, but it is possible for one hardware
asset to execute multiple software assets. This is shown in the software asset listings by using the
isInstalled field, which depicts the connections between them. Also, this representation depicts
the threats and vulnerabilities for all layers of the application stack; from low-levelmemoryrelated vulnerabilities to network threats.
All the above elements are used in order to create and define a listing, and define the abstractions
that are afterwards given to the Policy Recommendation engine in the form of Software Asset
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Policies and Hardware Asset Policies, so that it can essentially answer the questions related
to the security objectives that were posed in the beginning of Chapter 2. This is achieved by
generating the Scheduling policies, that will specify the actions that need to be executed, as
well as the order of actions, in order to achieve these security objectives.
Next, we present operational policies examples for both hardware and software assets. We use
these examples to demonstrate key features and how MSPL can be used to capture all the
requirements to describe operational policies and fit into the global ASSURED security process
pipeline (see Figure 1.2).
3.2.4.2

Software and Hardware Policies

In Listing 3.1, we provide an example for an MSPL operational policy for a software asset.
The capability represents a general computation task, and the configuration rule provides both
the attributes for the task itself and the constraints for the Policy Recommendation Engine. Specifically, in the example, the task attributes metadata used to refer to it such as a unique identifier 0
denoted by ProcessID, and other metadata attributes such as category and GDPR.
Furthermore, the TaskParameters contains a RiskLevel attached to it denoted as H (High), due
to potential vulnerability CAPEC-242 that was detected for it. In fact, a VulnerabilitiesList is
defined within the TaskParameters field of the software operational policy. Each Vulnerability
has a risk Level, and various privacy attributes attached to it. In this example, the vulnerability
CAPEC-242 relates to code injection, where an adversary can exploit this vulnerability to execute
malicious code on the edge device.
The attestation scheme that is used to lower the risk for this particular vulnerability and can be
specified within this listing is Control flow Attestation (CFA), which validates whether the traced
control flows on the device matches an expected, pre-computed, and security approved control
flow graph. Thus, the AttestationTaskID has a value of 0, which matches the CFA attestation
task, as shown in Table 3.2.
Furthermore, the attestation task parameters in this case also include the software for which to
track the traced control flows. The process name to track is given in the AttestationTaskParameter, which in this example refers to SecureUpdate, which is used in the smart aerospace use
case for a secure remote update process. Also, the input to the Verifier is given by the ResToBeAttested element, which in this example is a pointer to pre-computed secure control flow graph
matching this SecureUpdate process. Note that in ASSURED, due to the large number of possible valid control flows, we store the control flow graphs in an offline database [6], which greatly
simplifies the operational policy model, since passing a pointer is sufficient in order to describe
the valid control flow graphs.
The operational policy also includes a set of constraints within the configurationCondition tag.
In this example, the constraints include lowering the risk level for executing the task to Low,
denoted as L in the DesiredLevel tag. The constraints also include the TaskDependencyList,
which refers to a list of process identifiers of tasks that should be executed before this task as
prerequisites. Note that this identifier is given in the PolicyID field, and the policy in this example
has a value of 0. Therefore, in this example, the constraint dictates that process 0 cannot be
scheduled until the execution of processes 5 and 15 has been completed. Finally, the constraints
can include which hardware assets, i.e., edge device, the task can be executed on. In this
example, the required device has an identifier of 0. The last constraint is isInstalled, which
shows on which devices the process must be installed. In this example, the process must be
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installed on the device 0. This constraint is expected and must be set in the operational policy
model. The reason is that a process cannot execute on a device if it is not installed on it.
Listing 3.1: Operational Policy Model Example for a Software Asset.

<ITResource>
<configuration xsi:type="RuleSetConfiguration">
<capability xsi:type="TaskCapability">
<Name>TaskCapability</Name>
</capability>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>CONSTRAINT_SOLVE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>0</ProcessID>
<category>Infrastructure Service/Edge Service</category>
<GDPR>false</GDPR>
<RiskAssessmentID>1714</RiskAssessmentID>
<RiskLevel>H</RiskLevel>
<ExecutionTime>15</ExecutionTime>
<Threats xsi:type="TaskThreats">
<Threat>
<Name>DEFAULT-I</Name>
<Level>VH</Level>
<VulnerabilitiesList>
<Vulnerability>
<VulnerabilityID>CAPEC-242</VulnerabilityID>
<Level>VL</Level>
<Impact>VH</Impact>
<RiskLevel>H</RiskLevel>
<PrivacyFuncImpactScore>0
</PrivacyFuncalImpactScore>
<PrivacyImpactScopeScore>0
</PrivacyImpactScopeScore>
<PrivacyDataTypes>[dat1, dat2]
</PrivacyDataTypes>
<PrivacyScore>0</PrivacyScore>
<PrivacyRiskScore>0</PrivacyRiskScore>
<cvssScore>6</cvssScore>
<cvss>H</cvss>
<AttestationTaskID>0</AttestationTaskID>
<AttestationTaskParameter>
SecureUpdate
</AttestationTaskParameter>
<ResToBeAttested>
ValidControlFlowGraphsPointer
</ResToBeAttested>
</Vulnerability>
<Vulnerability>...</Vulnerability>
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</VulnerabilitiesList>
</Threat>
</Threats>
</TaskActionParameters>
</configurationRuleAction>
<configurationCondition xsi:type="TaskCondition">
<isInstalled>[0,1]]</isInstalled>
<DesiredLevel>L</DesiredLevel>
<DeviceCondition>0/<DeviceCondition>
<TaskDepndencyList>
<TaskDepndency>5</TaskDepndency>
<TaskDepndency>15</TaskDepndency>
</TaskDepndencyList>
</configurationCondition>
<Name>"TaskRule"</Name>
</configurationRule>
<Name>"TaskConfiguration"</Name>
</configuration>
</ITResource>
Similarly to software asset operational policies, we now provide an example for an MSPL operational policy for a hardware asset in Listing 3.2. Note that, in the case of hardware policy
assets, software policies depicting the processes running inside the hardware asset must have
already been defined.
In this example, the capability field contains the DeviceCapability identifier, signifying that the
listing represents a device. The configuration rule provides both the attributes for the device,
and the constraints that will be used by the Policy Recommendation Engine. Specifically, in this
example, the device has a high risk level, denoted as H in the RiskLevel field of the listing, due
to the vulnerability CAPEC-186 that has been identified on the device. Also, for this vulnerability,
its Level and Impact have been specified as VH (Very High), and various other information are
provided, including scores related to the vulnerability’s impact on privacy issues, as well as its
cvss level and cvssScore, as identified by the Risk Assessment Engine.
This vulnerability relates to malicious software updates, therefore the attestation scheme to be
used could be the Configuration Integrity Verification (CIV) [35], which validates the expected
configuration of the device, including the programs and libraries that have been loaded to it. The
CIV attestation scheme is denoted by the AttestationTaskID 1, and the ResToBeAttested has
been listed as the ConfigurationIntegrityPointer.
The constraint that should be imposed in the example is to drop the risk level of the device to
Low, denoted as L in the DesiredField tag of the listing. To this end, the Policy Recommendation
Engine is expected to parse this MSPL policy and provide an optimal scheduling of security
tasks on the device to lower the risk level. Therefore, the Policy Recommendation Engine should
receive this listing, as well as listings that refer to the other software and hardware assets in the
examined SoS, as well as their interdependencies which are contained in fields of the listings
such as the isInstalled tag, and provide the optimal set and ordering of actions that will drop the
risk level for this device to Low (Chapter 4). Overall, we use the policies to maintain a safe and
secure environment for the SoS-enabled ecosystem. Thus, the combined policies reflect the
required attestation policies that should be applied for the ASSURED assets.
Finally, the software asset policies as explained before contain references to this hardware asset
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and its defined policy. For instance, Listing 3.1 contains a constraint on the hardware asset for
the software to execute on. The hardware asset identifier, denoted as DeviceID is a unique
number that represents the edge device. The MSPL policy therefore defines a relation between
the hardware and software policies. In the example given in this section, since the DeviceID for
the hardware asset is 0, and the isInstalled field of the software asset also caontains the value
0, this means that the software asset should be installed on this particular hardware asset.
Listing 3.2: Operational Policy Model Example for a Hardware Asset.

<ITResource>
<configuration xsi:type="RuleSetConfiguration">
<capability xsi:type="DeviceCapability">
<Name>DeviceCapability</Name>
</capability>
<configurationRule>
<configurationRuleAction xsi:type="DeviceAction">
<DeviceAction>CONSTRAINT_SOLVE</DeviceAction>
<DeviceActionParameters>
<DeviceParameters xsi:type="DeviceParameters" />
<DeviceID>0</DeviceID>
<RiskAssessmentID>114</RiskAssessmentID>
<RiskLevel>H</RiskLevel>
<Threats xsi:type="TaskThreats">
<Threat>
<Name>DEFAULT</Name>
<Level>VH</Level>
<VulnerabilitiesList>
<Vulnerability>
<VulnerabilityID>CAPEC-186</VulnerabilityID>
<Level>VL</Level>
<Impact>VH</Impact>
<RiskLevel>H</RiskLevel>
<PrivacyFuncImpactScore>0
</PrivacyFuncalImpactScore>
<PrivacyImpactScopeScore>0
</PrivacyImpactScopeScore>
<PrivacyDataTypes>[dat1, dat2]
</PrivacyDataTypes>
<PrivacyScore>0</PrivacyScore>
<PrivacyRiskScore>0</PrivacyRiskScore>
<cvssScore>6</cvssScore>
<cvss>H</cvss>
<AttestationTaskID>1</AttestationTaskID>
<VerifierID>5</VerifierID>
<ResToBeAttested>
ConfigurationIntegrityPointer
</ResToBeAttested>
</Vulnerability>
<Vulnerability>...</Vulnerability>
</VulnerabilitiesList>
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</Threat>
</Threats>
</DeviceActionParameters>
</configurationRuleAction>
<configurationCondition xsi:type="DeviceCondition">
<DesiredLevel>L</DesiredLevel>
</configurationCondition>
<Name>"DeviceRule"</Name>
</configurationRule>
<Name>"DeviceConfiguration"</Name>
</configuration>
</ITResource>
3.2.4.3

Scheduling Policies

The output of the Policy Recommendation Engine consists of a mapping, which associates each
task with an edge device and an execution start time. This implicitly defines a scheduling order
of tasks, both for general purpose computations and for security related tasks. This output is
enforced with a policy represented in MSPL, using the same concepts as we presented for the
operational policies. However, unlike the operational policies, the purpose of the information
within the configurationConditions tag is to enforce the execution order of tasks on specific
devices. Next, we provide an example for such a scheduling policy in MSPL.
Listing 3.3 depicts an MSPL example representing a scheduling decision, which has been given
as output by the Policy Recommendation Engine. The policy includes two rules, which correspond
to two tasks and include information regarding the actions to be executed and the conditions
placed on executing these actions on the corresponding edge devices.
The first task has an identifier of 0, given in the ProcessID field. Also, it refers to a general
computation task, which is denoted by the value 4 in the TaskType attribute. The full task type
representation is available in Table 3.2. Also, the ExecutionTime of the task has been specified
as 15. In regards to he conditions for its execution, this task should be executed on the edge
device with a DeviceID of 5 as denoted by the DeviceCondition tag. Also, the task with a
ProcessID of 5 should first be executed on the same device as a prerequisite, as shown in the
TaskDependency field. The isCNF attribute is set to false, which means all conditions must be
satisfied for the constraint to be resolved.
The second task has a ProcessID of 5 and is a Control Flow Attestation, task since its TaskType
attribute has a value of 0 and should be verified by the edge devices with ID 5 as denoted by
the VerifierID tag. Also, the ExecutionTime for this task has been specified as 50. Also, the
resource to be attested in this task has been specified as ValidControlFlowPointer Task0, as
noted in the ResToBeAttested tag.
Overall, in this example, the Policy Recommendation Engine has provided an optimal scheduling
policy as output, which specifies that first a Control Flow Attestation task should be executed on
an edge device before the general computational task would be executed. This attestation task
serves to reduce the risk level associated with executing the computational task on the device.
Listing 3.3: Scheduling Policy Example.

<ITResource>
<configuration xsi:type="RuleSetConfiguration">
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<Name>"TaskConfiguration"</Name>
<capability xsi:type="TaskCapability">
<Name>TaskCapability</Name>
</capability>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>0</ProcessID>
<TaskType>4</TaskType>
<ExecutionTime>15</ExecutionTime>
</TaskActionParameters>
</configurationRuleAction>
<configurationCondition xsi:type="TaskCondition">
<isCNF>false</isCNF>
<DeviceCondition>5</DeviceCondition>
<TaskDepndencyList>
<TaskDepndency>5</TaskDepndency>
</TaskDepndencyList>
</configurationCondition>
<Name>"Task0Rule"</Name>
</configurationRule>
<configurationRule>
<configurationRuleAction xsi:type="AttestationAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>5</ProcessID>
<TaskType>0</TaskType>
<ExecutionTime>50</ExecutionTime>
<VerifierID>5</VerifierID>
<ResToBeAttested>ValidControlFlowPointer_Task0
</ResToBeAttested>
</TaskActionParameters>
</configurationRuleAction>
<configurationCondition xsi:type="TaskCondition">
<isCNF>false</isCNF>
<DeviceCondition>5</DeviceCondition>
</configurationCondition>
<Name>"Task5Rule"</Name>
</configurationRule>
</configuration>
</ITResource>
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3.2.4.4

Attestation Parameter Policies

Next we provide the MSPL representation of parameters passed to the different attestation tasks.
Recall that all these parameters are stored in the offline database (as the trusted reference values) but are also passed to the Security Context Broker (SCB), that is responsible for storing
them, following an MSPL format
Control-flow Attestation Task Parameters: The process identified by the name robot control
is an example for a program that controls a robot in the HRI scenario of the Smart Manufacturing
use case [32]. This is used as an input for the control-flow attestation task, which is expected
to validate the control-flow for this program (with that unique name in the device) and a list of
valid control-flows (trusted reference values) to be validated against. As described in D3.2 [35],
in the context of control-flow attestation, real-time monitored system traces are evaluated against
trusted reference values the represent the expected system behaviour - when executing the process of interest. These traces represent the valid control flows of the program including the order
of execution of functions and other basic blocks during the implementation of the target process.
For instance, in the following example, as valid control-flows we can see that first the main function of the robot control binary is executed and then a printf function is invoked going all the
way down to the execution of a write operation to a buffer as part of the libc binary.

...
<TaskActionParameters>
...
<ControlFlowParameters xsi:type="ControlFlowParameters">
<ProcessID>robot_control</ProcessID>
<ValidControlFlows>
<ControlFlowList>
<Block>main,robot_control</Block>
<Block>printf,libc-2.27.so</Block>
...
</ControlFlowList>
<ControlFlowList>
<Block>main,robot_control</Block>
<Block>write,libc-2.27.so</Block>
...
</ControlFlowList>
</ValidControlFlows>
</ControlFlowParameters>
</TaskActionParameters>
...
Configuration Integrity Verification Task Parameters: The CIV input is a list of expected hash
values for code pages in libraries and binaries loaded in the device’s memory. Each hash has the
corresponding source (library or binary identifier), the page index, and the corresponding hash
value as computed with the SHA-256 cryptographic hash algorithm.

...
<TaskActionParameters>
...
<ConfigurationIntegrityParameters xsi:type="ConfigurationIntegrity">
<ValidHashes>
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<Hash>
libc-2.27.so,0,9ac411bef0479d2ebd6ee2126243b8b4a5d7c3d4ed5f2899
</Hash>
<Hash>robot_control,0721718c63188fe6ed74462222b4af4177e518e3ac2
</Hash>
....
</ValidHashes>
</ConfigurationIntegrityParameters>
</TaskActionParameters>
...
Swarm Attestation Task Parameters. The swarm attestation input is a list of device identifiers
taking part in the (concurrent) attestation process of edge devices (as Provers) in ASSURED [11].
In this example, three (Prover) devices (Devices with IDS 3, 21 and 11) are required to provide
evidence on their correct state as initiated by the (Verifier) Device 5.

...
<TaskActionParameters>
...
<SwarmParameters xsi:type="Swarm">
<DeviceListProver>
<DeviceID>3</DeviceID>
<DeviceID>21</DeviceID>
<DeviceID>11</DeviceID>
</DeviceListProver>
<DeviceVerifier>5</DeviceVerifier>
</SwarmParameters>
</TaskActionParameters>
...
3.2.4.5

Privacy-related Policies

Besides the attestation task parameter policies, another ASSURED trustworthiness control that is
depicted through the MSPL employed schema is the type of privacy primitives to be leveraged by
the edge devices towards achieving the required privacy requirements. Recall that as described in
Section 3.2.4.2, ASSURED Risk Assessment Engine also outputs privacy requirements (through
the GDPR tag) - for both hardware and software assets - in the context of properties such as
anonymity, unlinkability, untraceability or unobservability. These are also linked to specific privacy
risk scores based on the ASSURED privacy risk calculation methodology described in D2.1 [33].
These properties essentially depict the privacy requirements that an SoS-enabled ecosystem
must adhere to when it comes to allowed data sharing behaviours: sharing of both operational
and threat intelligence data [7]. Such privacy requirements have been well documented in the European Telecommunications Standards Institute (ETSI) TS 102 941 [17] highlighting the following
properties:
• Anonymity: ability of a node to use a resource or service without disclosing its identity.
• Pseudonymity: ability of an edge node to use a resource or service without disclosing its
identity while still being accountable for that action.
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• Unlinkability: ability of an edge node to make multiple uses of resources or services without
others being able to link them together (i.e., infer mobility patterns).
• Unobservability: ability of an edge node to use a resource or service without others, especially third parties, being able to observe that the resource or service is being used.
In this context, the actual identity of the sender is not required for ensuring the trustworthiness of a transmitted message. It rather suffices to verify the origin correctness; a message
has been sent by a valid “node participant”. Indeed, since exchanged messages might contain
sensitive data (cf. Public Safety Scenario), what is required is that certificates should not contain
any identifying information that could trace them back to a particular device or platform.
In an attempt to capture these requirements, ASSURED employs advanced cryptographic primitives (namely Direct Anonymous Attestation) together with trusted computing techniques [35]
for facilitating the strict privacy considerations encountered in a variety of emerging applications. DAA is a platform authentication mechanism that enables the provision of privacypreserving and accountable authentication services. By leveraging group-based signatures,
any verifying entity can verify a platform’s credentials in a privacy-preserving manner without the
need of knowing the platform’s identity. Furthermore, DAA can be used for blindely signing messages, originating from the same device, using anonymous credentials (i.e., pseudonyms), so
that no messages can be linked back to their origin.
Listing 3.4: Privacy-related Policy Example.

<ITResource>
<configuration xsi:type="RuleSetConfiguration">
<Name>"PrivacyConfiguration"</Name>
<capability xsi:type="DeviceConfiguration">
<Name>DeviceCapability</Name>
</capability>
<configurationRule>
<configurationRuleAction xsi:type="DeviceAction">
<DeviceActionType>EXECUTE</DeviceActionType>
<DeviceActionParameters>
<DeviceParameters xsi:type="DeviceParameters" />
<DeviceID>0</DeviceID>
<PrivacyAction>
<PrivacyCharacteristic>Anonymity<PrivacyCharacteristic>
<Periodicity>5</Periodicity>
<Action>DAA</Action>
</PrivacyAction>
<PrivacyAction>
<PrivacyCharacteristic>Unlinkability
<PrivacyCharacteristic>
<Action>Blind Signatures</Action>
</PrivacyAction>
</DeviceActionParameters>
</configurationRuleAction>
<configurationCondition xsi:type="DeviceCondition">
<isCNF>false</isCNF>
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<DeviceCondition>5</DeviceCondition>
<TaskDepndencyList>
<TaskDepndency>5</TaskDepndency>
</TaskDepndencyList>
</configurationCondition>
</configuration>
</ITResource>
In this context, the type of privacy requirements - for a specific hardware asset - and the type
of crypto primitives to be used can be defined using the policy template put forth in Listing 3.4.
As can be seen, this follows a somewhat similar structure as the one that has been defined for
the operational policies for hardware assets (Listing 3.2): For a specific hardware asset with an
ID, for instance, equal to 0 (DeviceID tag) there is a list of Privacy Actions defined - based on
the privacy requirements as extracted by the Risk Assessment Engine. In this example, there
are two requirements: namely anonymimty and unlinkability. For each one of those, appropriate
Actions are also defined that depict the type of crypto primitive to be used for achieving this
specific requirement. For instance, regarding Anonymity, the device will use the DAA task where
different pseudonyms should be used every 5 seconds (Periodicity tag). As it pertains to the
Unlinkability property, the device will use blind signatures [35].
While, of course, this template has been tailored to the crypto primitives and attestation tasks
employed within ASSURED, it is easily extensible to also consider other privacy-preserving crypto
mechanisms that can be on-boarded in the overall framework.
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Chapter 4
ASSURED Policy Recommendation Engine
4.1

High-Level Operational Model

The ASSURED Policy Recommendation Engine is responsible for determining an optimal policy
with regards to some predefined constraints including, as aforementioned, the desired level of
trustworthiness per hardware asset as well as the overall SoS-enabled ecosystem, the available
resources per asset, the execution time of a software process that is running on an asset (especially considering safety-critical operational tasks), etc. This information is described in the form
of a list of tasks (operational and attestation ones), each to be executed at a specific time and
on a particular asset.
In the ASSURED context, and therefore in the context of this tool, an asset is an entity involved,
directly on indirectly, in the supply chain that requires specific attention to ensure the security
and trustworthiness of the ecosystem in which it is part of (Figure 2.2). For instance, an asset
could be a physical device, such as a server or an embedded platform, as well as a software
installed on it. The underlying technologies used in the implementation the ASSURED Policy
Recommendation Engine are the Python programming language and the Z3 Theorem Prover (an
open source, industrial strength SMT solver, developed by Microsoft [13]), and the input / output
interface is based on JSON / XML (policy recommendation language). More information of the
technical implementation characteristics can be found in D5.1 [9].
The inputs to the Policy Recommendation Engine are a set of tasks, a set of assets, a set of
constraints, a risk graph and the optimization objective. A task can be either a computation
task or an attestation task, and has an estimated execution time. The execution time will be used
in our set of constraints to ensure the correct execution order with respect to all the tasks and
respective assets. Each attestation task additionally has an associated list of vulnerabilities it
protects against. Each asset has a target security level, provided by the Risk Assessment Tool as
a set of vulnerabilities the asset needs to be protected against. Constraints can be precedence
constraints among tasks (e.g., task A must run before task B) or compatibility constraints between
tasks and assets (e.g., Task A must run on Asset with ID 2). Internally, the model will make sure
that each operational task will be properly executed on a relevant asset and that the minimum
required security level per asset will be guaranteed. The risk graph is provided by the Risk
Assessment Tool and describes risk dependencies among assets.
While in the first version of the tool, the precedence constraints will only focus on operational
tasks, in a future version we envision extending this capability to any kind of tasks that have
to be considered in the final schedule, hand in hand with the support and inputs provided by
the risk graph. Furthermore, the precedence constraints paired with the security constraints will
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be leveraged to enforce potential cascading security requirements to all the assets that need
such level of protection. This will potentially be part of future releases and will depend on the
information provided by the risk graph. Finally, the optimization objective can be task execution
time, asset security level or a combination of both.
The output of the component is a mapping of tasks to assets and their corresponding
execution order. In a later version, we envision the component to be able to provide an estimate
of the initial execution time for each task part of the final schedule. All computation tasks have
to be mapped, however not all attestation tasks need to be mapped, as the desired security
level may be reached with just a subset of them. Note that if multiple different combinations of
attestation tasks offer the same security level, which one is chosen is left up to the solver.
The core of the Policy Recommendation Engine is an optimization process consisting in
solving a sequence of Constraint Satisfaction Problems (CSP). The sequence is generated
adaptively in the sense that the next constraint satisfaction problem to solve depends on
the solution of the previous one. The high-level operation of the Policy Recommendation
Engine involves the below actions:
• Consume input
• Loop until optimization objective is reached
– Formulate CSP
– Solve CSP & collect results
• Generate output
There are three modes of operation for the Policy Recommendation Engine, which can be activated through a parameter depending on the needs of the current use case under analysis:
1. Minimize execution time;
2. Minimize asset vulnerability level;
3. Explore Pareto front [1] of optimal solutions for both objectives;
While the overall process remains the same, what changes among the different modes of operation is the constraint problem formulation phase. For modes of operation 1 & 2, a binary search
on the values of the respective optimization objective guides the formulation of the individual constraint satisfaction problems. For mode of operation 3, a similar search strategy is employed, but
on 2 dimensions, both optimization objectives are taken in account simultaneously. On one hand,
the minimum execution time optimization is crucial for safety-critical scenario as the ones met in
the envisioned ‘Safe Human Robot Collaboration in Automated Assembly Lines” use case where
the execution of operational tasks (e.g., estimation of a worker’s location) within a given time
frame is of paramount importance in order to avoid potential safety issues (BIBA.US.1 in [31]).
On the other hand, the maximum security, or minimum asset vulnerability level, will be leveraged by the Smart Aerospace use case where the execution time is not as important as being
sure that all the assets have been securely attested before proceeding with the execution of their
operational tasks (UTRC.US.1 in [31]).
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4.2

State-of-the-Art: Security Policy Recommendation

As the key challenge in embedded security of CPSoS is to manage the data complexity that will
come from the environment (e.g. sensors), particularly when there is a vast number of devices,
and points of data provision and data processing, several security rules (constraints) needs to
be respected. To ensure data security and integrity in dynamic and attack-favored environments,
specialized security policies need to be composed that will follow up-to-date risk assessment
analysis governing the constraint rule sets that will realize the policy. To provide a novel security policy there is a need to be able to ensure a dynamic resource allocation and flexible
security management functions for the deployment and (non-disruptive) dynamic configuration of secure and reliable end-to-end attestation services.
There is a need to define mechanisms for controlling and deciding which security services and
agents can access and to which information and attributes of the user or associated IoT devices.
The concept of soft policies can be also introduced to reflect the cases where it is needed to
remove any reference to sensitive information; but this will not be the case for ASSURED, as
the implemented security policies will be only related to the execution of attestation and operation tasks. The evaluation of such soft policies can be based on the existence of soft-proofs
of identity or pseudonyms, and some trust information attached to the soft policies [41]. However, in ASSURED we will not implement soft security policies, as stricter security requirements
for user authentication needs to be in place. This information together with the trust requirements associated to the authorization policies, will govern the type of access control mechanism
(ABAC) triggered: using traditional XACML policies as part of the smart contracts. A flexible
access control mechanism that allows for both traditional XACML-based authorization and a soft
authorization approach will be implemented [4].
Constraint programming technology in security studies can be used to find solutions to secure
mapping, scheduling and combinatorial optimization problems [16]. It is based primarily on computer science fundamentals, such as logic programming and graph theory, in contrast to mathematical programming, which is based on numerical linear algebra. Constraint programming is
invaluable when dealing with the complexity of many real-world sequencing and scheduling problems. Whether the problem at hand is to schedule people, machines, or jobs of processes, you
need constraint programming when there are complex logical and arithmetic relationships between decision variables, activities, and resources. A security constraint programming model is
expressed in a declarative fashion, by using decision variables, constraints, and objectives that
must be minimized or maximized, as in mathematical programming. In ASSURED, we will employ such a constraint programming concept, by the synthesis of security policies that
will be based both on knowledge extracted from operational data, as well as from security risk-assessment constraints. An optimization algorithm will ensure the optimal resource
allocation, mapping and execution of ASSURED services that will protect the CPSoS as a whole.
In case of unexpected behaviour, for example, a malicious action from a compromised application or launching of an attack by the adversary, the system can take active and passive countermeasures to mitigate the attack and protect the system assets [28]. Like SELinux, the proposed
policy approach aims to limit an attack’s capability, assuming other system protections have failed.
Expected behaviours usually are defined as the system security policy, which can be updated at
any stage of the device life cycle [40]. The policing approach, deployed at the system communication layer, will be transparent to existing embedded system architectures that use the de-facto
industry standard (e.g. ARM AMBA-AXI4 SoC bus communication protocol), along with their
software stacks (bare-metal, embedded Linux, Real-time operating system (RTOS), Hypervisor,
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device drivers etc.). The usual policing and policy enforcement system architecture are not only
enhancing the security of the device but also improve its flexibility to meet changing security requirements of next-generation embedded and IoT architectures, as well as the next-generation of
threats [39].

4.3

Constraint Problem Solving

Constraint programming (CP) is a paradigm for solving combinatorial problems that draws on a
wide range of techniques from artificial intelligence, computer science, and operations research.
In constraint programming, users declaratively state the constraints on the feasible solutions for
a set of decision variables. Constraints differ from the common primitives of imperative programming languages in that they do not specify a step or sequence of steps to execute, but rather
the properties of a solution to be found. In addition to constraints, users also need to specify a
method to solve these constraints. This typically draws upon standard methods like chronological
backtracking and constraint propagation, but may use customized code like a problem specific
branching heuristic.
In our Policy Recommendation Engine implementation, we focus on a particular way to formalize constraint satisfaction problems, called Satisfiability Modulo Theories (SMT) [3] – the choice
was made primarily based on expressiveness of the formalism and availability of efficient implementations (SMT solvers). Some common examples of constraint satisfaction problems are the
N-queen problem or the map coloring problem. These examples can be expressed as a set of
constraints with the optimization goal of finding a solution that will satisfy all the known constraints
depending on the given input. Formally speaking, an SMT instance is a formula in first-order
logic, where some function and predicate symbols have additional interpretations, and SMT is
the problem of determining whether such a formula is satisfiable. Often, however, applications
in security policy optimization require determining the satisfiability of formulas in more expressive logics, such as first-order logic. Despite the great progress made in the last twenty years,
general-purpose first-order theorem provers (such as provers based on the resolution calculus)
are typically not able to solve such formulas directly. The main reason for this is that many applications require not general first-order satisfiability, but rather satisfiability with respect to some
background theory, which fixes the interpretations of certain predicate and function symbols. For
example, applications using integer arithmetic are not interested in whether there exists a nonstandard interpretation of the symbols <, +, and 0 that makes the formula x < y && (x < y + 0)
satisfiable. Instead, they are interested in whether the formula is satisfiable in an interpretation
in which < is the usual ordering over the integers, + is the integer addition function, and 0 is the
additive identity.

4.4

Use Case: Security Policy Control in Smart Aerospace

In this section, we will provide an example of how the Policy Recommendation Engine will work
based on a real scenario of the envisioned “Smart Aerospace” use case. More particularly, we
will delve into the details of the use case scenario UTRC.US.1 that pertains to secure software
updates of devices comprising the aircraft - more thorough details on this and all the use cases
can be found in [31].
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Figure 4.1: Policy Schedule Pipeline for the Secure Remote Update Scenario

4.4.1

Secure Remote Update: An Applied Use Case Scenario Example

The UTRC.US.1 focuses on the ability to perform remote authenticated system updates on
devices comprising the secure aircraft. We will refer to the capabilities offered by the ASSURED
project as ASSURED framework, but this does not imply that these need to be hosted on a
separate entity outside the assets offered by the use case. All functionalities can be embedded
in the use case assets and these can function as Prover/Verifier without the need to contact an
external entity.
In the current scenario, there are two main assets: the Firmware Server and the Device that will
receive the update. In this specific use case, the firmware server is part of the Ground Station
Server (GSS) and the device that has to receive the update is the Secure Server Router (SSR),
installed on the aircraft. The new firmware will be hosted on the GSS, which should be able to
share it with the real SSR through a safe wireless communication channel. If we dig more into
the details of this exchange, once a new firmware is ready to be deployed on the SSR, the GSS
sends to the ASSURED framework an attestation check for the SSR, to make sure that the the
firmware will be received by the proper device. The SSR will also be attested through different
attestation mechanisms - offered by ASSURED - to ensure its authenticity and that its current
state, both software and hardware, is compatible with the requirements needed to install the new
firmware.
If the SSR attestation controls are positive, the GSS will be notified by the ASSURED framework
and will consequently proceed with the creation of a secure wireless communication channel
between the two servers. This secure communication will be supported by the TPm Wallet inASSURED D2.2
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stantiated in each entity that will be responsible for creating and managing both the Attestation
Kesy but also the secret symmetric keys used throughout this secure communication session.
This key agreement protocol will be executed only if both devices can provide verifiable evidence
on their correct state through the employed attestation controls.
The ASSURED framework will then start its safety routines to ensure that the communication
channel is safe, i.e., routines to certify that the channel can provide access control with respect to
the people accessing it, confidentiality, authenticity, data integrity and non-repudiation of the data
shared on it. Once the channel is safe, the GSS will be notified by the ASSURED framework and
the transmission of the firmware will start. The SSR will then attest that the firmware received is
authentic and proceed with the firmware deployment. Once the SSR has been updated, a final
attestation control will be required by the GSS to ensure that the SSR is working as expected.
The end user will only have to provide the safety requirements for the devices of interest as per
the methodology described in Chapter 2 - the core information to be extracted mainly revolve
around the asset cartography of the environments, operational tasks executed and the desired
level of trustworthiness. Once all this information have been extracted and modelled through the
operational and risk assessment MSPL-based policies, the correct attestation tasks that will have
to be deployed in order to satisfy those constraints will be devices by the Policy Recommendation
tool. Based on the requirements and the list of security and attestation tasks offered by the
ASSURED framework, the tool will be able to select the proper tasks to meet all the requirements
and generate a schedule of tasks to be performed by each of the actors involved in the use case
scenario. Figure 4.1 summarizes the various phases presented here, how the use case would
look like from the perspective of the end user, how this will be translated as part of the ASSURED
project and finally how the Policy Recommendation tool will finalize the task schedule.

4.4.2

Secure Remote Update: Scheduling Policy

In what follows, we present an example of the MSPL scheduling policy output applied to the previously described Secure Remote Update use case scenario. This MSPL output comes as a continuation and adaptation of the language presented in Chapter 3 - specifically in Section 3.2.4.3
and Listing 3.3.
As can be seen, the policy contains the scheduling of the security (attestation) and operational
tasks for all the hardware assets involved; namely, the SSR and GSS. Firstly, as it pertains
to the SSR, prior to been able to receive the firmware update by the GSS, it needs to attest
to the GSS its correct configuration; i.e., essentially, it needs to have loaded a specific list of
binaries (representing system control libraries) that are necessary for enabling the use of the
newly to be installed firmware. Thus, the first attestation task that needs to be EXECUTED is the
Configuration Integrity Verification (Type of Attestation Task) focusing on verifying the correctness
of the loaded system binaries (Resources to be Attested). After the successful execution of
this attestation task, then the SSR is ready for getting the actual firmware update (by the GSS)
through a secure and authenticated communication channel established by their TPM Wallets.
This is depicted by the EXECUTION of the Direct Anonymous Attestation task (as part of the GSS
hardware asset) that offers platform authentication and the secure transmission of messages by
creating strong ECC-based keys [35].
Once the firmware update has been transmitted, then the final step revolves around the correct
installation of the update. Thus, we require the EXECUTION of an additional Configuration Integrity Verification task so as to verify that the SSR configuration has been updated to the correct
version. Thus, we verify the entire list of loaded binaries and libraries as part of the SSR.
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In a similar format, we continue with defining the execution order of attestation and operational
tasks for the GSS. As aforementioned, it first EXECUTES the DAA task for creating strong ECCbased keys that can be used for the secure transmission of the firmware update to the SSR.
Then, it proceed with the EXECUTION of the actual update transmission.
Listing 4.1: Secure Remote Update Execute Policy Output Example.

<ITResource>
<configuration xsi:type="RuleSetConfiguration">
<Name>"SSRConfiguration"</Name>
<capability xsi:type="DeviceCapability">
<Name>"SSR"</Name>
</capability>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>"Configuration Integrity Verification"</ProcessID>
<TaskType>1</TaskType>
<ExecutionTime>15</ExecutionTime>
<ResToBeAttested>"System Control" Binaries</ResToBeAttested>
</TaskActionParameters>
</configurationRuleAction>
<Name>"SSR Configuration Integrity Verification"</Name>
</configurationRule>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>"Firmware update"</ProcessID>
<TaskType>4</TaskType>
<ExecutionTime>50</ExecutionTime>
</TaskActionParameters>
</configurationRuleAction>
<Name>"SSR Firmware update"</Name>
</configurationRule>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>"Configuration Integrity Verification"</ProcessID>
<TaskType>1</TaskType>
<ExecutionTime>15</ExecutionTime>
<ResToBeAttested>"SSR"</ResToBeAttested>
</TaskActionParameters>
</configurationRuleAction>
<Name>"SSR Configuration Integrity Verification"</Name>
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</configurationRule>
</configuration>
<configuration xsi:type="RuleSetConfiguration">
<Name>"GSSConfiguration"</Name>
<capability xsi:type="DeviceCapability">
<Name>"GSS"</Name>
</capability>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>Platform Authentication
& Secure Communication</ProcessID>
<TaskType>3</TaskType>
<ExecutionTime>7</ExecutionTime>
<ResToBeAttested>"Establish ECC-based Key"</ResToBeAttested>
</TaskActionParameters>
</configurationRuleAction>
<Name>"GSS Increase Security Communication channel"</Name>
</configurationRule>
<configurationRule>
<configurationRuleAction xsi:type="TaskAction">
<TaskActionType>EXECUTE</TaskActionType>
<TaskActionParameters>
<TaskParameters xsi:type="TaskParameters" />
<ProcessID>"Firmware update"</ProcessID>
<TaskType>4</TaskType>
<ExecutionTime>50</ExecutionTime>
</TaskActionParameters>
</configurationRuleAction>
<Name>"GSS Firmware update"</Name>
</configurationRule>
</configuration>
</ITResource>
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Chapter 5
ASSURED Policy Based Representation of
Trustworthiness
In the previous chapters, we have presented the Conceptual model of Trustworthiness for
assessing the impact of transversal issues (security, privacy and trustworthiness) on the overall assurance of a complex supply chain ecosystem (Chapter 2). This enabled us to answer
questions such as what can be considered as measurement means for trustworthiness, what
are trustworthiness characteristics, etc. This, in turn, helped us to identify the appropriate abstractions that need to be supported by the ASSURED policy models (Chapter 3) for capturing
all the necessary information that need to be modelled by the Policy Recommendation Engine
(Chapter 4) when compiling the scheduling policies to be enforced for achieving the desire level
of assurance and trustworthiness to the entire SoS-enabled ecosystem.
In what follows, we summarize how this methodology was employed in ASSURED for defining
the overall security process, as depicted in in Figures 1.2 and 2.1, in the context of complex SoS
environments. Essentially, how all the pieces of the risk assessment and policy recommendation engine fit together for achieving our endmost goal of enhanced operation assurance. This
also employs the vocabulary defined in the international standards ISO/IEC/IEEE 42010 [24],
42020 [25] and 42030 [26]. A high-level graphical overview of this information flow is given in
Figure 5.1, and captures the level of abstraction required within the ASSURED framework. Also
note that this flow of information corresponds directly to the flow of actions described in both the
Design-time and Run-time phases of the ASSURED workflow, as outlined in Section 2.1.

5.1

Asset Cartography Definition

As shown in the Asset Cartography Definition Group of Figure 5.1, a system or SoS that functions
within the ASSURED ecosystem consists of a set of Assets that are situated and operate within
an Environment, and they define an overall System Architecture. The concept of Trustworthiness is defined within the Environment where the system operates, which is influenced by various
factors that may affect the operation of the Assets. These may include Business, Technological,
Regulatory, Environmental, Societal and Ethic factors, and are referred to as the Context of
operation of the Assets.
The parties who have an interest in the Assets and the System Architecture are referred to as
Stakeholders, and may include employees, customers, and suppliers. For instance, employees are interested in their health within the operational environment (cf. “Safe Human Robot
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Figure 5.1: ASSURED Information flow in the Context of Trustworthiness.
Collaboration in Automated Assembly Lines” use case [31]). Customers of the supply chain service may be interested in the correct execution of the operational tasks that need to be performed
by the assets, as well as the quality and value of the service provided by the organization. Suppliers are interested in their safe and reliable participation in the supply chain service. Another
category of stakeholders are the certification bodies that are interested in certifying the correct
posture of the entire network. These are organizations that have been accredited and can provide certificates in regards to compliance with a particular standard that has been issued by an
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standardization organization, such as ISO, IEC or IEEE. Each Stakeholder may have Concerns
regarding the Architecture Viewpoint, meaning a consistent set of subjects that capture the
stakeholder’s interests and activities in relation to the overall structure of the system. In the case
of ASSURED, we refer to security and privacy concerns, and they are related to the risks and
vulnerabilities of the various Assets.

5.2

Trustworthiness Risk Assessment

The Risk Assessment engine of the ASSURED framework is contained within the Trustworthiness Risk Assessment Group of Figure 5.1. The Trustworthiness Risk contains the risks and
vulnerabilities of the various assets contained within the Environment, and are determined by the
Asset Cartography, as well as the threat landscape and adversarial model presented in D2.1 [33].
These risks are analyzed in the context of their Trustworthiness Characteristics, as they were
presented in Section 2.3, and contain Safety, Security, Privacy, Resilience and Reliability. As
aforementioned, these reflect the impact that the Trustworthiness Characteristics have on the
overall system. Afterwards, these are used to define the Trustworthiness Concerns, that will
lead to the formulation of the Risk Graph. The Risk Assessment methodology through which this
is achieved has been extensively analyzed in D2.1 [33]. Note that each Asset has an acceptable
risk level, depending on how safety-critical it is to the overall system, and as we already analyzed
in Section 2.4, the impact level of a vulnerability is evaluated in tandem with the cascading effect
on itself and on the entire system.
The output of the Risk Assessment phase is the list of Trustworthiness Risks (TRs) to consider,
the risks associated with each characteristic, and the unacceptable risks related to the selected
characteristics. All this information is contained within the representation of the Risk Graph.
Also, note that these Risk Assessment actions are performed both in the Design-time and the
Run-time phases, as described in more detail in the workflow of Section 2.1. In a nutshell, during
the Design-time phase, an initial Risk Graph is generated based on the threat landscape and
adversarial model, as well as the instantiation of the assets and asset interdependencies made
by the administrator. Conversely, during the Run-Time phase, the Risk Graph is updated based
on zero-day and newly identified vulnerabilities, with the help of the Attack Validation component.

5.3

Trustworthiness Risk Treatment

The output of the Risk Assessment engine is afterwards given to the Policy Recommendation
Engine, which is represented in Figure 5.1 by the Trustworthiness Risk Treatment Group.
This process involves the generation of an optimized set of policies, by following the process
analyzed in Chapter 4. In order to generate these policies, we need to take into consideration the
Trustworthiness Requirements, which include the output of the Risk Assessment phase, as well
as the mapping of vulnerabilities to attestation tasks employed in ASSURED. The optimized
set of policies and attestation tasks, as well as their order of execution, are referred to as the
Trustworthiness Controls (TCs). After they are deployed to their respective devices, through
their TPM-based Wallet interacting with the Blockchain infrastructure and the refined “attestation
smart contracts” (Chapter 6) generated by the Smart Contract Composition Engine, these TCs
provide Evidence in regards to the results of the attestation, as described in Section 2.1.
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In the context of Trustworthiness, the Trustworthiness Requirements explain what kind of actions
needs to be taken in order to mitigate each TR. These are expressed through Policies, referred
to as TCs. In turn, the TCs dictate the Target Level of Trust, i.e., the list of actions that are
required in order to mitigate the unacceptable risks, following the generation of the optimal set of
policies and attestation actions by the Policy Recommendation Engine. This corresponds to the
Risk Assessment identifier, Threats and Risk Level fields of the policy templates presented
in Section 3.2.2.2. Conversely, the Actual Level of Trust is determined by the verification of
the TCs, i.e., the result of the attestation based on the recommended actions. In case of a failed
attestation, this means that the Target Level of Trust has not been achieved. Therefore, the reason
that caused this failure has to be identified during Run-time by the Attack Validation component,
so that it will be taken into consideration by the Risk Assessment engine in order to update the
Risk Graph.
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Chapter 6
Policy Refinement & Enforcement Process
through Smart Contracts
Recall that, as depicted in Figures 1.2 and 2.1, the last phase in the overall ASSURED security
process is the refinement of the scheduling policies to “attestation smart contracts” so as to be
executed by the target devices towards the creation of privacy- and trust-aware service graph
chains. This is done by the Security Context Broker (SCB) [12] that provides such novel policy
deployment and enforcement mechanism through the use of smart contracts. All attestationrelated data will be recorded and kept in a traceable and accountable manner on the ledger
infrastructure, thus, providing a credible security auditing and certification workflow. In this context, the use of smart contracts for enabling the secure management of attestation policies and
data/evidence will significantly advance regulatory organizations in various application domains
(as captured by the envisioned use cases) by providing new routes towards the certifiability of
systems that have been extensively checked and attested against critical regulatory properties.
Regarding this policy refinement workflow, it is envisaged the following behaviour (elaborated in
Section 6.1): the Security Context Broker will receive the scheduling policies as outputted by the
Policy Recommendation Engine. The SCB will then interact with the Smart Contract Composition
Engine for generating the appropriate chaincode, as the contract logic, including all the necessary
information for the edge devices to execute the required attestation tasks. Then, the SCB deploys
the contract chaincode on the ledger for all devices to be able to query, download and read. This
is done through the invocation of a number of functions that have been defined as part of the
smart contracts, as put forth in Section 6.2.

6.1

Low-Level Translation of MSPL Policies

In this section, we elaborate on the flow of MSPL policies refinement: Both for the risk assessment and operational policies, outputted from the Risk Assessment component to the Policy
Recommendation Engine, as well as for the scheduling policies as outputted from the recommendation engine. We provide details on how the policies are used after their refinement to
smart contracts for enforcing the security of edge devices in ASSURED with the different attestation mechanisms employed.
Operational policies refinement to scheduling policies: Figure 6.1 depicts the main flow for
generating the scheduling policies of both operational and attestation tasks based on the risk
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Policy
recommendation
engine

Policy
interpreter

Smart contract
compisition
engine

solve constraint(MSPL-OP)
loop
for each constraint c in MSPL-OP
add c to list of constraints

Solve constraints, and generate MSPL-OP for
execution of tasks
translate(MSPL-OP)

loop
for each policy p in MSPL-OP
intepret policy to execute task T on device D

alt
T is control flow attestation task
DeplyCFAPolicy(T,D)
alt
T is configuration integrity attestation task
DeplyCIVPolicy(T,D)
T is swarm attestation task
DeplySwarmPolicy(T,D)

Figure 6.1: Sequence diagram depicting the MSPL policy models generated by the policy recommendation engine translated to be executed as part of the smart composition engine.
assessment output for the entire asset cartography of the SoS-enabled ecosystem. The flow
involves the following:
1. The Risk Assessment engine outputs MSPL risk assessment and operational policies (c.f.
Section 3.2.4.1) including the identified vulnerabilities for each hardware asset - running
multiple software process - as well as the list of possible security attestation tasks that
can be employed for protecting against all extracted vulnerabilities in order to achieve the
required level of trustworthiness (defined as a constraint);
2. The Policy Recommendation Engine iterates over all constraints for each hardware asset
and its comprised software assets, described in the provided policies, and finds an optimal
solution (attestation selection and scheduling) satisfying the input constraints
3. The Policy Recommendation Engine creates an MSPL scheduling policy and passes it to
the Security Context Broker (SCB);
4. The SCB, acting as a policy interpreter, iterates over all tasks, creates the respective chaincode logic (for depicting the order of execution of attestation tasks) and deploys the contract
to the permissioned ledger.
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Smart contract
composition
engine

Blockchain

TPM Wallet

Attestation agent
verifier

Attestation agent
prover

Deploy policy
Download policy P
policy, nonce
SetPolicy(P, N)
GetTraces(P, N)
Signed trace

attestation report
createAttestationReport()
alt
Swarm attestation policy
loop
foreach device D part of the swarm
attestationVerification()

Figure 6.2: Sequence diagram depicting the MSPL policy models generated by the policy recommendation engine translated to be executed as part of the smart composition engine.
Scheduling policies refinement to trustworthiness controls through the use of smart contract functions: Figure 6.2 depicts the main flow for enforcing the safety of ASSURED “Systemsof-Systems” via attestation tasks flow. This flow involves the following:
1. The flow starts with the SCB deploying the smart contracts (as constructed by the Smart
Contract Composition Engine), depicting the type of attestation tasks and order of their
execution per hardware asset, to the Blockchain infrastructure;
2. Edge devices get notified about the addition of new contracts/policies and perform a query
(through their TPM-based Wallet) for identifying any attestation policies destined for them.
In this case, it downloads the policy (through the readP olicy() function - Section 6.2.1) and
extracts the attributes to be passed to the local Attestation Agent;
3. The TPM-based wallet then invokes the smart contract function generateN once() (Section 6.2.1) to generate a fresh, unique and unforgable value having these properties enforced by the Blockchain. This is to be then used as an attestation challenge sent by the
Verifier to the Prover for initiating the execution of the attestation task included in the policy
(in case of Control-flow Attestation);
4. As aofrementioned, the TPM-based Wallet imitates the appropriate attestation mechanism
sequence according to the requested policy, providing the nonce received in the previous
step.
5. The respected attestation agent - of the Verifier - upon reception of the signed Prover traces,
it performs the verification of the Prover device properties and returns a signed attestation
report that includes the nonce value. This nonce value serves to mitigate replay attacks by
adversaries returning old yet validly signed attestation reports.
6. The TPM-based Wallet of the Verifier deploys the attestation report to the Blockchain for
later inspection through the Blockchain Peers.
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7. In the case the security policy involved a swarm attestation task, the TPM wallet also verifies
the attestation reports of all devices participating in the swarm attestation validation.

6.2

MSPL Low Level Translation to Smart Contracts

Once the scheduling (attestation) policies have been compiled, as an output of the Policy Recommendation Engine, the last step of the overall security process is the deployment of this set
of targeted policies over the SoS-enabled ecosystem for managing the identified risks, as well
as to handle the real-time supervision and monitoring of the correct execution of these
policies. This is done through the ASSURED Security Context Broker (SCB) via the use of
smart contracts leveraging the designed policy-compliant Blockchain infrastructure [6]. The SCB,
acting as the trusted operator of the produced policies, will be triggered by the Policy Recommendation Engine for converting the attestation policies into smart contract logic and further deploy
the smart contract to the ledger. All attestation-related processes and data will be recorded and
kept in a traceable and accountable manner on the permissioned ledger infrastructure, thus,
providing a credible security auditing and certification workflow.
After the deployment of the smart contracts, edge devices, external stakeholders and the SCB can
interact with them through appropriate functions and ledger interfaces. The latter has already
been designed, in the context of D4.1 [6], where Blockchain Peers are deployed - as part of the
infrastructure - offering an API Layer that provides somewhat of a “gateway” for bridging connections and communications between edge devices and external stakeholders with the ledger
infrastructure. Therefore, what is pending is to define the necessary functions for supporting
all the required operations that are needed when an entity interacts with a deployed “attestation
smart contract”: Edge devices (Provers) need to be able to query (and read) the attestation
policies that they need to execute with a Verifier whose, in turn, will provide the trusted input to
the Blockchain Peer for validating the output and merging the result of each attestation task on
the ledger (thus, creating an attestation history per device and service graph chain); External
stakeholders are considered users and devices that are not part of the target ecosystem but
wish to get access to a sub-set of attestation results, provided that they have the correct privileges and attributes, for certifying the overall state of the SoS-enabled ecosystem or checking the
level of assurance and trustworthiness of specific devices and processes. Besides appropriate
access-control functions, that need to be part of the smart contracts, this also entails been
able to read the list of attributes that they need to exhibit for been able to generate the correct
decryption keys for accessing the attestation results. Recall that ASSURED leverages a newly
designed decentralized Attribute-based Encryption (ABE) mechanisms where the necessary
encryption/decryption keys are managed locally by the TPM-based Wallet of each entity (check
Chapter 6 in D4.1 [6]); Finally, the SCB is regarded as the trust anchor for deploying the attestation smart contracts (when the chaincode has been created by the Smart Contract Composition
Engine [32]) as well as managing all the internal processes needed for the auditable recording of
the attestation results. Consider, for instance, the selection of the appropriate Blockchain peers
that will be acting as the “endorsers” that need to first ratify the correct execution of an attestation
process (as depicted in the respective contract) prior to merging the result on the ledger.
In what follows, we put forth the high-level definition of the functions that need to be part of the
attestation smart contract logic. Note that this constitutes the first step in an attempt to capture all
the necessary operations and sequence of actions for enabling the aforementioned features. A
detailed analysis alongside the concrete definition of each function chaincode structure, as part
of the overall functionalities of the SCB, will be documented in D2.5 [12].
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As part of this low-level translation of the attestation scheduling policies to smart contracts, we
have included two types of functions (depicting the execution time and the nature of interactions
with the smart contract per se): online and offline procedures. Online operations (Section 6.2.1)
include interactions with the smart contracts that need to be performed in real-time; i.e., mainly
capturing functions such as the querying and reading of an attestation policy, that needs to be
securely executed by a device, or the recording of an attestation result on the respective ledger.
In contract, offline operations (Section 6.2.2) capture functionalities mainly pertaining to the verification of the correct execution of an attestation process, as depicted by the respective contract
logic, that can be done in an offline mode without any time restrictions. For instance, an external
stakeholder or another device (as part of the overall SoS-enabled ecosystem), may wish to check
that a specific attestation policy for a device was executed correctly by verifying the correct invocation and execution of all the functions of the accompanying smart contract: The correct type of
an attestation task was executed; the system traces were correctly extracted by the Tracer and
signed by the TPM-based Wallet [34] and were checked against the correct (system behaviour)
reference values; the Verifier had the correct attributes and privileges for downloading the specific
attestation contract and the appropriate ABE encryption keys were generated by its TPM-based
Wallet for encrypting the system raw data and traces [6].

6.2.1

Online Smart Contract Functions

readPolicy(): Once the chaincode of an “attestation smart contract” has been deployed on the
ledger, an edge device is able to download it and use it for the execution of the included attestation
process. This is done by invoking the readP olicy function which either queries for a specific policy
based on a provided name identifier (e.g., query for the “Secure Enrollment” policy that needs
to be executed when securely on-boarding, in the network, a newly joined device) or checks for
all policies that need to be downloaded for the querying device (with the specific Device ID).
Prior to the device been able to query for a policy, the appropriate check will take place for
verifying whether it has the correct attributes and privileges for accessing which sets of policies
(Figure 6.3). This is done by, first, reading the list of necessary attributes so that the Blockchain
Peer (through which the query is been executed) can trigger the Membership Service Provider
(MSP) [6] in order to check the generated credentials for the device. If all attributes are present
then the device can download the attestation contract and start the execution of the included
attestation process.
nonceGeneration(): Prior to the execution of an attestation policy, we have to make sure that
an execution instance, of the included attestation tasks, is fresh and is not the result of a replay
attack; e.g., previously correct execution of an attestation process (recall that attestation mechanisms may be periodically invoked when, for instance, a specific software function is executed)
from the device that has now been compromised. Thus, freshness should be guaranteed through
the generation of a nonce as an attestation challenge. This nonce should be random but also
re-producible when another entity wants to verify that the generation of the nonce was done correctly. In particular, to generate the nonce, this function (Figure 6.4) is executed by the Blockchain
Peer (upon a request by the device through gRPC APIs [30] who is able to locate the type of the
contract for the device, and then executes the nonceGeneration algorithm to yield the challenge.
The challenge will be further sent back to the device as a result of smart contract execution. Once
the device reads the challenge from the reply, it can execute the attestation algorithm (for the Verifier) to output a valid attestation. The nonce/challenge CH is a hash value of the current block
ID/address/info, and the name of smart contract, and a counter value generated by TPM-based
Wallet. We note that the challenge will be regarded as a part of the attestation log file that will be
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Figure 6.3: readPolicy() SC Function Flow Diagram
further stored on the ledger later so that any device can verify the correct execution of the nonce
gneration algorithm.)

Figure 6.4: nonceGeneration() SC Function Flow Diagram

createAttestationReport(): After the execution of the attestation policy, the Verifier needs to
interact with the Blockchain Peer for creating an attestation record on the ledger. This is done
through the invocation of the createAttestationReport function (Figure 6.5) that sends the attestation result - to the Peer - signed by both the Prover’s and Verifier’s Attestation Keys (AKs). Upon
verification of the correctness (cf. attestationVerification() function) of the attestation results, the
Blockchain Peer creates an attestation record with all the necessary information including also
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the previously generated nonce that was leveraged for the specific attestation task. This way all
the attestation results and processes, that were followed for creating and securely signing and
communicating this specific attestation report, will be recorded in a traceable, auditable and
accountable manner for any later verification and certification.

Figure 6.5: createReport() SC Function Flow Diagram
Furthermore, as part of the attestation process, the created report beyond the attestation result
also contains the detailed list of system traces (encrypted with the Prover’s ABE Key) based on
which the verification took place. These traces, for instance, can depict all the control-flow paths
that were monitored, by the ASSURED Tracer, as part of the ResT oBeAttested attribute that was
defined in the policy. The traces since they might have an excessive size (in the order of MBytes)
are not stored on the ledger but on an offline Database (ASSURED Data Storage Engine) and
a pointer is created that is appended to the attestation record on the ledger. More specifically,
as depicted in Figure 6.6, the Blockhain Peer upon reception of the attestation report, it forwards
the system traces to the SCB which in turn stores them on an offline database and creates the
correct pointer. This pointer is then sent back to the Blockchain Peer that merges it with the
already created ledger block.
attestationVerification(DeviceID, AttestationT ype): As aforementioned, this function verifies
the attestation output based on a set of trusted reference values that represent the correct and
expected system behaviour of the attested device. For instance, these can represent valid lists of
the system’s execution paths (valid control-flow traces used in Control-Flow Attestation [35]) for
a specific software function or the list of expected binaries that should have been loaded to the
device (digest list used in the context of Configuration Integrity Verification [14,27]). The objective
of this function is to check the attestation result of a Prover device against such reference values
which are pre-stored in an offline database (ASSURED Data Storage Engine). As part of each
attestation policy, a pointer will exist referring to these reference values. At the end of each
attestation procedure, this function will be executed by the Verifier and the Blockchain Peer in
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Figure 6.6: storeCFTraces() SC Function Flow Diagram
order to create the necessary chain of trust. Recall that in the case of a misalignment of what
have been provided by the Prover and what is then been forwarded by the Verifier, the SCB will
trigger the Jury-based Attestation mechanism [35] for verifying the trustworthiness of both the
Prover and the Verifier and identify the outlier. The Verifier validates the signed report, while the
Blockchain nodes verify that the process is performed correctly.
The function takes as arguments the output of a scheduling attestation policy, as defined in Section 3.2.4.3, where the edge device is uniquely identified with ID DeviceCondition and the type
of executed attestation task is represented by T askT ype. The mapping between this smart
contract function and the policies is presented in Listing 6.1. Since AttestationT ype (mapped
with T askT ype in Policy definition) is a number, the corresponding attestation types are listed
in 6.2. Note that attestationVerification() function gets executed only when T askT ype ∈ [0, 3]
(T askT ype = 4 is corresponds to general operational task, as shown in Table 3.2).
Listing 6.1: Mapping between smart contract function and attestation policies.
1
2
3
4

{"attestationVerification": {
DeviceID: POLICY.DeviceCondition,
AttestationType: POLICY.TaskType
}}
Listing 6.2: The list of corresponding attestation types.

1
2
3
4
5
6
7

{"attestationVerification": {
"AttestationType": {
0:"CFA",
1:"CIA",
2:"SWARM",
3:"DAA"
}
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8

}}
validateReportSignature(P KP RV , P KV RF ): This function validates the signature of the attestation report and determines whether the report is authentic or not before proceeding with the
attestationVerification(). It takes two arguments: (1) P KP RV the public part of the AK of the
Prover used for signing the traces, and (2) P KV RF the public part of the AK of the Verifier used for
signing the attestation report. This function is executed at the end of each attestation procedure
to validate the signature of the report.
endorsementPolicy(): This function specifies the set of Blockchain Peers, on a channel via policy control, responsible to execute the smart contract and independently validate the transaction
output [6]. As the selection of the endorsers is done automatically, this function is not executed
by the devices, but it is executed automatically by the SCB when deploying a specific attestation
smart contract. The objective of this function is to allow endorsers to check that all the credentials
used in the attestation process and, in general, the transaction blocks to be added on the ledger
are valid.
getAttributes(): This function returns the attributes that need to be exhibited by an entity for
been able to get access to either the attestation result or any other data stored on the Blockchain,
or a specific attestation policy for further execution (Figure 6.3). This function relies on the usage
of Attribute-based access control (ABAC) deciding to grant access permission on the basis of the
attributes that an entity holds. This function plays in particular a key role in handling the data
sharing requests.
offloadMemory(): This function is used to allow the transmit the Prover’s memory content to a
powerful platform with more resources and computational capabilities. The goal of this function
is to allow a powerful device to gather an accurate clone of the device memory, on which the
memory forensics can be performed. It allows attestation of dynamic memory including Prover’s
peripherals (e.g. ADC and I2C configurations). Note this function may also consider more finegrained offloading or specific part of the memory/semantic information about the system such as
running processes. It is usually employed in the case of an attestation policy that includes the
execution of Control-flow Attestation Tasks leveraging the ASSURED trained classifiers [35].
6.2.1.1

Workflow of Online Smart Contract Operations & Functions

After having defined all of the SC functions that need to be executed in real-time as part of a
successful attestation policy execution, below we summarize the sequence of actions that need
to take place and the order of execution of the online functions: Once the scheduling (attestation)
policies have been compiled by the Policy Recommendation Engine, then these are passed to
the Security Context Broker (SCB) that acts as the trusted anchor for the correct interaction with
the Smart Contract Composition Engine (for converting the policies into chaincode) and the subsequent deployment of the contract logic on the ledger. Once the chaincode has been deployed,
an edge device is then able to download it and execute the included attestation tasks. The first
step in this process is the invocation of the readP olicy() function for been able to download the
correct policy - either based on the functionality to be executed or depending on the ID of the
device. Then, the device (acting as the Verifier) will invoke the nonceGeneration() function for
generating a random nonce as a challenge to the Prover device. The response to this challenge
will also contain the system traces of the Prover device that are sent to the Verifier for further processing and verification so as to create the appropriate attestation result. This will then sent to
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Figure 6.7: readAttestationReport() SC Function Flow Diagram
the Blockchain Peer for been recorded on the ledger by invoking the createAttestationReport()
function. The verification of the attestation result will be performed by the Verifier by invoking the
attestationV erif ication() function. After that, the Verifier will sign the attestation result (using its
own AK by employing its TPM-based Wallet) and will append the signature to the traces signed by
the Prover’s AK. This report, when sent to the Blockchain Peer, will also be verified for including
the correct signatures prior to be recorded on the ledger. The raw traces produced as part of this
attestation report will be stored in an offline database, while on the ledger a pointer pointing to
these traces will also be merged with the created block.
To access the report, one may need to request access permission via the getAttributes() function
that performs ABAC to check the attributes of the entities that are allowed to access the result.
Based on the response of getAttributes(), there are two operations performed for the requesting
entity: (i) Get access to the attestation report stored on the ledger - in this case, the attribute
checking is done as part of the attestation report query (Figure 6.7), and (ii) Get access to the
encrypted raw traces, linked to this attestation report, stored on the offline database. For
the latter, the SCB will be able to retrieve the data and forward it to the requesting party. Recall
that all system traces are encrypted by the (Verifier) device through our newly designed and
decentralized ABE scheme [6] leveraging the host TPM-based Wallet. Therefore, the data that
will be received by the requesting entity can only be decrypted if its TPM-based Wallet can verify
the correctness of the attributes so as to create the necessary decryption keys.

6.2.2

Offline Smart Contract Functions

verificationPreparation(): This function handles the preparation of the attestation verification
process: by both the Verifier device and the Blockchain Peer. This mainly includes the provision
of the pointer (to the offline database) where the trusted reference values are stored and will be
used as input to the CFA classifier. This information will be first used by the Verifier during the
attestation process so as to create the correct attestation report for the Prover. In the context of
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the Blockchain Peer, as aforementioned, this entity is responsible for verifying that the execution
of the attestation task was done correctly - sequence of actions. Thus, it needs to know the
schemas based on which all of the keys (i.e., AK, ABE Key) are created so as to be able to ratify
that all mechanisms were invoked and executed correctly (e.g., creation of correct size keys) and
that the attestation report was correctly signed by the Prover’s and Verifier’s keys.
generateValidationPolicy(): This function determines the reference values against which the
reported data must be compared and should be shared with the CFA classifier for appropriate
training. A policy must be applied to the data reported by a Prover device, in order to be
able to distinguish benign Provers from compromised ones. This policy must be determined
in advanced and is usually is given as input by the system administrator or the service provider
of the operational tasks running at the edge devices. As aforementioned, all the reference values
are stored in the offline database.
Encryption(): In the context of ASSURED framework, TPM-based Wallets support a newly designed Key-Policy Attribute-based Encryption (KP- ABE) [6] where the secret key of a Blockchain
user (used for encrypting the system traces prior to sharing them on the ASSURED Data Storage
Engine) and the ciphertext are dependent on device attributes. The main objective for using ABE
is ensuring legitimate attribute-based access control to sensitive encrypted data. In this context,
the SCB will be acting as the trusted entity responsible for generating the device Attribute Keys
using the Authority Master Key. The SCB then sends the (encrypted) Attribute Symmetric Decryption keys together with the attribute policies to the edge device which contains an embedded
TPM Wallet. The TPM Wallet stores the decryption symmetric keys safely inside the TPM. Using
these keys together with the access control tree the TPM can recover the main decryption and
integrity keys that will be used by the host to encrypt/decrypt any relevant attestation data and
system traces.
Decryption(): The decryption of a ciphertext is possible only if the set of attributes of the device
key matches the attributes of the ciphertext (as described above). The Blockchain device (being
authenticated to a ledger) can only have decryption rights to the encrypted data stored on the
ledger only if the device possesses some attributes that make correct decryption.
6.2.2.1

Workflow of Offline Smart Contract Operations & Functions

Similar to the online stage, policies must be handled first. The SCb will handle the generate
V alidationP olicy() function for storing the reference values at the offline database and extracting
the respective pointer to be then passed to the Smart Contract Composition Engine for been
added to the created attestation smart contract(s). Before doing the online attestation verification,
all edge devices acting as a possible Verifier are allowed to prepare the corresponding data and
pre-processing. To this end, each Verifier device can run the verif icationP reparation() for
having their internal misbehavior detection and classification mechanisms trainer. In the offline
stage, we also enable an entity to process data sharing via dataSharing(): For example, another
Verifier may request the previous Verifier to share some validation data. Finally, the rest of the
two functions, namely Encryption() and Decryption() are used for the scenario where a device
can use the former to generate an (ABE-based) encrypted attestation report, and the latter to
recover the plaintext report from the encryption. The entities that use Encryption() are the devices
who do the attestations, while the Decryption() could be used by the Verifier, report users and
devices themselves. These two functions must be a pair when using, meaning that the output
of the Encryption() can be used as into for Decryption(), under a condition that the policies and
attributes used for the Encryption() match the decryption key used in the Decryption().
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Chapter 7
Conclusions
This deliverable provides a detailed description on the ASSURED security process pipeline, focusing on the model of trustworthiness and policy models used for framing the notion of cybersecurity operational assurance in a complex SoS: operational policies and scheduling policies
for capturing the various constraints that need to be modelled for better expressing the attestation
tasks that need to be executed per hardware asset towards enhancing the security posture of the
entire composition of systems.
To accomplish this aim, this document has reviewed the current state-of-art regarding the techniques, technologies and policy languages, establishing a relationship between them. This study
has served as baseline to grasp ideas and reuse extended modelling concepts such as the twolevel security policies, the capabilities and abstractions and the policy refinement process.
The latter has been adjusted for allowing us to define the first set of functions needed for converting the security policies to smart contracts for an auditable enforcement to the edge devices. We
choose MSPL as the underlying policy language to be used and justify this decision by presenting
the details of the policy models need to be defined in the context of the ASSURED security
process pipeline.
Furthermore, to reflect on the use of the defined security policies, this deliverable also contains
information on the Policy Recommendation Engine that takes as input the operational policies and outputs an optimal scheduling policy for the hardware assets - comprising the target
ecosystem - such that the overall risk level is set to an acceptable value based on the trustworthiness (attestation) controls. This recommendation engine leverages the latest trend on constraint
problem solving for not only identifying the optimal set of attestation tasks, that offer the best
protection (against the identified asset vulnerabilities), but also deciding on the order of execution
based on additional constraints such as availability of resources on the target devices. This will
also be enhanced with further asset relationship constraints (in the second release of the Policy
Recommendation Engine scheduled for M30) that will enable us to identify trustworthiness controls for managing and establishing trust not only between single system components but also
continuing as such systems gets connected to ever larger entities.
The document has also provided real policy examples for a remote update scenario in the context
of one of the envisioned use cases: In the Secure Aerospace [32] environment, we delved into
the policy details that need to be managed for capturing all the requirements of a secure remote
update scenario where some of the edge devices need to securely receive and execute an update
of one of their loaded binaries.
Finally, we conclude the deliverable by introducing low-level translation of MSPL policies, and
their enforcement through smart contracts. Specifically, we present the high-level logic of the
smart contract functions used for enforcing attestation tasks on the target hardware assets.
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Overall, this deliverable has provided the foundations for the attestation policy modelling and
enforcement process in the context of ASSURED. Based on the definition of this policy metamodel and the overall ASSURED security process pipeline including the interpretation of the
scheduling policies to smart contracts for further enforcement, this provides the baseline for the
implementation of the actual chain code of the smart contract functions (to be documented in
D2.5 [12]) needed for enabling the correct enforcement and execution of the attestation security policies as described in D4.1 [6]. Nonetheless, this design might be extended, evolved as
the project evolves. Furthermore, the outcome of this deliverable will support all the Blockchainbased control services and crypto functions, for the secure execution of the attestation tasks and
the secure sharing of the attestation results, as one of the core innovations in WP4.
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List of Abbreviations
Abbreviation

Translation

AE

Authenticated Encryption

ABE

Attribute-based Encryption

AK

Attestation Key

CA

Certification Authority

CFA

Control-flow Attestation

CIV

Configuration Integrity Verification

CSP

Constraint Satisfaction Problem

CSR

Certificate Signing Request

DAA

Direct Anonymous Attestation

DLT

Distributed Ledger technology

EA

Enhanced Authorization

EK

Endorsement Key

GSS

Ground Station Server

MSPL

Medium-level Security Policy Language (MSPL)

NMS

Network Management System

Privacy CA

Privacy Certification Authority

Prv

Prover

PCR

Platform Configuration Register

PLC

Program Logic Controller

RA

Risk Assessment

RAT

Remote Attestation

SCB

Security Context Broker

SoS

Systems of Systems

SSR

Secure Server Router

S-ZTP

Secure Zero Touch provisioning

TC

Trusted Component

TLS

Transport Layer Security

TPM

Trusted Platform Module

Vf

Virtual Function

VM

Virtual Machine

Vrf

Verifier

WP

Work Package

ZTP

Zero Touch Provisioning
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