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EXECUTIVE SUMMARY
With the definition of the technical and use case requirements in Deliverable D1.1 [1], the ASSURED
consortium has been able to better identify the challenges that rise from facilitating the use of key
technologies, including trusted computing and remote attestation, as well as policy-compliant
Blockchain infrastructures towards enhancing the cyber-health of next-generation smartconnectivity “Systems-of-Systems”. Understanding which functionalities are required is crucial for
the definition of the overall ASSURED framework architecture, including the interactions which are
formed among the different components of the framework, which is the focus of this deliverable.
ASSURED Deliverable D1.2 moves one step closer to the fulfilment of the project’s vision which is
the development of dynamic and real-time security protocols for enhancing the security and privacy
posture of cyber-physical “Systems-of-Systems” by establishing trust among the various interacting
components and engaged entities. In this direction, this deliverable identifies all the safety critical
services of all ASSURED use cases and defines how those services will be safeguarded by the
ASSURED offerings.
Based on this comprehensive analysis that combines the security, safety, and technical
requirements of the use cases, in this deliverable, we define the overall architecture of the ASSURED
framework and the components that comprise it, in complete alignment with the derived functional
and non-functional requirements. More specifically, the ASSURED reference architecture spans
from the Edge to the Cloud, considering the following main components:
-

The ASSURED Edge devices, which consist of the following sub-components: TC-based
Blockchain Wallet (TCBW), Trust Aggregation Overlay (TAO), and TC-enabled CyberPhysical System (TCPS).

-

The Cloud-based backend of ASSURED, which consist of the following components:
ASSURED Risk Assessment Framework (RAF), Collective Threat Intelligence & Forecasting
Engine (CTI), ASSURED Security Context Broker (SCB), and Blockchain-based Supply
Chain Control Services (BSCCS).

-

In parallel with the aforementioned components, interactions are defined with the CyberPhysical Systems-of-Systems enabled supply chains and the Stakeholders of the
underlined supply chains.

ASSURED D1.2 proceeds to a comprehensive overview of the specification of each of the individual
components as this will serve as a basis for the whole duration of the project. In addition, the
deliverable is not solely focused on the static representation of the architecture and the required
components. Instead, it proceeds to the definition of the operational modes of the framework, namely
the Design and Runtime operational phases, while it also documents indicative workflows that reveal
the operational behaviour of the entirety of the ASSURED framework.
At the heart of the ASSURED reference architecture resides a Root of Trust, i.e., a Trusted
Component which will be the steppingstone for the provision all the security and trust services of the
project. In this direction, D1.2 offers a comprehensive analysis on the prominent software and
hardware-based RoT by highlighting the advantages and disadvantages of each solution,
considering also the constraints and peculiarities of the ASSURED use cases with the respective
deployed ecosystems. Based on this analysis, ASSURED will adopt a hybrid solution that combines
the benefits of both worlds and will capitalise on the Trusted Platform Module (TPM) and Trusted
Execution Environment (TEE) solutions to enable its offerings.
Finally, the current deliverable elaborates on the approach that will be followed in order to realize
the described functionalities during the implementation and integration phases of the ASSURED
framework.

© 2020-2023 ASSURED Consortium
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1 INTRODUCTION
1.1 SCOPE AND PURPOSE
The main focus of this deliverable is to provide a comprehensive overview of the specification of the
ASSURED reference architecture that will serve as a basis for the whole duration of the project. This
includes the components of the ASSURED framework, their interfaces and the characteristics of the
APIs that will be provided for the communication among them. ASSURED architecture spans from
the Edge Environment, where the edge devices of each use case reside, to a Cloud Backend
infrastructure, which hosts the necessary ASSURED components. The aforementioned parts, as
well as the hosted components and their interactions, are documented in this deliverable.
Furthermore, this document provides an analysis and point of reference for the ASSURED
architecture in relation to the four specific Reference Scenarios defined in the DoA, including an
analysis of their ICT environment and the envisioned ASSURED-specific and use case-specific
services which will be enabled by the ASSURED framework. In addition, throughout the analysis of
the Reference Scenarios we document the Security, Privacy and Trust requirements that need to be
achieved in the context of the use cases. These requirements will drive the design decisions for the
formation of the reference architecture and will act as steering factors when it comes to the definition
of the interactions among the ASSURED components.
To this end, Deliverable D1.2 will provide a thorough system-level architectural specification that will
comprise a high-level overview of the architecture layers and components. Furthermore, D1.2
documents the technology axes and contributions to open-source projects and background
technologies offered by project partners, as those will guide the implementation of the particular
layers. As Deliverable D1.2 will guide the development of the technical components comprising the
platform, this deliverable also includes an initial overview of the interaction patterns and
intercommunication schemes between system components.
Thus, starting from the mapping of the Security, Privacy and Trust requirements to platform
components and edge devices of each use case, each component is further decomposed into highlevel functional blocks and supported primitives and interfaces. In addition, Deliverable D1.2
introduces the analysis performed to derive use case-specific security requirement describing the
implementation scenarios of the mechanisms that are to be developed within the scope of the project
demonstrators, and their mapping to both technical requirements and platform components.
We stress here that some of the specific details of the architecture are not likely to be known at the
moment of submission of this deliverable. Thus, they will be precisely defined in the context of the
associated work packages.

1.2 RELATION TO OTHER WPS AND DELIVERABLES
With the definition of the Security, Privacy and Trust requirements in the context of each of the use
cases, along with the documentation of the ASSURED reference architecture and the further
decomposition of the basic system entities and the intercommunication scheme among them, this
deliverable (D1.2), will be used as an agreed upon instruction set guiding the development of the
components that must be delivered by the ASSURED project. Figure 1 depicts the direct and indirect
relationship of the D1.2 to the other Work Packages (WPs). The definition of the system-wide
reference architecture is cornerstone, along with the system requirement documented in Deliverable
D1.1, in order to drive the technical work of WP2-WP5 and steer the validation processes in WP6.

© 2020-2023 ASSURED Consortium
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FIGURE 1: RELATION OF D1.2 WITH OTHER WPS AND DELIVERABLES

Within WP1, the current document directly gets input from D1.1, which provides the definition of the
use cases and reference scenarios along with technical requirements for ASSURED. This serves as
the core information to extract more detailed Security, Privacy and Trust requirements and translate
them into concrete architectural specifications in order to meet the desired capabilities of the
ASSURED framework. In addition, given the ASSURED architectural components, D1.2 defines the
interaction flows among the internal ASSURED components in order to provide to D1.4 a solid basis
to define the data sharing behaviours.
The outcome of Deliverable D1.2 is intended to support the definition of later activities in the project.
In relation with the rest of the WPs of the project, D1.2 serves as a point of reference for the technical
developments of the project as it offers a set of direction to each WP. More specifically, D1.2 provides
a thorough description on the interactions the need to be performed between the Risk Assessment
and the Collective Threat Intelligence components in order to have a clear line for the upcoming
developments of WP2. WP3 inherits a clear and justified research and development direction for the
utilisation of specific Roots of Trust and Attestation schemes to be implemented. In addition, D1.2
have defined a clear scope for the Blockchain-enabled components of WP4 and the specifications
of the Security Context Broker. Last but not least, WP5 that undertakes the development of the
integrated framework and WP6 that aims to its validation in the context of the pilots, inherit the
baseline of the overall systems and the high-level interactions that need to be validated.

1.3 DELIVERABLE STRUCTURE
This deliverable is structured as follows. In Chapter 2, we review the key technologies that will
constitute the foundations of the ASSURED architecture. We will provide an overview of the current
state-of-the-art security solutions used to safeguard ICT infrastructures with particular focus on
Systems-of-Systems-enabled supply chains. Chapter 2 will highlight Trusted Computing solutions
and technology enablers, such as tracing techniques, which will comprise the trusted computing
software stack of the project.
In Chapter 3 , we relate the Reference Scenarios’ functional (technical) and non-functional (security,
privacy, and trust) requirements with the technical components of the use cases and the envisioned
services of the ASSURED framework. This mapping will enable us to identify the situations where
the ASSURED framework can be engaged in order to enhance the operational life-cycle of the use
cases, as well as their security posture. Chapter 4 details on the reference architecture of ASSURED.
In this context, we elaborate on indicative workflow of actions among the individual sub-components
of the architecture. In addition, Chapter 4 offers a thorough description of each of the sub© 2020-2023 ASSURED Consortium
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components of the reference architecture. Chapter 5 elaborates on the approach that will be followed
in order to realize the functionalities described in Chapter 4. Chapter 6 provides a summary and
concludes the deliverable.

© 2020-2023 ASSURED Consortium
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2 HARDENING THE CLOUD/EDGE IOT STACK: INTERTRUSTABILITY OF
“SYSTEMS-OF-SYSTEMS” COMPOSABILITY
The aim of this chapter is to provide a review of solutions that have been documented in the literature
and can enhance the security posture of SoS-enabled ICT supply chains. In relation to the
Background section of Deliverable D1.1 [1] where the focus was on discussing the state-of-the-art
of the key technologies that constitute the building blocks of ASSURED (remote attestation,
dynamic real-time risk assessment and enhanced and accountable knowledge sharing of
operational (threat) intelligence data flows (through the use of policy-compliant Blockchain
structures)), this chapter provide a reference guide to the specific technologies that are embraced
by the communities targeted by the ASSURED project.
Towards this direction, Section 2.1 presents the state-of-the-art in cybersecurity solutions for SoSs.
This review revolves around solutions that consider highly heterogenous environments with
resource-constraint devices. Being in line with the objective of ASSURED, that is, the convergence
of security and safety in the context of SoS-enabled supply chains, the reviewed security solutions
are focused to the entirety of the software stack. Thus, the analysis is focused on both software
security domain, but also on network security. In order to provide a unified solution to safeguard
both parts we need to capitalise on orchestration solutions when it comes to the deployment and
enforcement of security policies, under the notion of decrarative security, in order to regulate the
operation of security services and access control in the formed supply chains.
While the aforementioned aspects aim to put forth the existing solutions in the literature, the rest of
the sections elaborate on key aspects and enablers that act as the starting points for the all-around
security solution to be offered in the context of ASSURED.
More specifically, given the current state-of-the-art, Sections 2.2 to 2.8 document the necessary
enabling technologies to support the attestation of both software and network components “as-aservice”. That is, we proceed to the documentation of the preliminaries that need to be considered
in the context of ASSURED, before we enter to the actual description of the reference architecture
of the project in Chapter 4. In this direction, we elaborate on the Actors and Entities that interact in
the ASSURED framework and exchange Commands and Data through the Communication
Channels. In addition, we highlight the need for proper Authorisation mechanisms that can regulate
the interactions among ASSURED actors, but also when it comes to the interactions between a host
device and the underlined trusted component through Sessions. Furthermore, this chapter
elaborates on the Key Management operations, which will be supported by the TPM, while it provides
details on the Attestation Services and Protocols, and the Cryptographic Operations which are going
to be developed in the context of ASSURED.
In has to be noted that, as it will be thoroughly explained in Section 4.2.5, ASSURED will be based
on a hybrid solution that combines the benefits of software- and hardware-based Roots of
Trust in order to enable the provision of the ASSURED services. More specifically, TPM will be
the hardware RoT to be used in the project, while TEEs will be used for the realisation of the isolated
Trusted Computing Base (TCB) required for ASSURED. Having said that, the rest of the sections of
Chapter 2, revolve around the properties of the aforementioned RoT and provide details on TPM
internal operations relevant to the functionalities offered by ASSURED.
Noticeably, TPMs have been devised as a component of trust that enable to check the security
posture of a device and provide mitigation measures against attacks such as not allowing for the
device to boot up in case of a compromise. Furthermore, TPMs act as one of the main components
handling the operations related to key management, such as key creation, storage, destruction and
duplication. The TCG empowers the TPM to be the RTS and the RTR for a platform. The ASSURED
architecture, envisioned in the project, will take the current TPM 2.0 Specification [8] as the departing
basis to define the architecture of the novel attestation variants as well as the TPM-based Blockchain
wallet to be designed. In what follows, we also provide a generic overview of the underpinnings of
© 2020-2023 ASSURED Consortium
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the current architectural components from TPM 2.0 that are necessary to understand in order
towards their secure integration in the envisioned SoS ecosystem. As cryptography operations
(including key management), authorizations and sessions, and platform attestation features
are three essential features of a TPM, these topics and its related components will be addressed
in separate sections. Those will be the baseline for the realisation of the envisioned ASSURED
services and the design of the cryptographic abstractions of ASSURED.

2.1 CURRENT SECURITY SOLUTIONS FOR “SYSTEMS-OF-SYSTEMS”
In the interconnected world of complex Cyber-Physical Systems of Systems (CPSoS), the attacker’s
goal is to disrupt the normal network operations of the smart objects, for example: sensor readings,
status reports, safety compliance violation, communication flows among devices, software updates
and re-commissioning of new ones. The continuous rise of cyber-attacks together with the evolving
skills of the attackers and inefficiency of the traditional security algorithms to defend against
advanced and sophisticated attacks such as data spoofing, impersonations and hard-to-find
zerodays, necessitate the development of novel multi-layered network security defense techniques.
It is hard to find relation among operational attacks and network attacks and learn the nature of
attacks [59]. On such occasions, at the core of the ASSURED project is the multi-layered security
management that allows decision makers to react to threats in a real-time environment through
security policy enforcement.
Similar to multi-layered security management, Security Information Event Management (SIEM)
solutions have been largely deployed in recent years. Nevertheless, detailed monitoring of security
and dependability aspect in Mobile IoT environments is a challenging task since it requires the
aggregation and correlation of a plethora of events related to heterogeneous technologies and
events related to different layers of security ontologies [60]. It is well known that link-to-link network
security solutions such as WEP, WPA2 are quite famous, and can be integrated with SIEM tools.
However, they might not protect the attacks from other layers except data link layer. For example,
intruder can easily get access to PHY layer and can jam the network by steering his powerful
antennas. At best of our knowledge there are no solutions that integrate security attestation in a
distributed setting, provide integrated multi-layered network security management system
that support the detection/identification/prediction/prevention of complex/hybrid attacks in
CPSoS scenarios.
The fast-paced advanced security requirements of today’s business verticals often already push the
limits of conventional centralized network security management frameworks and monitoring
mechanisms typical to enterprise grade security systems. Furthermore, not only the more and more
stringent timing requirements constitute a problem for authentication mechanisms or realtime threat
identification, but the very core paradigm of decentralization and edge processing. Having
intelligence network security functions at the edge while still relying only on old, centralized trust
establishment methods, such as for instance CA and PKIs is thus simply not enough. In the light of
automation itself, moreover, constituent CPSoS device’s need to have the capacity to reliably and
robustly provide automated decentralized authentication and bootstrap their own security outside of
the context of a CA. In recent years most of the cryptographic efforts were targeted to these kinds of
network protocolary exchanges for generation and dissemination of cryptographic secret keys (CSK)
[61][62][63]. One of the most used algorithms, widely deployed everywhere in practice is the DiffieHellman key exchange (DH) procedure using group algebra to generate variable sized public key
pairs for asymmetric cryptography. However, relatively recently the vulnerabilities linked to such
protocols at the dawn of supercomputing and quantum computing [64], respectively. The paper [64]
exploited the algebraic vulnerabilities and structure of DH to outline the fact that breaking the secrecy
of 1024 bits secret keys generated by this method is practically possible just by passive sniffing and
even within the reach of governmental agencies, such as NSA who is reportedly known to have been
able to break through VPN IPSec cryptographic encapsulation relying on DH secret keys.
Furthermore, this passive attack is complemented by Logjam man-in-the-middle exploits of higher
transport layers and encryption protocols [64]. Such vulnerabilities can only encourage other
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organizations to take advantage of them and even automate such attacks exposing critically potential
billions of devices in the context of network securitity management combined with IoT devices.
ASSURED aims to tackle such problems capable of affecting network critical infrastructure by
utilizing the very core control flow attestation properties combining lightweight cryptographic
solutions at the form of smart contracts, while supporting a high-end security and provenance of
maintanenance edge network operations through blockchain technology. ASSURED will raise the
security bar higher, by combining such cutting-edge security techniques with emerging distributed
ledger primitives for auditing fast-paced distributed contractual and transactional exchanges typical
for complex interconnected CPSoS.
Secure interoperability has been one of the main challenges in the development and pervasive
deployment of the IoT systems [66] of today's networks. The heterogeneity of sensors and actuators
together with a plethora of resource-efficient wired or wireless access technologies and massively
dense networking protocols complemented by the data heterogeneity, as explained above, have led
to a diluted pool of solutions that made the deployment of distributed sensors networks more difficult
and insecure. There is however no “silver bullet” to solve such a problem as heterogeneous devices,
communications and conditions can only be solved efficiently by specialized, particularly tailored
network security management solutions. Nevertheless, in recent years standardization advances
have been made across domains (radio, network, data), e.g. 5G’s 3GPP r15/r16/r17 [67], EU IoT
AIOTI [68], oneM2M [69], ETSI TS 102 921 [70], IEEE 802.15.4 family of standards, IEEE 802.11
family of standards etc. These allowed the specification and technical definition of applicable sensor
based platforms across various scenarios and use cases from smart communications to smart city,
smart factory or smart transportation.
Decentralized authentication and authorization in the distributed CPSoS setting is another
challenge in network security management that is still based on the centralized single-sign-on (SSO)
paradigm: a mechanism which, although extended and enhanced by some more modern standards
now in common use, like OAuth and OpenID Connect, was firstly introduced on the Web more than
20 years ago [82]. The reason why SSO is so successful today – much more than at its beginnings
– is that it became really useful for Internet users once the role of Identity Provider (IDP) was
monopolized by the so-called “Internet behemoths”. For instance, a Facebook digital identity is a
straightforward passport to thousands of network locations all around the world that require user
authentication but do not want to burden their customers (or themselves) with yet another set of
credentials to remember and take care of. Such a premise constitutes to the fact that device
authentication and correct security management needs to avoid using a single ‘device-centric’
approach towards a collaborative, mutually authenticates solutions providing strong data-integrity,
non-repudiation and authenticity of the network devices as a whole. To counter this monopoly, the
concept of self-sovereign identity (SSI) has recently emerged spanning from users to devices [83] in
complex networks. Using environment context-driven parameters that the device will operate and
combining strong security authentication and policy enforcement mechanisms the device can be
able to re-athenticate and re-operate within adaptable enviroments in a secure manner. For example,
a self-sovereign data wallet, like blockchain-based asset wallets, fully belong to a device that usually
owns the private key of an asymmetric key pair. Although the devices’ full sovereignty over their
assets, the responsibility of managing their own keys raises two issues: administrators controlling
those devices don’t have an efficient and secure way to store their keys; there is no efficient recovery
mechanism in case the keys are lost. Studies from June 2019 [84], despite providing frameworks for
encryption and decryption of private keys using biometric fingerprints and distributed key recovery
based in blockchain processes, describe problems that persist in terms of security, usability and
privacy. The relevance and novelty of the subject is also excelled with a 2020’s patent submitted
(still pending for approval) by the giant North American Google targeting decentralized wallet
recovery methods [85]. However, these methods don’t consider, for instance, the secure storage of
the secret data in users’ devices, continuing this to be an open challenge.
Various defense mechanisms for computer systems have been developed over the last decades,
ranging from fundamental primitives like memory isolation to secure programming languages. Most
software defenses cannot provide comprehensive protection, i.e., cannot defend against all possible
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attacks. Often, attacks are developed to overcome newly introduced defenses, e.g., data-only
attacks [36], [37] have been proposed to gain adversarial control over software protected with CFI.
Consequently, many defense techniques assume and rely on the existence of other defense
mechanism, e.g., CFI assumes that an adversary cannot manipulate the CFI-policy checks in a
software, i.e., it assumes that the software’s code it immune to direct manipulations and that code
injection is prevented.
With the wide-spread deployment of defense techniques like data execution prevention (DEP) [39],
also known as W⊕X, attackers moved to code-reuse attacks such as return oriented programming
[44], [41]. These attacks exploit memory errors, such as buffer overflows, to manipulate the behavior
of legitimate code on the target system. Defenses against these attacks follow different approaches,
defending against different stages of an attack. There are different defenses that aim to prevent the
initial step of all attacks, i.e., the triggering of a memory vulnerability, such as a buffer overflow. They
range from the development of new (memory-safe) languages [33] to approaches to the automatic
discovery of memory-corruption vulnerabilities by means of static and dynamic analysis [34], [35]
(and fixing of discovered errors and memory vulnerabilities). Other defenses aim to prevent an
attacker from gaining control over a system after the attacker managed to inject malicious data.
(Fine-grained) randomization [43] prevents an attacker from knowing memory layout information
(e.g., memory addresses of code blocks) that is required to perform a successful attack. However,
memory leakage and attacks exploiting it can circumvent such attacks [45]. Control-flow Integrity
(CFI) [38], [40], and related approaches such as Code-Pointer Integrity (CPI) [42], aim to prevent an
adversary from manipulating control data of a program, i.e., pointers that determine the execution of
a program. These pointers are manipulated as part of code-reuse attack. However, CFI is not
context-sensitive, i.e., it allows an attack to execute *any* valid path in a program. This limitation
allows an attacker to undermine such defenses by means of so-called data-oriented exploits [38],
e.g., triggering and exploiting privileged functionalities of a program without authentication. In
general, these data-oriented programming (DOP) attacks allow Turing-complete malicious
computation, as demonstrated by Hu et al. [37].
While all defense approaches can prevent certain attacks, they cannot provide complete protection
for systems due to various reasons. All these approaches are either heuristic, e.g., dynamic program
analysis with fuzzing or memory randomization, are not easily deployed to legacy systems or closed
source software, e.g., new programming languages, or cannot defend sophisticated attacks like
DOP, e.g., CFI and CPI.
Attestation, in particular control-flow attestation [29] is able to detect DOP attacks.
Furthermore, attestation provides two major advantages in the context of ASSURED. (1) It allows
the system, in particular the threat intelligence and forensic engine to learn about ongoing attacks
(and attack attempts), including precise information about the attacker’s strategy and methods, e.g.,
the target program’s execution path that led to the adversarial event. (2) Attestation allows to update
the policies used to uncover attacks. This is an important feature to be able to dynamically adjust
and adapt to changing risks and newly discovered attack types. Further, it allows contextual
reactions to be implemented, e.g., excluding a compromised device from the SoS. In contrast, with
other defenses expensive and time-consuming software updates would be required to change the
detection policies.

2.2 TRUSTED COMPUTING SOFTWARE STACK
Before elaborating on the Trusted Computing software stack which will be considered in ASSURED,
we need to first refer to the Trusted Computing Base (TCB) notion. The TCB of a computer system
is the set of all hardware, firmware, and/or software components that are critical to its
security, in the sense that bugs or vulnerabilities occurring inside the TCB might jeopardize
the security properties of the entire system. Thus, the TCB is a combination of hardware,
software, and controls that work together to form a trusted base to enforce a security policy on a
system. The ability of a TCB to correctly enforce a unified security policy depends on the correctness
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of the mechanisms within the TCB, the protection of those mechanisms to ensure their correctness,
and the correct input of parameters related to the security policy. It is assumed that the TCB has
been or should be tested or verified and acts as a trust anchor to support the secure development
of the whole software and hardware stack of a system. A key principle when defining the TCB in the
context of ASSURED will be to consider a minimal set of components that needs to be certified and
isolated from the rest of the computing base, in order to not only achieve high performance from the
framework, but also to follow a wide threat model that can affect diverse aspects of the computing
base of systems. Hence, in the TCB of ASSURED will be limited to, i) the tracing solution responsible
for capturing the execution behaviour of a system, and ii) the software stack used for the
communication between the host device and the embedded trusted component (e.g., the TPM).
Based on this approach, the rest of the section provides background information and elaborates on
our vision for the Trusted Computing software stack of the ASSURED project.
Modern attacks aim at compromising software components in the system as they are more
susceptible to attacks when compared to hardware components since they change at a faster pace
and are not thoroughly validated or formally verified. The trusted computing software stack includes
multiple components on the platform, each may be the target for attacks. Previous work on TPM [6]
assumes a software stack that is running on the host machine and interacts with the TPM as the root
of trust for reporting and root of trust for storage, thereby providing a first-line of defense for detecting
the system is in a benign state. However, as attacks get more sophisticated, defenses must also
improve to thwart the attacks. One direction we are considering in ASSURED is the online collection
of runtime data for the software and hardware services that may be used for attestation by remote
parties. In C-Flat [28], the authors use a Trusted Execution Environment (TEE) that hosts a tracing
program, which collects data of another application and constructs the control flow graph (CFG) for
it. This is a step forward in protecting the trusted computing software stack compared to TPM-based
attestation where the trusted computing software stack is within the same domain of the host
machine and therefore might be attacked [29]. The vision of the trusted computing software stack is
to be extended beyond the traditional approach of collecting measurements and exposing key
management services provided by hardware modules like the TPM. We envision the future of trusted
computing software stack to include tracers that collect execution probes such as the control flow,
hardware state, and program execution states using memory forensics techniques [31]. The tracers
provide data on the dynamic nature of the system and are inherently different from previous
approaches such as a measured boot. As the tracers are used to detect compromised system states
they may be susceptible to attacks and will require strong protection. Therefore, we explore options
for a new system architecture to provide strong protection via the hardware. The figure below
presents three main approaches that vary in their level of protection and may be included in future
systems on chips (SoCs).

FIGURE 2: SYSTEM TRACING SOLUTIONS

Software-based solution within the same host machine. The proposed method is backwardcompatible with the trusted computing software stack available on most machines today. This mode
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of operation relies on software that resides within the same trust domain of the application, and the
device being inspected. The current trusted software stack library that interacts with the TPM can be
attacked if an attack occurs on the host machine. Thus, approaches such as C-Flat [29] would be
susceptible to attacks.
Isolated co-processor/core within the CPU. In this scenario the security co-processor acts as an
interposer, it can access the CPU registers on per-cycle execution and track specific application
execution. For example, low-level execution probes can detect register values such as the stack
pointer register, program counter register, and other general-purpose registers used by the
application. This type of connection is in-band and would be suited for embedded devices. However,
for cloud platforms, this method will require a high performant co-processor as it would need to
handle multiple applications and tenants simultaneously.
An out-of-band device in the system. In this scenario, an out-of-band device uses trusted memory
acquisition to acquire parts of process memory. To implement C-Flat [29], forensics techniques may
be used to extract the internal state of the stack [28]. As the device is out-of-band it’s the least
disruptive.
The aforementioned options for capturing the control flow and system state rely on the tracer
capability to extract and analyze this information from the raw data. Next, we present the current
state-of-the-art methods for analysis and their limitations.
Memory forensics. Memory introspection [31] is the process of inspecting raw memory locations of
the system. The introspection tool must identify specific regions that include relevant data. For
example, a memory region that contains process descriptor data can be interpreted by a tool that
will reconstruct the semantic information, such as user identifier, process identifier, and scheduling
priorities. For example, Volatility [32], is a framework for developing forensic tools and contains
widely-used plugins that can be used to reconstruct high-level semantic information such as the
currently running process list, open network sockets, and loaded DLLs among others. Memory
forensics can be used both for detecting compromised programs and constructing the control flow
based on stack reconstruction and function calling conventions [28]. Unfortunately, memory
forensics tools are inefficient as they compete for the same computation resources as the programs.
Therefore, they impact the overall system performance and suffer from scalability
issues. Furthermore, malwares may detect these tools and attempt to hide their prescense, which
may result in incorrect detection of the control flow of the program and overall system state.
Fuzzy hashing. A strawman approach to denote the identity of a program is to compute a
cryptographic hash for it. However, a single-byte change in the program would ultimately change the
hash. To that end, fuzzy hashing is used to identify programs by providing a continuous stream of
hash values over a sliding window for them. These values can then be used to compute a similarity
score over programs, which can be used to detect known malwares that may be compromising the
system’s state. Unfortunately, unlike traditional cryptographic hashing algorithms, a similarity metric
may result in lower detection accuracy due to false positives and false negatives occurrences.
Furthermore, the computation of fuzzy hashes is higher compared to cryptographic hashes.
Program analysis. Two general approaches exist for program analysis: static analysis and dynamic
analysis. Static analysis tools analyze the program without executing it. That is, the analysis is
performed on the source code or the object code. Static analysis is a very powerful tool as it can
analyze all possible execution paths and detect existing vulnerabilities. Unfortunately, it suffers
scalability and over-approximation issues. On the other hand, dynamic analysis tools analyze the
program by executing it. However, for dynamic analysis to be useful the program must be executed
with many test inputs to cover sufficient execution paths. Fuzz testing or fuzzing systems proposes
different methods to execute a program with inputs that will result in different execution paths of the
program. Unfortunately, even with fuzzing, a dynamic analysis tool may still be limited by poor
coverage of the program.
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Concolic testing. Concolic testing is an alternative to fuzzing that interleaves concrete execution
with symbolic execution. The latter is a technique to consider program variables as symbolic
variables and compute constraints based on them, e.g., due to conditional branches. These
constraints are fed to a symbolic execution engine. Internally, the symbolic execution engine runs
the program with concrete values and generates symbolic constraints that are fed to a constraint
solver, which in turn finds concrete values that do not satisfy the constraints, also known as counterexample. These values are then used by the symbolic execution engine to cover unexplored paths
by the previous concrete values. Concolic testing is a promising technique that can systematically
explore all possible execution paths of a program. However, it suffers from multiple open problems
including path explosion, scalability, handling of multiple threads, and handling of system calls.
We note, using Option-2 or Option-3 in the above figure where a co-processor is used to execute
the tracer would inherently overcome the challenges that exist in current forensic tools. That is, since
it may be executed on a separate processor it will not suffer from scalability issues. Furthermore,
malware will not be able to detect it is running due to the strong isolation guaranteed by the hardware.
This motivates us to pursue these directions in ASSURED. Fuzzy hashing, concolic testing, and
program analysis techniques are complementary to the memory forensics approach. They may be
used to extend the capabilities of the tracer for capturing the control flow of programs and overall
system state.

2.3 ASSURED ACTORS AND ENTITIES
This section documents the actors and entities which interact within the overall ASSURED
architecture and will be invoking commands and form data communication channels within the
reference architecture of the project. The aim of this section is to document all those actors and
entities in order to ease the reader to grasp the operational behaviour of the reference architecture
which is given in chapter 4.
When referring to “Actors”, we actually refer to those actors being core parts of the supply chain
ecosystem, while when it comes to “Entities” we refer to the objects which need to be exchanged in
a secure manner between the device and the utilised Trusted Component. The latter can be system
data or configuration (static) and execution (runtime) behavioural properties that need to be attested
in order to guarantee the operational assurance of systems.

2.3.1 ASSURED Actors
Host device (or Edge device): This term refers to the devices residing at the egdes of the network
where the actual deployment of the ASSURED use cases will take place. Depending on the use
case, different devices are engaged in order to support the services in the context of the demostrator,
while these devices will exploit the exposed APIs of ASSURED in order to interact with the
components of the reference architecture of the project. It must be noted that the demonstrator’s
deployments mostly engage resource-constraint and heterogenous devices. In addition, these
devices will be hosting a RoT (e.g., TPM) so as to support the envisioned ASSURED offerings, but
more inporntantly to enable attestation.
Trusted Component (TC): This term refers to the RoT which will be hosted on the edge devices of
the deployed ecosystems and to specific ASSURED components that need to base their functionality
on trust qualities. As will be explained in Section 4.2, there are several RoT that can be used as the
TC of a platform. However, as justified in Section 4.2.5 the prominent Trusted Computing solution to
support the developments of the project will be the TPM.
Blockchain infrastructure: ASSURED will be capable to form trustworthy and auditable data value
chains among diverse stakeholders of SoS-enabled supply chains. To do so, a blockchain
infrastructure will be used to offer public and private DLTs to enable secure and auditable data
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management and threat intelligence information exchange for the supply chain control services. The
ASSURED DLTs will get input from the various components and services of ASSURED, collecting
among others, attestation results, resource allocation and attestation policies, and metadata
stemming from the operational data generated by the demponstration environtments.
Stakeholders: In the context of SoS-enabled supply chains, the term “stakeholders” refers to all
those external human and legal entities that in various ways may be related with the ecosystems
monitored by ASSURED. For instance, in the context of the data value chains of ASSURED, where
operational and threat intelligence data are generated on the pilot sites, external entities may depend
their operations on that data and have permissions to access and process them. In the same frame,
stakeholders may actively provide components or services which are engaged in the operational
procedures of the ASSURED pilots. Hence, stakeholders can be engaged in various ways, and even
affect, the life cycle of ASSURED use cases.

2.3.2 ASSURED Entities
As aforementioned, the ASSURED entities are the objects that need to be securely exchanged
between the host and the trusted component. In other words, the entities are objects that need to be
securely interacted among the actors. To do so, all these objects need to first be protected by
performing cryptographic operations over them, such as (symmetric or asymmetric) encryption,
digital signing, and hashing, using the underlined trusted component. In order to achieve this, we
need first to guarantee the secure communication between the untrusted world of the host device
with the trusted world of the trusted component. Thus, in what follows, we put forth the details of how
such entities can be managed by the TPM which is the utilised trusted component in our case. In
order for the TPM to manage such entities they have to be directly referenced with a TPM handle
[49]. TPM handles are used to uniquely identify resources that occupy TPM memory, either RAM or
NV. So, an entity is a generic term that is used to define a large group of resources which are utilized
by the implementation. They are divided in the following categories: permanent entities, NV
entities, objects and volatile entities [46], [49]. We are now going to present these categories in
detail alongside with some examples.
Permanent entities are resources which are preinstalled in the TPM and cannot be created or
deleted, with their handles being defined within the TPM 2.0 Specification part. Permanent entities
include:
•

E1.1 Persistent Hierarchies

•

E1.2 Ephemeral Hierarchy

•

E1.3 Dictionary Attack Lockout Reset

•

E1.4 Platform Configuration Registers

•

E1.5 Reserved Handles

•

E1.6 Password Authorization Session

•

E1.7 Platform NV Enable

A hierarchy is a collection of entities that are handled as a group and have common characteristics.
The TPM 2.0 Specification defines three persistent hierarchies, namely: platform, storage and
endorsement. Each one of these hierarchies, has separate access permissions through
authorization values and policies that will be presented in Section 2.5. There is also an ephemeral
hierarchy that is used when an external entity is using the TPM for cryptographic operations. The
ephemeral hierarchy has no authorization values or policies as it should be usable by anyone. All
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these hierarchies cannot be created or deleted, but they can be cleared of their contents with proper
authorization.
The dictionary attack lockout reset is used by a mechanism that prevents any authentication
attempts when too many failed tries have been made. This entity controls the state of the lock and,
like the hierarchies, has an authorization value and a policy to be handled by the administrator of
this entity. Although technically it is a hierarchy, this entity has no objects or keys and it serves as a
reset switch that disables the dictionary attack lock mechanism or clears the owner persistent
hierarchy. This mechanism is utilized by Dell in its laptops to prevent dictionary attacks [50], by the
Microsoft Bitlocker technology [51]and by many other technology vendors.
Platform Configuration Registers are a core entity of the TPM. With PCRs the TPM can attest to
the device’s state and provide a provable list of the functions that have run in the TPM until now.
PCRs can be read without any authentication, although they have authorization values and policies.
The number of PCRs within the TPM depends on the implementation, (e.g., 24 PCRs in the PC
Client Platform Specification [52]) but there should be at least one bank of PCRs that supports either
SHA-1 or SHA-256 at boot time. The number of PCRs installed in a TPM, is defined by the
manufacturer and there is no way to delete or create them. PCRs are core components of many
security designs, in the work of Yang et al. [53] PCRs are proposed as a safe storage space to hold
attestable information for their scheme of memory attestation for wireless sensor nodes.
Vendors can choose to install some predefined reserved handles in the TPM that are meant to be
used in case of a critical security failure. These handles should be used to testify to the state of the
software that is stored in the TPM. Although the ability to store these handles is defined in the TPM
2.0 Specification, there is no evidence of any vendor using them.
In order for callers to provide authorization, they need to authenticate themselves first. The TPM
provides many ways for devices to authorize commands, but the specification mandates that the
password authorization session is a permanent entity and as such it cannot be deleted. This
specific authorization session uses passwords to authorize commands, as opposed to advanced
sessions that can use HMAC and advanced authentication like biometrics together with passwords.
In [54] an automated proof for authorization protocols that uses TPM authorization sessions is
presented. Also, in [55] a formal analysis of the TPM 2.0 enhanced authorization scheme is made.
The NV memory indices can belong to both the platform hierarchy and/or to the storage hierarchy.
The indices that belong to storage, are managed by the storage hierarchy and its settings. On the
other hand, platform indices are managed by a separate control: the platform NV enable entity.
This extra entity is used in order to have a more fine-grained control over the platform hierarchy and
the platform NV indices. Next, we are going to analyse the NV entities.
The only NV entities that exist in the TPM are the E2 NV indices. An NV Index is a storage space
that is defined by the host device of the TPM. These indices belong to hierarchies and have
authorization mechanisms (policies and values) just like all the entities. NV indices provide a highly
configurable storage that can be tailored to support almost any scenario, they can be configured to
provide PCR like functionality, counter functionality or even be generic bit fields. Similar to these
entities, are the E3 objects, which are entities that can store either keys or data. Objects should not
be confused with NV indices, since they are less configurable and exist to serve more specific
purposes. They are also part of hierarchies and have authorization values and policies and they
provide a mechanism to control what actions are performed on the object depending on the
authorization of the actor.
Finally, there are the E4 volatile entities that can be either persistent or nonpersistent. The entities
of the latter category never persist through power cycles, some examples are: E4.1 authorization
sessions and E4.2 hash/HMAC event sequences. On the other hand, persistent entities, survive the
event of a TPM reset. A device can configure an object to be persistent in order to optimize loading
times, but he must consider that the memory available for persistent entities is limited. Some basic
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examples that can be persistent entities are: E4.3 primary storage keys, E4.4 primary restricted
signing keys and E4.5 endorsement keys.
2.3.2.1

Entity Names

The Name of an entity is its unique identifier. The handle associated with an object may change, but
the name of an object remains constant as it is generated by the data within the entity. The name
associated with an NV Index is correlated with changes to the attributes of the index. The naming
concept was introduced in the TPM 2.0 Specification, to solve a security problem identified in the
earlier TPM version. In the TPM 1.2 Specification, entities had only handles that were practically
pointers to memory allocated and used to store this entity. With the purpose of saving memory, a
key manager was used within the TPM to reallocate entities for storage space optimization.
Moreover, a middleware handled these changes, and updated all the incoming commands, changing
the entities referenced to point to the correct location. If someone decided to give the same password
to more than one entity, then it would be possible for one of those entities to be substituted for
another by an attacker, and the attacker could then authorize the wrong entity to be used in a
command. Although this scenario seems unlikely, the TPM was designed to provide the highest
levels of trust, and so the naming convention was introduced to provide the ability to uniquely identify
each entity with the use of hashes.

2.4 COMMANDS AND DATA COMMUNICATION ARCHITECTURE
This section provides a description over the core commands that trigger communications among the
diverse actors and entities of the overall ASSURED ecosystem, as well as (when applicable) the
association of those commands with specific TPM commands that need to be executed. The aim of
this section is to provide a high-level definition of the commands at this stage of the process. More
details will be given in the respective deliverables of each technical WP, as those deliverables will
offer a more detailed analysis on the interactions of the specific components and actors of the WP.
When it comes to the commands described in section 2.4.4, those are documented in a more detailed
manner as they stem directly from the specifications of the TPM, as those have been designed by
the TCG.
The provided descriptions in the tables below, highlight the functionality and the sequence of actions
that need to be implemented to realise the communication between the actors and entities of the
ASSURED framework. That is, this description is supported by the leveraged TPM commands in
order to provide an initial idea of what actions require the interaction with the trusted component and
what is delegated to the software components of the host device. In fact, the functions which are
delegated outside of the trusted environment of the trusted component are candidate functions to be
included in the Trusted Computing Base. An indicative example is the tracing component that
captures the evidence on the properties that need to be attested. Due to the high criticality of the
tracing component, it needs to be included in the TCB. That is, all those critical functions will be
documented in the context of D3.2, and depending on their security and safety criticality will be
decided whether they should be included in the TCB of ASSURED.

2.4.1 Device to Device
Table 1 documents the commands used to enable communication between devices in order to
perform an attestation process. The provided description highlights the functionality and the
sequence of actions. In addition, this description is supported by the leveraged TPM commands in
order to provide an initial idea of what actions require the interaction with the trusted component and
what is delegated to software components of the host device. In addition, the properties to be traced
are in fact the objects/entities which were documented in the context of Section 2.3.2.
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TABLE 1: COMMANDS USED BETWEEN DEVICE TO DEVICE COMMUNICATION

Command

Description

Initiate Attestation

This command initiates an attestation process between to devices
(Prover and Verifier) and also instructs the properties to be traced
and attested. This command also includes that needed actions for
the creation fo the necessary Attestation Keys.

Leveraged TPM
commands
TPM2_Create_Primary
TPM2_MakeCredential
TPM2_Activate_Credential

Authenticate

This commands aims to cryptographicaly protect the integrity of
the traced data. In fact, this commands engages the execution of
the neccassary commands that ensure the authenticated
responce, as a result of an attestation request to prover.

TPM2_Quote
TPM2_Sign

Verify

This command triggers the verifiacation process on the received
received attestation outcome, i.e., the attestaion report, on the
Verifier’s side. The attestaion outcome is vefified against a
reference value.

TPM2_VerifySignature

2.4.2 Device to Blockchain
Table 2 documents the commands used to enable communication between devices and the
Blockchain infrastructure. The provided descriptions highlight the functionality and an abstract
sequence of actions when it comes to core functionalities which are supported by the blockchain. In
addition, this description is supported by the leveraged TPM commands in order to provide an initial
idea of what actions require the interaction with the trusted component and what need to be
delegated to software components of the host device. In general terms, the commands documented
in the following table revolve around the certification and authorisation procedures taking place
between devices and the blockchain infrastructure of ASSURED.
TABLE 2: COMMANDS USED BETWEEN DEVICE TO BLOCKCHAIN COMMUNICATION

Command

Certify Device

Description
This command aim to verify the communicating device has a valid
TPM. This is achieved by certifing the Endorsement Key of the
TPM that uniquely refers to a TPM and reflects the ID of the
device. The outcome of this process is a token which is returned
back to the device.

Authenticate
device

This is a command fired towards the Blockchain Certification
Authority that need to certify that the cummunicating device is
certified and come with a valid TPM. To achieve this, the token
generated during the “Certify Device” command is given as input
to the process in order to be validated by the authority.

Authorise device
for
secure
enrolment

This command triggers a process that first requires the attestaion
of a device in order to guarantee that the latter is in the correct
state before access is granted to the ledges that include the smart
contracts. If the attestation succeds the Blockchain Certification
Authority generates the blockchain keys.
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Leveraged TPM
commands

TPM2_MakeCredential
TPM2_Activate_Credential

TPM2_Load
TPM2_Sign

TPM2_Create_Primary
TPM2_MakeCredential
TPM2_Activate_Credential
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TPM2_Quote
TPM2_Sign
TPM2_VerifySignature
TPM2_LoadExternal
TPM2_CreateLoaded

Key management

This command engages the actions for managing the attestaion
keys generated by the TPM, but refers also to the keys stemming
from the Blockchain certification authority.

Ledger Read/Write
operations

These commands support he processes of managing access of
authenticated devices to interact with the blocks of any
permissioned ledger. Thus, the command leverages appropriate
interfaces so that attestation smart contract information can be
securely exchanged. Given this, a device can read the functions
comprising the bussness logic of a contract. In the same way, a
device can write on the ledger the output of the attastation smart
contract functions.

TPM2_Create_Primary
TPM2_LoadExternal
TPM2_CreateLoaded

TPM_sign

2.4.3 Stakeholder to Blockchain
Table 3 documents the commands used to enable communication between external stakeholders
and the Blockchain infrastructure. The provided descriptions highlight the abstract functionality and
of actions when it comes to core functionalities which are supported by the blockchain and aim to
grant access to data sources in the context of the data values chains of ASSURED. As can be seen
in Table 3, there are no levereged TPM commands in this case, as it cannot be mandatory for
stakeholders to base their operations on any kind of trusted component. In general terms, the
commands documented in the following table revolve around the certification and authorisation
procedures taking place between stakeholders and the blockchain infrastructure of ASSURED.
TABLE 3: COMMANDS USED BETWEEN STAKEHOLDER - BLOCKCHAIN COMMUNICATION

Description

Leveraged TPM
commands

Authenticate
stakeholder

This command engages the stakeholder in the Certificate-based
authentication process. Stakeholders have a valid certificate
generated by a trusted Certificate Authority. It needs to be stated,
that the stakeholders, as being external entities, are not required
to have access to a TPM or having certificated generated by a
TPM. That is, there are no leveraged TPM commands for this
process.

N/A

Authorise
stakeholder

Based on the certificate (i.e., the identity ) of a stakeholder, this
command checks and verifies the access control policies related
to this kind of stakeholders (or organisations). Essentially,
retrieves the attributes that need to be exhibited by requesting
stakeholders/actors for getting access to specific types of data, as
written in the deployed smart contracts.

N/A

Command

Request data

This command refers to the request of threat intelligence data or
data stemming from the edge devices and reside on or off the
blockchain. This request is handled through the SCB following the
defined authorisation polices. Thus, stakeholders get access to
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appropriate APIs that can be triggered to retrieve specific data
structs from a deployed contract.

2.4.4 Host Device to Trusted Component (TPM)
This is the communication which takes place between an edge device and the trusted component
residing on it. In other words, this refers to the TPM commands which are fired from the application
layer of a running service, thought the TPM Software Stack (TSS), to the TPM. TPM provives a
plurality command and response structures which are described in the TPM 2.0 Specification
[46][47][48]. A TPM command is a byte stream composed of generic and command-dependent
metadata as well as of command-dependent parameters. After command execution, the TPM
responds with a response byte stream.
A command consists of
1. a command header, which itself is comprised of
a. a tag which indicates whether the command contains sessions (i.e., an authorization
area) or not (see Section 2.5 for more details on sessions),
• TPM_ST_SESSIONS indicates the presence of an authorization area,
• TPM_ST_NO_SESSIONS indicates that the authorization area is empty,
b. a field commandSize indicating the overall size of the command byte stream (incl. the
header),
c. a field commandCode holding the identifier of the TPM command to be executed.
2. a handle area containing up to three handles (a handle uniquely identifies a resource in the
TPM memory)
3. a 32-bit value authorizationSize holding the size of the subsequent authorization area, in
particular indicating the number of sessions treated by the authorization area,
4. a so-called authorization area, which contains session data for up to three sessions. Each
session is represented by an authorization structure, which contains authorization data, percommand session use modifiers and session state information for communication with the
application. In particular, it is composed of
a. a session handle, a four-byte value holding the associated session number;
b. a nonce size field followed, if present, by a nonce, a byte array holding a nonce
chosen by the caller (used for HMAC authorization to prevent replay attacks);
c. the session attributes holding information on the session usage;
d. an authorization size field followed, if present, by an authorization field containing –
depending on the session type - either an HMAC or a password.
5. a command-dependent parameter area.
The structure of a TPM command byte stream is depicted in Figure 3 below.

Command Header
tag | commandSize |
commandCode

Authorization Area
Handle
Area

authorization
Size

session handle | size nonce | nonce |
session attributes | size authorization | authorization

FIGURE 3: STRUCTURE OF A TPM COMMAND

A response consists of:
1. a response header, which is composed of
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a. a tag identifying whether the response contains sessions or not (i.e. an authorization
area):
• TPM_ST_SESSIONS indicates the presence of an authorization area
• TPM_ST_NO_SESSIONS indicates that the authorization area is empty
b. a field responseSize indicating the overall size of the response byte stream (incl. the
header)
c. a field responseCode showing whether the TPM command execution was successful
(TPM_RC_SUCCESS in this case) or an error identifier otherwise.
2. a handle area containing up to three handles, which are only present on success
3. a parameter area which contains the command-dependent response parameters
4. an authorization area that contains the response session data area, which contains
parameters of up to three sessions. Furthermore, it contains authorization data, percommand session use modifiers and session state information for communication with the
application. In particular, it is composed of
a. a nonce size field followed, if present, by a nonce, a byte array holding a nonce
chosen by the TPM (used for HMAC authorization to prevent replay attacks);
b. the session attributes holding information on the session usage;
c. an authorization size field followed, if present, by an authorization field containing –
depending on the session type - either an HMAC or a password.

The structure of a TPM response byte stream is depicted in Figure 4 below.

Response Header
tag | commandSize |
commandCode

Authorization Area
Handle
Area

Parameter
Area

size nonce | nonce | session attributes |
size acknowledgement | acknowledgement

FIGURE 4: STRUCTURE OF A TPM RESPONSE.

Thereby, in case of a successful command execution, the number of authorization structures in the
authorization area of a response is equal to the number of authorization structures in command and
zero otherwise.
There are two command types: authorized and unauthorized commands. An example for the latter
is the command TPM2_Startup as it is the first command that has to be sent to a TPM. This command
has neither session (indicated with tag TPM_ST_NO_SESSIONS) nor return parameters. An
example for an authorized command is TPM2_Create, which is described below.
Subsequently, we will detail some often-used TPM commands in Table 4 below.
TABLE 4: LIST OF FREQUENT TPM 2.0 COMMANDS.

Command

Code

Description

TPM2_Startup

TPM_CC_Startup
0x00000144

Start up TPM.

TPM2_NV_Read

TPM_CC_NV_Read
0x0000014e

Read data from the TPM’s NVM,
respectively (given an NV index).
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TPM2_NV_Write

TPM_CC_NV_Write
0x00000137

Write data to the TPM’s NVM,
respectively (given an NV index).

TPM2_Create

TPM_CC_Create
0x00000153

Generic command to generate all
types of keys.

TPM2_Create_Primary

TPM_CC_CreatePrimary
0x00000131

Generic command to generate all
types of primary keys, which are
derived form a primary seed.

TPM2_Load

TPM_CC_Load
0x00000157

Loads wrapped private keys.

TPM2_LoadExternal

TPM_CC_LoadExternal
0x00000167

Loads publics keys

TPM2_StartAuthSession

TPM_CC_StartAuthSession
0x00000176

Establishes parameters which will be
used for the authorizations.

TPM2_RSA_Encrypt

TPM_CC_RSA_Encrypt
0x00000174

Perform RSA encryption operation.

TPM2_RSA_Decrypt

TPM_CC_RSA_Decrypt
0x00000159

Perform RSA decryption operation.

TPM2_EC_Ephemeral

TPM_CC_EC_Ephemeral
0x0000018e

Perform
1st
key
agreement
(ECDH/ECMQV/SM2)
phase
by
generating an ephemeral key.

TPM2_ZGen_2Phase

TPM_CC_ZGen_2Phase
0x0000018d

Perform
2nd
key
agreement
(ECDH/ECMQV/SM2) phase.

TPM2_EncryptDecrypt

TPM_CC_EncryptDecrypt
0x00000164

Generic command to perform
symmetric key en- and decryption.

TPM2_Hash

TPM_CC_Hash
0x0000017d

Compute a hash.

TPM2_HashSequenceStart

TPM_CC_HashSequenceStart
0x00000186

Start a hashing computation.

TPM2_HMAC

TPM_CC_HMAC
0x00000155

Compute an HMAC.

TPM2_HMAC_Start

TPM_CC_HMAC_Start
0x0000015b

Start an HMAC computation.

TPM2_SequenceUpdate

TPM_CC_SequenceUpdate
0x0000015c

Update the hash/HMAC computation.

TPM2_SequenceComplete

TPM_CC_SequenceComplete
0x0000013e

Finalize the hash/HMAC computation.
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TPM2_Sign

TPM_CC_Sign
0x0000015d

Generic command to sign a message
(the signature algorithm must be
specified via the parameters).

TPM2_VerifySignature

TPM_CC_VerifySignature
0x00000177

Generic command to
message-signature pair.

verify

a

2.5 AUTHORIZATION AND SESSIONS
This section elaborates on the required authorisation mechanisms that regulate the access on
resources, when it comes to the identified actors of the ASSURED ecosystem, while the sessions
refer to the technical means to regulated access to entities when interacting with a TPM. Especially
when it comes to the sessions, it is crucial to utilise the best practices in order to regulate the access
requests and interactions stemming from untrusted environments to the trusted environment of a
TPM. For example, we need to protect against oracle-based attacks, where an attacker that have
compromised a host device, may interact with a TPM to use its internal processes, and acquire
information. That is, we need to be in position to authorise the entities that require access to a TPM,
either within the scope of a host device or from external entities.

2.5.1 Authorization
Authorization is a necessary mechanism to guarantee that the recorded and stored data can only be
accessed by valid data users. In ASSURED framework, there are two main types of data: one is
stored on ledger – onchain data, and the other is the offchain data. The former refers to pointers
which are stored on the blockchain and refer to the actual data which are stored off the chain. The
offchain data are the operational data of interest or the threat intelligence data (attestation raw data)
that may be shared among the stakeholder to each infrastructure. For the offchain data, ASSURED
aims to provide a cloud-based database to form a data pool for those full and “hard” copies of data.
To access those data, ASSURED will design database access control mechanism, for example,
using whitelist/blacklist, and database access authentication. As compared to the database access
control, it is more important to consider the access control over the onchain data – ledger data.
Inspired by the access control list (ACLs) invented by Hyperledger Fabric, associating a policy with
a resource and a party. Policies are used as a fundamental way for ledger data access. In this way,
any party, data and policy will be bound by a relationship that identity (or set of identities) associated
with a request to be checked against the policy associated with the resource needed to fulfill the
request. We consider using similar mechanism, attribute-based access control (ABAC), to maintain
ledger data access control.
•

Policy and attribute modules. We use access control list along with predefined access policy
and attribute set to grant user different access rights. Specifically, we first define and design
a policy module to reflect all access policy information and an attribute set module to assign
attributes to users depending on users’ roles/characters as well as data/resource. Policy is a
set of rules that define the structure for how decisions are made, and specific outcomes are
reached. To that end, policies typically describe a who and a what, such as the access or
rights that an individual has over a data/resource. The policy module and the corresponding
set could be stored totally offchain in a separated place from ASSURED blockchain. This can
be defined and built even before the setup of blockchain. The attribute set related to any
parties or users should be defined and endorsed when they are registering to ledger. But of
course, the parties or users have to classified and well-defined into different roles in advance,
for instance, admin – having all operational role, writer – proposing ledger update, reader –
only reading information on ledger. The parties or users can then login and connect to
ASSURED blockchain network and only are able to access to data matching their roles via
access policy monitoring. For example, we may set a party A’s and B’s attribute sets as A =
{“ID1”, “status: active”, “expiration: 12-12-2021”, “manufacturing: yes”}, B = {“ID2”, “status:
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off”, “retail: yes”}, a piece of transaction data as D = {“DID1”, “status: stored”, “access:
request”, “channel: manufacturing”}, and a policy as P = {“PID1”, “status == active” and
“expiration == not true” and “channel == manufacturing”}. From this design, we can only allow
manufacturing party A to access the data D.
•

ABAC implement and enforcement. We may consider the combination of two ABAC
implementation: default network configuration and inject access control on ledger code (e.g.,
chaincode in the context of Hyperledger Fabric). In initial stage, when policy control is a bit
vague and not well-defined in fin-grained level, we may just inject policies in network/channel
configuration file, e.g., configtx.yaml. Later, we consider making use of smart contract to
enforce the access control [56]. To simplify the design and implementation, an access control
type smart contract may be designed. We may inject policy and attribute sets into separated
smart contracts stored on ledger, and a policy execution smart contract to verify and finally
grant access control to access requesters. A high-level running can be seen as: a
data/resource access policy is defined and recorded on policy smart contract and further
merged on ledger; when a user is registering on ledger, his attribute set is defined and stored
on attribute smart contract, and further update and modification should be via a security
context broker; when this user is requesting to access the data/resource onchain, the broker
calls the attribute smart contract and the policy smart contract to verify the access right – if
the user has correct access right, then the broker merges the access request, access time,
and other useful information (e.g., access policy checklist) on execution smart contract as
event log, and then grant the access right to the user.

2.5.2 Sessions
Authorisations relate to mechanisms granting someone access to a TPM entity. The properties of
that entity, often defined at creation time, determine the kind of authorisation that is required by each
role. The TPM 2.0 Specification considers 3 roles: the USER role is used for the normal uses of a
key (e.g., signing with a signing key, or loading the child of a storage key); the ADMIN role controls
the certification and the changing of the authorisation value of an object; and the DUP role is only
used for the duplication of keys.
Authorisation may be granted by two means. The first corresponds to a proof of knowledge of an
authorisation value, also known as a password. This can be achieved by sending the password in
the command authorisation area, or via an HMAC whose behaviour is determined by the password.
The second means is through a policy digest, which requires that specific tests or actions are
performed before an action is completed.
A session is defined to be a collection of TPM state that changes after each use. The TCG
specifications provide means to communicate authorisation data, audit a sequence of commands,
build a policy digest, and encrypt command parameters.
In the TPM, there is a single, always-available password session that is used to authorise a single
TPM command. Because of this, a client never needs to start a session to be granted authorisation
with a password. It suffices that he passes the password in clear text format to the TPM as part of a
command. This type of authorisation is of limited flexibility and presents security issues when a TPM
is accessed remotely.
Sessions can be created through the TPM2_StartAuthSession command. They have associated
session and HMAC keys. The values of the keys are determined not only by the authorisation value
of the entity that is being accessed but can also depend on salts and on the authorisation value of
another entity. When a session is started, the caller might indicate a size of nonces and an initial
nonce. After initialising the session, the TPM returns a nonce generated by it. Each time the session
is used for authorisation, nonces are updated, and the session and HMAC keys are updated
accordingly. An entity handle might be sent with the TPM2_StartAuthSession command to indicate
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that that entity’s authorisation value should also be included in the calculation of the session and
HMAC keys of the session being initiated.
Sessions might be of 3 types: HMAC, policy or trial policy.
•

When an HMAC session is in place, a client might compute an HMAC of the digest of the
command parameters. Since the HMAC key depends on the entity’s authorisation value, the
correct computation of the HMAC proves knowledge of the authorisation value. If the entity’s
properties are compatible with this type of authorisation and authorisation role, the command
will execute successfully. The command response parameters may also be HMACed,
guaranteeing their integrity and authenticity.

•

Access to entities might also be made dependent of a policy session, ensuring that a
sequence of conditions have been satisfied before that entity can be accessed. A policy
session is a form of enhanced authorization to allow for complex type of authorizations. It
may include authorization based on TPM command sequences, TPM states or information
coming from external devices (e.g., fingerprint and retina scanners, smart cards etc…). The
policy is encapsulated in a value that is associated with the entity. The value representing a
policy corresponds to a digest. After initiating a policy session, the TPM is given a sequence
of policy-related commands that modify the digest in the policy session. Commands that
affect the policy digest include assertions (for example, TPM2_PolicySigned is a policy
assertion that an authorization was signed by a specific entity; and TPM2_PolicyPCR is an
assertion that a selected set of PCRs have a specific value), ANDs that require two assertions
or compounded assertions to be satisfied, and ORs that require that one of two assertions or
compounded assertions are satisfied. After executing all the required commands, the policy
session is used to access an entity. Certain policy-related commands do deferred assertions
at this point. If the deferred assertions are satisfied, and the policy session digest matches
that of the entity’s policy value, access is granted.

•

A trial policy session provides a means to compute a policy value that can be associated
with an entity. Like in a normal policy session, after the session is created, a number of
commands are issued that update the trial policy session digest. In contrast to a normal policy
session, all the assertions are assumed to be true, and the trial policy digest is updated
accordingly. After the computation of the trial policy trial digest has been finalised, the policy
value can be read from the TPM. Then, when creating an entity, this value can be set as the
policy value associated with that entity. Trial policy sessions cannot be used to be granted
access to entities.

Per-command session modifiers are available. In the case of HMAC sessions, one may encrypt the
first parameter of certain commands that are sent to a TPM; or ask for a response parameter to be
encrypted; or ask for commands to be audited. Similar options are available for the policy sessions,
apart from the auditing. Two modes of encryption are available: CFB and XOR. The former requires
both access to a block cipher and a hash function, while for the latter access to a hash function
suffices. The type of encryption to be used is established at session creation time. For the CFB
mode, a KDF is used to produce both the key and the Initialisation Vector (IV) from the session key
and the nonces. For the XOR mode, a one-time pad is produced with a KDF using the HMAC key
and the nonces as input.
A host may maintain a record of the command and response parameters that are passed between
it and a TPM. As these commands are issued, a host may furthermore request the TPM to extend
the command and response parameters into an audit digest, as part of an HMAC session. An auditor
can later request a signed copy of the audit digest to validate the integrity of the host’s log. In addition,
a host may have a single exclusive audit session, which may be used to prove to an auditor that no
other commands were interleaved with the logged sequence.
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2.6 KEY MANAGEMENT
The majority of the ASSURED services engage a gamut of cryptographic operations which relay of
the secure management of cryptographic keys. Cryptographic keys are used, among other, in critical
services of ASSURED, such as in the attestation processes, device authentication and authorisation
and throughout the whole life cycle of blockchain-based services. It becomes clear that we need to
adopt the best practices in order to manage this wide variety of keys in a secure manner in order to
deliver a trusted framework. Thus, ASSURED is also focused to the management of the life cycle of
the keys taking advantage of the beneficial properties in the TPM. The next sections highlight crucial
key operations supported or handled in a holistic manner by the TPM.

2.6.1 Keys and key Operations
The correct and secure handling of keys in a cryptographic system is essential for its operation. After
the description of basic key operations and the key internal structure (public and private areas), this
section will go through the lifeline of a key from its creation (generation or derivation) to its
destruction.
2.6.1.1

Primary Keys

TPM keys can form a hierarchy, with parent keys wrapping their children. Primary keys are the root
keys in the hierarchy [57]. They have no parent. Primary keys are generated using a key derivation
function (KDF), which hashes the primary seed together with a key template. The template for key
generation consists of two parts. The first part is a description of the kind of the key generated, i.e.,
whether it is a signing key or an encryption key, asymmetric or symmetric, what type of signing
scheme it uses if it is a signing key, the algorithm and key size, and so on. The other part defines
the entropy of the key, i.e., the set from where they key is sampled. Primary keys are created with
the command TPM2_CreatePrimary. When the TPM creates a primary key, it remains on the TPM
in volatile memory. A user may also decide to store the primary key in the persistent memory of the
TPM using the TPM2_EvictControl command, which requires the associated hierarchy's
authorization. In this case, the key is given a persistent handle. A primary key can be generated and
used only to create another storage key child of the primary key. The storage key is then loaded into
the TPM under the primary key of the TPM. The new child storage key is then made persistent.
Primary storage keys have an associated symmetric key which is generated at the same time when
the primary key is generated and is associated with it. This is also derived from the primary seed
and the entropy. If the seed associated with a hierarchy is not changed, using the same template
will generate the same primary key and its associated symmetric key.
2.6.1.2

Key Structure

A Key Object is composed of two areas: a public and a sensitive area. Values within parenthesis
denote the data type, as defined in [47].
The public area contains the attributes of the key and a public identity, including:
•
•
•
•
•
•

type (TPMI_ALG_PUBLIC): algorithm ID used to create the key.
nameAlg (TPMI_ALG_HASH): algorithm ID used as hash algorithm to compute the name of
the object, it may be TPM_ALG_NULL
objectAttributes (TPMA_OBJECT): usage, authorization, duplication, creation, persistence
authPolity (TPM2B_DIGEST): authorization policy
[type]parameters (TPMU_PUBLIC_PARMS): parameters for the algorithm specified as type
(e.g.: key size)
[type]unique (TPMU_PUBLIC_ID): for asymmetric key it will be the public key, for symmetric
it will be a value hashed of information in the sensitive area

The sensitive area contains data that are required to be encrypted, including:
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•
•
•
•
2.6.1.3

sensitiveType (TPMI_ALG_PUBLIC): type of object in the sensitive area, it must be equal to
the type parameter in the public area
authValue (TPM2B_AUTH): authorization value for the object, it’s a bite array with length
equal to the length of the digest produced by nameAlg.
seedValue (TPM2B_DIGEST): it may represents the optional protection seed (for a parent
key) or an obfuscation value
[sentitiveType]sensitive (TPMU_SENSITIVE_COMPOSITE): parameters dependent on the
sensitiveType (e.g.: private key for asymmetric key)
Key Generation

Key-management system with a TPM is crucial for ASSURED framework since keys are going to be
used for critical operations, such as encryption or identification, it's important that an architecture be
used to provide a standard means of managing the key's lifetime to avoid any key-recovery attack.
In ASSURED vision, there are three expected ways that keys can come to reside in a TPM. These
are: i) Keys be generated from a seed, ii) using a random number generator in the TPM, or iii)
imported. When generating a key, the most important thing the ASSURED use cases have to
consider is the security of the key. For instance, if a poor random number generator is chosen, the
key that is picked will not be secure. Primary keys are generated using a seed that exists in the TPM.
The seed used for generating the endorsement key EK is associated with the Endorsement hierarchy
and cannot be changed.
2.6.1.4

Key Derivation Functions (KDFs)

A key can be generated by deriving it from another secret value. The TPM has 3 primary seeds,
which are large random numbers stored persistently in the different TPM hierarchies. Generating a
key using one of these seeds creates a hierarchy of keys. The TPM uses two different KDF schemes:
one scheme for ECDH (Elliptic curve Diffie-Hellman) and one for all other crypto operations. These
schemes are based on hash-functions. For ECDH the KDF is SP800-56A, for all the others it is
SP800-108.
2.6.1.5

Key Split

A key split is a cryptographic construct where two sets of entropy, each with as much entropy as the
final key, are used to produce a key. Neither one alone is able to provide any information of the final
key's entropy. Thus, one key can be held separate from the TPM, and one held inside the TPM. In
case of a primary key, one split of the key is the hierarchy's seed, inside the TPM. The other, which
can be stored securely when not in use is safely held outside the TPM. The main reason for key split
in the ASSURED framework is that it might be possible for someone to get hold of one of the two
key splits of a certain TPM. Either the TPM's seed was squirted into the TPM at manufacturing time,
and someone still has a copy, or it may be considered that someone will de-layer the TPM to get a
key.
2.6.1.6

Key Import

Before using a key, it must be loaded in the TPM. Loading a key may require authorization. It is
possible to load the public portion or the public and sensitive portion of a key object.
Multiple consistency checks are performed to assure that the sensitive area was not modified, that
the sensitive area is bonded to the correct public area, and that the attributes are consistent. There
are cases when only the public portion of the key is loaded (such as duplication or signature
verification). In these cases, it is required to associate the key to a hierarchy to determine which
proof value need to be used. If the hierarchy is disabled, the key will not be loaded in the TPM.
External objects might be loaded but a TPM will not create or load an object that uses an algorithm
that is not supported by the TPM.
2.6.1.7

Context Management and Loading
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A key can be loaded into the TPM in a wrapped form (i.e., encrypted) with a specified parent. The
TPM will unwrap it and check along the chain from the parent for authorization (this may require
inconvenient password prompts or certain PCR states that might be passed). A TPM can also
context-save and context-load a key outside/inside it. The key is wrapped with a key derived from a
hierarchy therefore it is attached to a hierarchy but not connected to any parent. In the TPM 2.0
Specification, both context management and loading use symmetric encryption to export a key
outside the TPM.
2.6.1.8

Key Destruction

When a key needs to be destroyed, its parent needs to be destroyed such that when the key is
imported it can’t be verified. If the key to be destroyed is a primary key then its primary seed needs
to be destroyed.

2.6.2 Hierarchies
TPM 2.0 has three hierarchies namely Platform, Storage, and Endorsement hierarchies, each of the
three hierarchies platform, storage, and endorsement has one seed namely Platform Primary Seed
(PPS), Storage Primary Seed (SPS), and Endorsement Primary Seed (EPS) respectively. These
seeds never leave the TPM. SPS is the root of the storage hierarchy that is under the control of the
user and is used for non-privacy-sensitive operations. EPS is the root of the endorsement hierarchy
which generates the Endorsement Key (EK) that is used to verify the platform identity. PPS is the
root of the Platform hierarchy that generates a platform primary key which controls the firmware of
the platform.
Primary keys are generated using a seed that exists in the TPM. Primary keys are the root keys in
the hierarchy. Primary keys can be storage keys, encryption keys, asymmetric or symmetric signing
keys. Those keys form the parent at the top of a hierarchy and are used to encrypt their children
keys. Primary keys are created with the command TPM2_CreatePrimary.
Primary keys are generated using an approved key derivation function (KDF), which hashes the
primary seed together with a key template. The key template consists of two parts. The first part is
a description of the kind of key to generate—whether it's a asymmetric or symmetric, signing or
encryption key, and so on. The other part is a place where entropy can be introduced to the command
to be used in generating the key. In most cases, the second part is set to all zeros (as in the TCG
Infrastructure Work Group's published EK template). A primary key can be used to create another
key child of the primary key. The key is then loaded into the TPM under the primary key of the TPM.
The new child key is then made persistent. A child key can be:
•
•
•

Non-Migratable Key (NMK) – A key which is bound to a single TPM. This is a key that is
(statistically) unique to a single TPM and can not be migrated or exported from the TPM.
Migratable Key (MK) – A key which is not bound to a specific TPM, and with suitable
authorization, can be used outside a TPM or moved to another TPM.
Certifiable Migratable Key (CMK) – A key whose migration from a TPM is highly controlled
and the TPM can attest / certify it properties.

If the user doesn't trust the entropy generator in the TPM, they can use this facility to provide a key
split. The aim of the key split is to prevent an attacker who knows the TPM's seed (generated at
manufacturing time) from being able to determine the secrets of the primary key.
A key split is a cryptographic construct where two sets of entropy are used to produce a key. Neither
one alone is able to provide even a single bit of the final key's entropy. For instance, one split of the
key may be the hierarchy's seed, inside the TPM. The other split can be stored securely when not in
use (for example, in a smart card or safe) is held outside the TPM in the template.
A hierarchy is a set of entities and resources contained in the TPM that are related and independently
managed as a group. The TPM 1.2 Specification (Trusted Computing Group (TCG), 2011) only
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defined one hierarchy, namely, the Storage Hierarchy. This approach had the drawback that
everything is under the control of the owner. If the TPM is not enabled, activated, and owned; there
isn’t much that can be done with it, so ultimately TPM 1.2 has only one administrator. It is only the
owner, who can control both the security and privacy functions.
The TPM 2.0 Specification (Trusted Computing Group (TCG), 2016) defines up to four different
hierarchies, which are related to different security domains. They are divided into two classes,
persistent hierarchies (platform, endorsement and storage) and one ephemeral (null) hierarchy. The
employment of the different hierarchies allows several use cases, such as using the TPM as a
cryptoprocessor, enabling or disabling parts of the TPM, and separating privacy-sensitive and
privacy-nonsensitive operations in different control domains.
2.6.2.1

Persistent Hierarchies

The TPM 2.0 Specification defines three persistent hierarchies, namely Platform, Storage (or
Owner), and Endorsement Hierarchy. The main features of them are:
•

they can be independently enabled or disabled;

•

each hierarchy has an independent authorization and a policy;

•

each hierarchy has an associated persistent Primary Seed from which keys and data objects
are derived (Primary Seeds are generated from the TPM internal RNG);

•

each can have primary keys from which descendant keys can be created.

The authorization, policy, Primary Seed and logical switch to enable each hierarchy are referenced
in the TPM 2.0 Specification as follows:
•

Platform Hierarchy: platformAuth / platformPolicy / PPS / phEnable.

•

Storage Hierarchy: ownerAuth / ownerPolicy / SPS / shEnable.

•

Endorsement Hierarchy: endorsementAuth / endorsementPolicy / EPS / ehEnable.

Platform Hierarchy. This hierarchy is intended to be under control of the platform manufacturer,
represented by the BIOS/ Unified Extensible Firmware Interface (UEFI), in relation to the functions
that protect the integrity of the platform and firmware services. Manufacturers use the Platform
Hierarchy to protect the update mechanisms of the roots of trust of the platform in order to fulfil NIST
SP 800-147. When the platform boots, and upon every TPM2_Startup command execution, the
platform hierarchy is enabled (i.e., phEnable is set to 1), platformAuth and platformPolicy are set to
the empty buffer. The intent is that the platform firmware will generate a strong platform authorization
value (and optionally install its policy). Unlike the other hierarchies, which may have a human enter
an authorization value, the platform authorization is entered by the platform firmware. When the
BIOS goes through a full initialization it has no memory of any previous authorization values.
Therefore, there is no reason to have the authorization persist (and to find a secure place to store it)
rather than regenerate it each time.
The Platform Hierarchy is typically used to authenticate software as part of the UEFI secure boot
process, for example, by maintaining a public key in a TPM NV index within this hierarchy. During
boot, the platform firmware uses this key to verify the signature to authenticate the software. The
Platform Primary Seed is used to derivate any required Platform Key, which is of exclusive use by
platform firmware, and should not be made available to user-installable software such as the OS or
applications.
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In addition to its own enabling/disabling switch phEnable, this hierarchy has an additional control
switch, namely phEnableNV (which is also set to 1 upon calling TPM2_Startup). This control enables
to independently turn on or off the access to the NV memory for that particular hierarchy, whereas
phEnable is used to control the rest of the entities within the hierarchy. That is, the Platform Hierarchy
can be disabled while still permitting access to its NV memory space.
Certain security-related and administrative operations are only available within the Platform
Hierarchy and are not available to an ordinary user of the TPM. Examples of commands that can
only be executed in the context of this hierarchy are shown in Table 5.
TABLE 5: EXAMPLES OF TPM 2.0 COMMANDS RESERVED TO BE USED WITHIN THE PLATFORM HIERARCHY

Command

Description

TPM2_PCR_Allocate

Used to set the desired PCR allocation of PCR and algorithms.

TPM2_ChangePPS

Used to replace the current Platform Primary Seed.

TPM2_ChangeEPS

Used to replace the current Endorsement Primary Seed.

TPM2_ChangeSPS

Used to replace the current Storage Primary Seed.

TPM2_Clear

Removes all TPM context associated with a specific owner.

TPM2_SetAlgorithmSet

Allows the platform to change the set of algorithms that are used by the TPM.

TPM2_PP_Commands

Used to determine which commands require assertion of Physical Presence.

TPM2_PCR_SetAuthPolicy

Used to associate a policy with a PCR or group of PCRs. The policy determines
the conditions under which a PCR may be extended or reset.

Storage Hierarchy. This hierarchy is intended to be used by the platform owner, whether it is the
end user or the IT department in an enterprise scenario. This hierarchy is intended for non-privacy
sensitive operations such as generation and storage of user application keys. As opposed to the
Platform Hierarchy, the authorization and policy, ownerAuth / ownerPolicy, persist through reboots,
and may be explicitly changed through designated operations. However, the intent is that they be
set and rarely changed (e.g., after credential compromise).
One of the main differences compared to TPM 1.2 is that multiple key hierarchies are allowed to
coexist within the Storage Hierarchy. Each one of these key hierarchies are rooted at a primary key
called Storage Root Keys (SRKs), where parent keys protect subsequent child keys. In addition to
the creation and managing of these storage key hierarchies, other important feature available to the
owner is the management of NV memory: create, update, read, and delete objects. The TPM owner
can clear all the storage hierarchies, changing the SPS and effectively erasing all storage hierarchies
of keys.
In Table 6 below we show some examples of typical commands available to the platform owner
through the Storage Hierarchy.
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TABLE 6: EXAMPLES OF TPM 2.0 COMMANDS AVAILABLE UNDER THE STORAGE HIERARCHY

Command

Description

TPM2_CreatePrimary

Used to create primary objects (e.g., Storage Root Keys).

TPM2_CreateLoaded

Used to create any type of object (Primary, Ordinary, or Derived). In this hierarchy,
it will be used to create, e.g., child encryption keys.

TPM2_EvictControl

Allows certain Transient Objects to be made persistent or a persistent object to be
evicted.

TPM2_NV_DefineSpace

Used to reserve space to hold data associated within the NV storage.

TPM2_NV_UndefineSpace

Removes data permanently from the NV storage.

TPM2_HierarchyControl

Enables and disables use of the hierarchy and its associated NV storage.

TPM2_HierarchyChangeAuth

Allows the authorization secret for the hierarchy or lockout to be changed.

Endorsement Hierarchy. The endorsement hierarchy is intended to be under the control of the
privacy administrator. As above, this can be either the end user or an IT department. This is the
hierarchy of choice when the user has privacy concerns. A user with high privacy concerns can
disable the endorsement hierarchy while still using the storage hierarchy for TPM applications and
permitting the platform software to use the TPM. As in the storage hierarchy, the authorization and
policy for this hierarchy, endorsementAuth / endorsementPolicy, persist through reboots and can be
changed through designated commands.
TPM and platform vendors certify that primary keys in this hierarchy, namely, Endorsement Keys
(EK), are constrained to an authentic TPM attached to an authentic platform. Similarly, as in the
other hierarchies, EKs are primary objects derived using a public template from the EPS and
constitute cryptographically verifiable identities for the RTR. Therefore, manufactures need not install
EKs into the TPM, as they can be replicated at owner’s discretion by means of the EPS.
If an EK is a signing key that directly certifies other keys, correlation between the different signatures
can be traced back to that EK using the certificate chain, and in turn to the original TPM. This is the
main source of privacy concerns. Therefore, EKs are typically instantiated as encryption keys, and
are used to create a hierarchy of descendant keys named Attestation Identity Keys (AIKs). These
AIKs can then be certified through a Privacy Certification Authority, which is trusted not to leak any
correlation between EKs and AIKs. The certificate obtained, therefore, ensures that an AIK belongs
to a TPM, but not to which one.
When compared to the other persistent hierarchies, the privacy administrator has a more limited
domain of operations available through the Endorsement Hierarchy: essentially, only the
management of EKs/AIKs, and enabling the availability of the hierarchy. Some examples of
commands to carry out operations in the context of this hierarchy can be found in Table 7.
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TABLE 7: EXAMPLES OF TPM 2.0 COMMANDS AVAILABLE UNDER THE ENDORSEMENT HIERARCHY

Command

Description

TPM2_CreatePrimary

Used to create primary objects (Endorsement Keys).

TPM2_CreateLoaded

Used to create any type of object (Primary, Ordinary, or Derived). In this hierarchy,
it will be used to create AIKs.

TPM2_HierarchyControl

Enables and disables use of the hierarchy and its associated NV storage.

TPM2_HierarchyChangeAuth

Allows the authorization secret for the hierarchy or lockout to be changed.

2.6.2.2

Ephemeral (Null) Hierarchy

The aim of the Null Hierarchy is to use the TPM as a cryptoprocessor, and benefit from the already
implemented crypto algorithms present in it. As with the persistent hierarchies, the Null Hierarchy
also allows the creation of primary keys and complete hierarchies of descendant objects. The Null
Primary Seed is set to a random value on every TPM reset. Therefore, objects created in this
hierarchy cannot be made persistent, as they will not be able to be reconstructed after a TPM reset.
Moreover, this hierarchy cannot be disabled, and it contains an authorization value that is a zerolength password, and an empty policy.
Using a TPM as a cryptoprocessor is not one of the main use cases envisioned for these devices.
As an extremely resource-constrained device, its performance executing intensive cryptographic
operations might not be acceptable for some applications. It is therefore not advised that the TPM
be used for bulk encryption. However, there are certain scenarios that can benefit from this use case.
For example,
•

Early boot resource-constrained environments, which may require the use of
cryptographic operations.

•

Applications where the cost in performance is affordable in comparison, e.g., to produce
commercial encryption software.

•

Applications that require certified implementations.

•

Encryption of small, high-valuable data where the encryption keys are externally stored.

Typical operations executed within this hierarchy are common cryptographic operations such as
generating random numbers, computing hash and MACs, or symmetric/asymmetric encryption and
decryption. Table 8 below shows some usual commands normally used in the context of this
hierarchy.

TABLE 8: EXAMPLES OF TPM 2.0 COMMANDS AVAILABLE UNDER THE NULL HIERARCHY:

Command

Description

TPM2_Hash

Performs a hash operation on a data buffer and returns the results.

TPM2_HMAC

Performs an HMAC on the supplied data using the indicated hash algorithm.
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TPM2_EncryptDecrypt2

Performs symmetric encryption or decryption.

TPM2_GetRandom

Returns the requested number of bytes from the random number generator.

TPM2_RSA_Encrypt

Performs RSA encryption.

TPM2_RSA_Decrypt

Performs RSA decryption.

2.7 ATTESTATION SERVICES AND PROTOCOLS
Remote attestation is a security service to validate the integrity of a remote entity (typically a device
or a software). In case of collective attestation schemes the goal is to ensure integrity of a multiple
of devices in a network. Different remote attestation schemes collect different information which will
be integrated into an attestation report. Depending on the information in the attestation report, the
verifier can verify or detect different types of attacks on the prover-device’s integrity. Static attestation
mechanism enables the detection of manipulation of a device’s static memory content, e.g., the
program code or program’s configurations. Run-time attestation provides information about a
device’s run-time execution (behaviour), allowing the verifier to detect also dynamic attacks like
code-reuse attacks.
Each of the aforementioned attestation variant will be directly supported by the underline trusted
components which will be used in ASSURED.

2.7.1 Static Attestation
Static attestation allows the verifier to check the software code and configuration of a prover system,
i.e., the software code and configuration that got loaded on a device. This information is provided to
the verifier in a status report that is generated in an authentic and trusted way (typically by a trusted
component) on the prover system. Existing approaches fall into three different categories, differing
in the mechanisms and components they use to achieve the required authenticity for the attestation
reports. Software-based attestation mechanisms cannot use cryptographic secrets to authenticate
attestation report, as they work without any trusted component that could protect such a secret.
When it comes to approaches that are based on secure hardware, the authentication secret is
protected and managed by dedicated hardware modules, such as a TPM. Hybrid approaches use
trusted software that itself is hardware-protected to manage the authentication secret, i.e., a trusted
software-component, typically isolated in a TEE, is responsible for authenticating attestation reports.

2.7.2 Dynamic Attestation
In dynamic or run-time attestation the execution behavior of the prover is reported to the verifier
along with the static properties of the prover’s software code and configuration. This is usually done
by recording the execution path of the program to be attested as was actually executed by the prover
device. However, to minimize the amount of information to be recorded and reported, in run-time
attestation it is usually assumed that the adversary can only manipulate data dependent code
branches, e.g., function call, indirect jumps or function returns, which are exploited by run-time
attacks like ROP.
Direct Anonymous Attestation (DAA) is a cryptographic protocol that allows a Trusted Platform
Module (TPM) to serve as a trust anchor for a host platform it is embedded in. To do so, the TPM
chip creates attestations about the state of the host system, e.g., certifying the boot sequence the
host is running on. These attestations convince a remote verifier that the platform it is communicating
with is running on top of trusted hardware and using the correct software. A main design goal of DAA
is that attestations are made in a privacy-preserving manner. That is, the verifier can check that
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attestations originate from a certified hardware token, but it does not learn anything about the identity
of the TPM. Another important feature of DAA is that it supports user-controlled linkability which is
steered by a basename (bsn). If a platform uses a fresh or empty basename, the resulting
attestations cannot be linked whereas repeated use of the same basename makes the transactions
linkable. A DAA can be seen as a special variant of group signatures with a central issuer controlling
membership to the group of certified TPMs, and TPMs being able to sign anonymously on behalf of
the group. Instead of the opening capabilities provided in group signatures, DAA controls privacy
through the use of basenames and user-controlled linkability. DAA may be required by ASSURED
use cases where privacy enhancing cloud service architecture is needed to protect user’s data.
Using DAA will let users to control the extent of data sharing among their service accounts.

2.8 CRYPTO OPERATIONS
This section elaborates on the fundamental cryptographic functions that need to be considered in
order to enable the various security offerings of ASSURED. These functions will be offered through
the utilisation of the underlined trusted component of each device, i.e., the TPM, in order to guarantee
the secure and formal operation of the cryptographic protocols. Given these functions, ASSURED
will offer a set to cryptographic abstractions, i.e., more advanced crypto-based operations which will
support the blockchain-based data sharing and access control mechanisms of the project.

2.8.1 Fundamental Crypto Operations
2.8.1.1

Hash Functions

Hash function is a cryptographic function that takes a message of any length and compresses it to
a digest of fixed length. To preserve security in ASSURED framework, important properties of a
secure hash are as follows:
-

It is infeasible, given a message, to construct another message with the same hash.
It is infeasible to construct two messages with the same hash.
It is infeasible to derive the message given its hash.

Hash functions may be used directly by external software or as the side effect of many TPM
operations. The TPM uses hashing to provide integrity checking and authentication as well as oneway functions, as needed, e.g., Key Derivation Functions (KDFs).
A TPM should implement an approved hash algorithm that has approximately the same security
strength as its strongest asymmetric algorithm. TPM 2.0 specification allows for several different
types of hash Algorithms such as SHA-1, SHA-256, and SHA-384.
The hash functions are also used when validating certain types of authorizations or used in support
of other operations in the TPM such as PCR operations.
2.8.1.2

HMAC Algorithm

An HMAC is a keyed hash function. It performs a secure-hash operation but mixes in a shared secret
key called the HMAC key. It provides assurance that protected data was not modified and that it
came from an entity with access to a key value. To have usefulness in protecting data, the key value
needs to be a secret or a shared secret. TPM uses HMAC to prove that an ASSURED user knew a
TPM entity’s authorization data, which is used as the HMAC key. For instance, a TPM object, such
as a signing or encrypting key, may have an associated authorization value that is known to both the
TPM and an authorized user of the key. The TPM also uses HMAC to ensure the integrity of data
that may be stored externally, for example to proof that an attacker has not altered the data value.
HMACs can also be used to derive keys, using the so called KDF.
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The TPM implements the Hash-based Message Authentication Code (HMAC) algorithm described
in ISO/IEC 9797-2. A TPM module may use the HMAC function to validate an authorization. The
HMAC function may be used by the Command Execution Engine in support of its operations.
2.8.1.3

Symmetric Operations

Symmetric encryption is a type of encryption where only one key, called a secret symmetricencryption key, used to both encrypt and decrypt data. This encryption method differs from
asymmetric encryption where a pair of different keys, one public and one private, is used to encrypt
and decrypt messages.
There are many symmetric algorithms that use the same key for both encryption and decryption. An
example of symmetric-key algorithm that may be considered in ASSURED framework is the
Advanced Encryption Standard (AES). The TPM uses symmetric encryption to encrypt some
command parameters (e.g.: authentication information) and to encrypt objects stored outside of it.
Cipher Feedback mode (CFB) is the only block cipher mode required by TPM 2.0 Specification to
encrypt command parameters (as well as sessions and sensitive area of a key object). Weak keys
are not permitted to be used (some algorithms have known weak keys, if such a key is generated, it
must be discarded, and a new key generated by starting over with another iteration).
Symmetric-key encryption is used for keeping data secret from all attackers, encrypting
communications between different entities to secure communication channels. Since the TPM is a
cryptographic coprocessor which knows how to encrypt data using its secret symmetric keys, then
these encryptions can be done using the TPM embedded in ASSURED entities.
2.8.1.4

Asymmetric Operations

A TPM uses asymmetric algorithms for attestation, identification, and secret sharing. An asymmetric
algorithm identifier will indicate a family of algorithms and methods that are used with that algorithm.
The only supported asymmetric algorithms in TPM 2.0 are RSA and Elliptic-Curve Cryptography
(ECC) using prime curves. A TPM is required to implement at least one asymmetric algorithm.
2.8.1.5

Signature Operation

The TPM may sign using either an asymmetric or a symmetric algorithm. The method of signing
depends on the type of the key. For an asymmetric algorithm, the methods of signing are dependent
on the algorithm (RSA or ECC). For symmetric signatures, only the HMAC signing scheme is
currently defined. If a key may be used for signing, then it will have an attribute to allow it for.
A key may be restricted to sign messages with specific contents. When a key has this restriction, the
TPM will not use the key to sign message digests that the TPM did not compute.
Any attestation message produced by a TPM will have a header to identify the data as being
produced within a TPM. If a restricted key is used to sign this data, then a relying party can have
assurance that the message data came from a TPM. To allow a restricted key to sign an externally
generated message, the TPM can produce the message digest. When the TPM computes the digest,
it will not produce a special certification (called ticket) that indicates that the digest was produced by
the TPM and is safe to sign with a restricted key.
A signing scheme can be used when a key allows for it because not all schemes are valid for all
keys. A TPM generates an error if the scheme is not allowed with the indicated key type.
A restricted signing key requires to have a signing scheme specified in the key definition and that is
the only signing scheme that is allowed to be used with the key. Unrestricted keys may contain a
signing scheme selection, or the signing scheme may be determined when the key is used.
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2.8.1.6

Random Number Generator (RNG) Module

The RNG module is the source of randomness in the TPM. The TPM uses random values for nonce,
in key generation, and for randomness in signatures.
It nominally consists of an entropy source and collector, a state register, and a mixing function
(typically, an approved hash function). The entropy collector collects entropy from entropy sources
(e.g. noise, clock variations, air movement, event timestamps, or jitter) and removes bias. A TPM
should have at least one internal source of entropy, and possibly more. It is also possible to add
externally generated entropy through the TPM2_StirRandom command. The collected entropy is
then used to update the state register that will provide input to the mixing function to produce the
random numbers.
The mixing function may be implemented with a pseudo-random number generator (a PRNG). A
PRNG may produce numbers that are apparently random from a non-random input such as a
counter. An approved PRNG that combines an input with much more entropy than a counter will
yields a RNG with properties no worse than the underlying PRNG and possible better.
Each RNG access produces a new value regardless of the data usage. There is no distinction
between accesses for internal versus external purposes.
It is worth noticing that the entropy sources, as defined in the TPM 2.0 Specification [46], largely
depend on the manufacturer of the hardware chip and the application domain it is envisaged for
usage (intended market). Whereas the vendor implementations of the entropy collection process are
usually non-disclosed information, it is possible to find public evaluation reports that demonstrate the
quality of the RNG. See for example report [79] for Infineon SLB 9670 TPM 2.0. Also, more
information can be found on datasheets provided by manufacturers, such as Atmel (Microchip)
AT97SC3205T TPM 1.2, which claims to contain a hardware RNG, including a FIPS-140-2 [80]
certified PRNG [81].

2.8.2 Crypto Abstractions
The ASSURED framework will be offering a set of crypto-based operations such as Attribute-based
Encryption (ABE), Proxy re-encryption (PRE), and Searchable Encryption (SE). We refer to those
schemes as crypto abstractions, as those build on top of the fundamental cryptographic operations
which are provided by the underlined trusted component. These crypto abstractions mainly aim to
enhance the blockchain-based operations for secure and auditable data sharing among
stakeholders.
A combination of advanced encryption algorithms will be used in the context of ASSURED to provide
data encryption, data access, data search and sharing services. To capture fine-grained encryption,
we will consider using attribute-based encryption (ABE). ABE enables a data owner to define a data
access description P1 for his data, so that only those entities with a description P2 matching P1 can
gain access to the data via a valid decryption. ABE is usually classified into key-policy and ciphertextpolicy versions. For the first case, we set a policy to decryption key and attribute set to data. In this
case, the size of key is relatively large but the ciphertext of the data is relatively small. For the latter
case – ciphertext policy ABE, is the other way round. We will decide to use a type of ABE depending
on use case requirements. For example, if we need to store a ciphertext on a resource-limited device
or transfer the ciphertext in a restricted bandwidth, then it is better to choose key-policy ABE. No
matter which type is going to be used, we will start with the efficient and fast schemes, e.g.,
[71][72][73], as a cornerstone for our encryption design. Other optional features related to ABE, like
attribute revocation, attribute or policy hidden, may be considered in the future.
We will consider bringing an advanced mechanism, proxy re-encryption (PRE) [74], into secure data
sharing. This mechanism allows a data owner to further share an-already-encrypted-and-storedonline data to others with the help of a proxy. In this case, the data owner will grant a consent of
sharing and send it with a special token to the proxy, so that the proxy can convert that encrypted
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data for those “consented” users. During conversion, the underlying data and decryption key will not
be leaked to the proxy. For example, the data owner enables an encrypted pointer, pointing to data
storage address on storage backend, to be transformed into a decryptable form for valid data users,
with the help of security context broker. In the context of ASSURED, we may allow the conversion
to be done offline, and final data access could be online, so as to reduce time consumption online –
i.e., having data users waiting online for long time. In addition, we will investigate the option of using
a policy, attribute [76], or just an identity [75] to define the PRE data sharing mode. In this context,
we need to balance the data sharing efficiency and the depth of data sharing policy. To do so, the
ASSURED consortium will investigate for efficient design for PRE to capture the secure data sharing
that may guarantee (1) fixed/restricted time sharing, so as to tackle the once-for-all sharing; (2)
revocable data sharing – revoke/stop sharing with previous consent parties.
ASSURED will consider providing a secure data search service via the use of searchable encryption
(SE). In SE, a database with various files is encrypted along with a special index structure. Files are
encrypted and the index structure keeps relationship between files and the corresponding keywords.
A data searcher will issue a search token embedded with some keywords to the server, storing the
encrypted database, so that the server can perform a secure search and return a correct match
without prior knowledge on what is the search query and what is the return answer. Much like ABE,
SE also has two branches: public key based or symmetric key based SE (SSE). Due to the efficiency
and scalability issue, we will not make use of public key-based SE but only SSE. For SSE, we
probably investigate the current dynamic and scalable SSE [77][78] in the design and implementation
stages. ASSURED will use SE technique in data query over the offchain structures. The offchain
structures may store the index structure related to the data/information along with their onchain
and/or database location. An entity that performs a query may just provide a keyword-hidden token
to the admin who manages the offchain structures. Then, an encrypted location information, related
to onchain storage or database storage, can be returned to that entity for decryption. In this way, the
admin cannot see what data the entity is currently searching. Similar technique can be also used in
backend database storage for privacy-preserving database data query.
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3 ANALYSIS OF USE CASE REQUIREMENTS
The aim of this section is to pave the way for the documentation of the reference architecture of
ASSURED in Section 4, by first defining the set of security, privacy, and trust requirements of
the use cases. In this direction, based on the identified requirements, we document how the systems
of the use cases will be enriched by integrating the ASSURED offerings in order to enhance their
overall operational and security posture. Thus, this section elaborates on the instantiation of each of
the use cases in the context of ASSURED. In fact, D1.2 goes a step further from the documentation
of D1.1, where we presented the “As-Is” state of the reference use cases. Here, the goal is to map
the identified requirements with ASSURED services and components in order to shed light on how
the proposed framework will meet its objectives.
Following this approach, Table 9, Table 10, Table 11 and Table 12, present a mapping between
the ASSURED Offered Services and Use Case-specific Safety Critical Services with respect to the
following aspects: Security requirements, Use case endpoints, Core ASSURED components,
and Criticality. The aforementioned mapping is made in order to form a solid baseline based on
which the consortium will identify relevant interactions among the multiple components of the
architecture in order to meet the expectations of the ASSURED-enabled use cases and the
objectives of the project at hand.
This section explicitly defines the security requirements that need to be met in the context of each of
the use cases and in turn represents the universe of the security, trust and privacy requirements that
need to be considered in ICT supply chains. The requirements span from standard requirements
such as, data integrity and confidentiality to more complex requirements, such as operational
assurance and secure & efficient cryptography.
Having this as the leading factor of our analysis, we scrutinise the ICT environment of the use cases
in order to correlate specific services to the identified layers of the use case architecture and correlate
their operation with specific endpoint devices. More specifically, Figure 5, Figure 6, Figure 7 and
Figure 8 depict each use case according to a common template which consists of the following
layers:
•
•
•
•

Fronthaul Edge Device
ICT Infrastructure
Cloud-based Backend
Supply Chain Ecosystem

Based on this template, the reader can intuitively understand where the critical services of each of
the use cases are provided and which are the requirements that need to be met at each layer with
regards to the devices which are engaged in the overall offering. This documentation will help by the
design of the reference architecture and the definition of interactions among the ASSURED
components in order to achieve the necessary requirements.
In addition, the definition of the requirements and the topological view of the use case environments
serve as the baseline in order to identify the Trusted Computing technologies to be integrated and
the advanced attestation methodologies that need to be developed and supported by the reference
architecture of the project. To do so, we also need to formally define the trust relationships among
all the actors of the supply chain ecosystem. In fact, this is an action that will take place in the context
of D3.1, but before this, we need to identify the requirements that must be achieved as part of this
deliverable.
In addition, having defined the requirements and the baseline ecosystem, we are in position to define
the attestation we need to perform in order to stand against a specific threat model. This is because,
it would be unrealistic to define a rather generic threat model as it would be infeasible to protect SoSenabled supply chains and their infrastructures to their entirety. Hence, by having the security
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requirements we can then match the safety critical services and with their individual requirements
so as to prioritise the types of threats to be considered in each use case.
Thus, next section offers the instantiation of the SoS chains of trust in the uses cases and provides
the aforementioned mapping.

3.1 INSTANTIATION OF “SYSTEMS-OF-SYSTEMS” CHAINS OF TRUST IN
THE USE CASES
3.1.1 Safe Human Robot Interaction (HRI) in Automated Assembly Lines
The use-case of BIBA aims to enhance industrial workspaces by introducing more
collaborative environments where humans and robotic arms and machinery can work in
synergy while preventing accidents. This trend is an on-going and ever increasing one since the
advent of digitization of industries and the maturity of the industry 4.0 concept. The main focus of
the use-case is to maintain safety of the humans working in an automated assembly line where
robots are actively moving in order to facilitate more productivity. A high-level topological view of the
use case is given in Figure 5.
The use case of Safe Human Robot Interaction in such assembly lines is realized via the industrial
infrastructure present in BIBA’s shopfloor. An overview of the infrastructure is presented in the figure
below, where humans in the industrial floor have Ultra-Wide Band positioning tags that provide a 3Dcartesian location of the person. It also provides a motion sensing information which gives an
information of the motion of the person moving within the industrial space. The information sent via
such tags is published to a data aggregator hardware. Two robotic arms for heavy duty workload are
located in the same industrial space. The robotic arms are controlled via PLCs (Programmable Logic
Control) which are connected to an Industrial-PC via the Profinet Network. The Industrial-PC
provides standard communication protocols to obtain vital information of the robotic arms
movements and can also send signals back over the Profinet network. The Industrial-PC as well as
the data aggregator are connected on the same internet network within the premises via a standard
network switch. The infrastructure of the industrial workspace can be expanded by connecting
dedicated edge devices with sensing / actuating elements via the same Internet backbone.
The IoT Gateway provides access to information and current status of the robotic arms and
personnel positioning to the higher levels of the infrastructure, as well to on-premises operations
teams. More specifically, the data generated from the subsystems, as well as additional services
running on the IoT Gateway (edge computing services), send information to the cloud-based
backhaul where the data is store for further analysis. The information persisting on the cloud
backhaul is then provided, if needed, to stakeholders in the value chain.
The BIBA infrastructure together with ASSURED components will provide a demonstrator for safe
human interaction in industrial spaces as well as portray an adept Cyber Physical System of Systems
to handle cyber-threats and provide more security IT infrastructure.
More details with respect to the current use case can be found in Section 4.2 of D1.1.
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FIGURE 5: TOPOLOGICAL VIEW OF THE SMART MANUFACTURING DEPLOYMENT

The following table provides a mapping among the endpoint devices of the use case, the security
requirements that must be met, and the core ASSURED Components which are converged for the
provision of a given service. Each tuple (row) of the table contains a description to ease the reader
understand the purpose of the service and justify the convergence of the aforementioned aspects in
the service’s context.
TABLE 9: MAPPING OF SERVICES-REQUIREMENTS-ENDPOINTS FOR THE SMART MANUFACTURING DEPLOYMENT

Service

Criticality
(High
/Medium
/Low)

Use case
Endpoints

Remote
Attestation

H

-
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Operation
Center
IoT Gateway
Industrial PC

Security
Requirements

-

Assured Offered Services
Device Integrity
Authentication
Authorisation

Page 44 of 119

Required Assured
Components

Trusted Component
Runtime Tracer
Risk Assessment
Engine

Description

Remote Attestation as an
ASSURED service plays a
critical part when introducing new
sensors/ actuators/ observers
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-

-

Data
Aggregator

-

Swarm
Attestation

L

-

Operation
Center
IoT Gateway
Industial PC
Data
Aggregator

-

Device integrity
-

Local
Attestation

H

-

Edge devices
IoT Gateway
Operation
Center

-

Device integrity
-

-

Edge Device
Data Sharing

L

-

Edge devices
Cloud storage
IoT Gateway
Analytics
engine

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation

-

Threat
Intelligence
Information
Sharing

M

-

Edge devices
Cloud storage
Cloud-based
analytics
engine

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation

-

Risk
Assessment

M

-

Cloud-based
analytics
engine
Operation
Center
Attestation
Engine

-

Access Control
Data integrity
Authentication

-

© 2020-2023 ASSURED Consortium

Page 45 of 119

Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

within the HRI workspaces. The
attestation service aims to
provide the operations center
evidence about the integrity of
the configuration of the edge
devices. Such evidence provide
an assurance of no malicious
device introduction in the
workspace and hence a reliable
system
of
information
generation.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Swarm attestation operations in
HRI workspaces are of lower
criticality. HRI workspaces are
confined to limited number of
sub-systems and do not need a
high amount of scaling factor.
Introduction of new edge devices
are gradual. ASSURED swarm
attestation can let devices be
provers
and
verifiers
of
attestation and provides the
operations
centre
detailed
information
via
the
Edge
Analytics and Attestation Engine.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Local attestation is a service of
high criticality for the HRI Smart
Manufacturing
use
case.
Through local attestation and by
capitalising on the trusted
component residing on the
device, critical services running
on it can perform locally an
attestation process to verify the
operational assurance of service
within a device’s environment.

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management

The Edge Device Data Sharing is
of low criticality since the logs of
services and operations are not
crucial to end-user stakeholders
except for the operations centre
to
troubleshoot
systems.
However, when needed, the
Sharing Service should provide
access control with appropriate
privileges
to
required
stakeholders, if and only when
approved by the operations
centre.

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management
Risk Assessment

The
Threat
Intelligence
Information Sharing is of high
criticality since the evidence on
attestation results, vulnerabilities
and threats found and managed
in the context of the public safety
usecase are critical for the enduser
stakeholders.
This
information needs to be shared in
order to provide evidence on the
integrity and credibility of the
Systems-of-Systems of the use
case
to
the
dependent
stakeholders so that the latter to
be sure on the operational
assurance of systems which
have produced the public safetyrelated data. Such information
sharing should provide access
control
with
appropriate
privileges
to
required
stakeholders, if and only when
approved by the operations
centre.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet

Based on the application and
capability of the IoT Gateway, the
services running on it can be
adapted, changed or newly
designed algorithms for HRI can
be introduced. In order to avoid
malicious intent with such
application services, ASSURED
should
provide
a
Risk
Assessment service which will
provide necessary reports and
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-

Remote
Asset
Monitoring &
Management

H

-

IoT Gateway

-

Access Control
Authentication
Authorisation

-

Security context broker

Trusted Component
Runtime Tracer
Risk Assessment
Engine

overview of potential threats or
failures.
Operational health and data
generated from the edge
fronthaul should be persistently
available for operations center
and for future application
development. Since IoT Gateway
acts as a portal for the fronthaul
the monitoring of logs, incoming
data and management should be
provided by ASSURED’s remote
Asset
monitoring
and
management component.

Use case-specific Safety Critical Services

Personnel
Motion
Tracking
Service

H

-

Data
Aggregator
IoT Gateway
Cloud-based
Analytics
Engine

-

Device Integrity
Authentication
Authorisation

-

Robot Motion
Tracking
Service

H

-

Industrial PC
IoT Gateway
Cloud-based
Analytics
Engine

-

Device Integrity
Authentication
Authorisation

-

Collision
Prediction
and
Avoidance
Service

H

-
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Industrial PC
IoT Gateway
Cloud-based
Analytics
Engine

-

Device Integrity
Authentication
Authorisation
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-

Remote Asset
Monitoring &
Management
Swarm Attestation
Remote Attestation
Local Attestation
Device Secure
enrolment

For Human Robot Interaction,
the ICT infrastructure should be
provided with information of how
many personnel are in a
workspace and where they are
located within the space. This
information
is
utilized
by
Personnel
Motion
Tracking
Service which runs on the IoT
Gateway. This service needs to
be able to provide information
only to designated system
administrators of the operations
center, since changes in the
service may lead to false
reporting and in turn lead to
perilous consequences for the
workers within the workspace.
ASSURED should provide a way
to securely let only dedicated
personnel access the information
of the service as well as the edge
device (IoT Gateway) and
guarantee edge device integrity
of newly introduced devices /
sensors in the workspace. Upon
scaling up such IoT Gateways
within distinct HRI workspaces
ASSURED should be able to
provide secure enrolment and
attestation features which enable
secure deployment of the
Personnel
Motion
Tracking
Service in order to avoid security
flaws while processing the
tracking information.

Remote Asset
Monitoring &
Management
Swarm Attestation
Remote Attestation
Local Attestation
Device Secure
enrolment

Robot Motion Tracking Service
continuously
obtains
the
information of the robotic arm in
the HRI workspace and feeds
this information the Collision
Prediction
and
Avoidance
Service. This service runs on the
IoT Gateway within the ICT
Infrastructure along with the
Robot Motion Tracking Service to
serve as an input feed to the
Collision
Prediction
and
Avoidance Service. ASSURED
should provide a way to securely
let only dedicated personnel
access and adapt the service
information as well as provide
attestation and secure enrolment
features for newly introduced
devices within the infrastructure
running such services

Remote Asset
Monitoring &
Management
Swarm Attestation
Remote Attestation
Local Attestation
Device Secure
enrolment

Collision
Prediction
and
Avoidance Service runs on the
IoT Gateway which obtains
information
from
the
two
services: Robot Motion and
Personnel Tracking and runs
custom algorithms to predict a
possible collision due to the
pattern of both the robotic arm
and personnel in a current time
duration. In order to avoid a
collision this service also
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provides a feedback mechanism
to the Industrial PC to stop the
robotic arm or reduce operational
speeds.
ASSURED
should
provide security measures for
only authorised personnel to
access the log information or
configurations for this service
and through device integrity of
edge devices should provide a
reliable
and
trustworthy
mechanism when scaling this
service on multiple IoT Gateways
spanning
multiple
HRI
workspaces.

3.1.2 Secure Collaboration of “Platforms-Of-Platforms” For Enhanced Public Safety
The use-case of DAEM aims to enhance public safety as a recently developed challenge due
to emergence of the smart-city concept and the digitalization of services for modern cities.
More specifically, the public safety and device management is the core of Athens use case and in
this document the architecture and data flow are analysed. A high-level topological view of the use
case is given in Figure 6.

FIGURE 6: TOPOLOGICAL VIEW OF THE SMART CITIES DEPLOYMENT
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The use-case of public safety for SoSs deployed in cities focuses on an architecture of city
operational center and decision support system as depicted in the figure above. The ASSURED
technology attestation mechanisms will be evaluated in a semi-automated mode and risk modelling
simulating all processes in a lab environment. The overall technical ecosystem of the Athens testbed
includes devices, infrastructure and data flows among 4 levels of implementation: the edge-device
level, the basic network infrastructure, the data storage and the stakeholders’ interface. ASSURED
will enhance the backend decision support system by ensuring the operation of trusted devices,
guarantying privacy and security during data generation and collection, as well the prevention of
incidents on data flows and data delivery by ensuring integrity during information exchange among
actors of the system.
The edge devices installed in municipal building and areas of the pilot-site include cameras and
smoke detector sensors that generate video-streams and sensors data received by access points of
data collection. The collected data referring to the recognition of face, potentially dangerous objects
and the detection of smoke/fire and gas are shared in the next step through a network of switches
and routers/gateways while a platform is deployed for streaming analytics and data integration. In
the network configuration the ASSURED attestation engine intervenes to ensure secure and efficient
cryptography and data are exported and visualized in an operational center for the internal municipal
management of city safety incidents. The operational center monitors the data streams received
from the edge-devices and performs risk analysis on potential threats referring to incidents of
physical safety such as emission of smoke or recognition of an object, as well as the interference of
potential cyber-attacks on the data streams or the access to edge-devices. The overall data sets and
produced analytics will be stored locally in DAEM in its cloud infrastructure integrating the cloudbased analytics engine of ASSURED. Finally, an interface and secured data will be shared with the
external stakeholders’ ecosystem such as first responders in case of incidents. As an overall output
ASSURED will produce reports and analytics on the events and its countermeasures in the operation
center for the support of the city on public safety issues.
The focal point of the Athens testbed is the – aforementioned - safety support system
consisting of surveillance cameras in various positions of the pilot site (Serafeio Complex)
under a network topology and IoT sensors for smoke and CO2 emissions in the underground
parking areas. Both type end-devices are the points of data collection for the face recognition, object
detection and smoke/fire detection use cases. In parallel the critical nature of city support systems
has to be tackled sufficiently since such systems usually include existing components that have to
be integrated with new devices and result to a homogenous backbone solution including both new
and legacy attributes. Hence, the Athens testbed aims to verify ASSURED in terms of scalability
while also evaluate its contribution to the main objective referring to privacy and its response to the
highly demanding environment of city safety. The latter must maintain its resilience in cases of
various attacks by adjusting decisions and strategies and thus, the policy enforcement feature and
run-time risk assessment will contribute to this direction for ensuring privacy and integrity of data in
case of events.
Overall, the Athens pilot system will include interfaces according to the actors involved and the
relevant requirements that actor type imposes. Then, the verification of authorization of diverse user
roles will be enhanced by ASSURED, e.g., for the operation center users, external stakeholders etc.,
as well as the authentication of input in the system from data flows ensuring trustworthiness of the
data sources and protection against non-trusted access to data impeding risk on privacy of citizens.
The final architecture will serve as a hub for public safety and security for Athens presented as a
user-friendly toolkit that supervises the health state of municipal assets and supports specified
accounts and access control roles. The challenge to be tackled is the support of the city-officials and
administrators on shaping policies and decide actions on public safety, thus Athens testbed will
evaluate the response of the system on security assessment and the support on risk management
as a smart-city system. The basic feature for this support is the classification of each system
component and end-point according to risk potentiality, near real-time alerts feature as well as the
proposition of countermeasures at a device level. The overall procedure will be exported in the format
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of a report on the assessment of municipal assets potential risks and impact of countermeasures for
the support of resilient policy making on public safety. Finally, the interface for external collaborators
of the city will include validation and relevant visualization for the trustworthiness of data sources.
More details with respect to the current use case can be found in section 4.3 of D1.1.
The following table provides a mapping among the endpoint devices of the use case, the security
requirements that must be met, and the core ASSURED Components which are converged for the
provision of a given service. Each tuple (row) of the table contains a description to ease the reader
understand the purpose of the service and justify the convergence of the aforementioned aspects in
the service’s context.
TABLE 10: MAPPING OF SERVICES-REQUIREMENTS-ENDPOINTS FOR THE SMART CITIES DEPLOYMENT

Service

Criticality
(High
/Medium
/Low)

Use case
Endpoints

Security
Requirements

Required Assured
Components

Description

Assured Offered Services
Remote
Attestation

H

-

Edge devices
Attestation
Engine
Operation
Center

-

Device integrity
-

Swarm
Attestation

L

-

Edge devices
Attestation
Engine
Operation
Center
Access point

-

Device integrity
-

Local
Attestation

H

-

Edge devices
Trusted
Component
Operation
Center
Access point

-

Device Integrity
-

Edge Device
Data Sharing

L
-
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Edge devices
Cloud storage
Kafka
Cloud-based
analytics
engine
Surveillance
system

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation
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-

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Remote attestation is a service of
high criticality as it is a key
offering
of
ASSURED
to
guarantee
the
operational
assurance of components and
services. Depending on the
mode of operation, remote
attestation
aims
to
the
configuration integrity verification
or control flow integrity of
attested devices. This service
provides evidence to the human
actors of the operation centre,
through the Edge Analytics and
Attestation Engine.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Swarm attestation is a service of
low criticality for the public safety
use case. ASSURED aims to
guarantee
the
operational
assurance of components in a
collective manner. Depending on
the mode of operation, remote
attestation
aims
to
the
configuration integrity verification
or control flow integrity of
attested devices. In the case of
swarm attestation and the public
safety use case will operate both
as provers and verifiers in order
to support the swarm mode of
operation and distribute the
attestation overhead among the
multiple deployed sensors. This
service provides evidence to the
human actors of the operation
centre, through the Edge
Analytics and Attestation Engine.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Local attestation is a service of
high criticality for the public
safety use case. Through local
attestation and by capitalising on
the trusted component residing
on the device, critical services
running on it can perform locally
an attestation process to verify
the operational assurance of
service
within
a
device’s
environment.

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management

The Edge Device Data Sharing is
of high criticality since the data
collected during the operation of
the use case safety critical
services are of major importance
for
dependent
end-user
stakeholders except for the
operations centre. However, the
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Sharing Service should provide
access control with appropriate
privileges
to
required
stakeholders, if and only when
approved by the operations
centre.

Threat
Intelligence
Information
Sharing

M
-

-

Risk
Assessment

M
-

Edge devices
Cloud storage
Kafka
Cloud-based
analytics
engine
Surveillance
system
Risk
assessment

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation

-

-

Cloud-based
analytics
engine
Operation
Center
Attestation
Engine

-

Access Control
Data integrity
Authentication

-

Remote
Asset
Monitoring &
Management

H

-

Edge devices
Edge analytics
engine
Network
devices

-

Authorisation
Authentication
Access control

-

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management
Risk Assessment

The
Threat
Intelligence
Information Sharing is of high
criticality since the evidence on
attestation results, vulnerabilities
and threats found and managed
in the context of the public safety
usecase are critical for the enduser
stakeholders.
This
information needs to be shared in
order to provide evidence on the
integrity and credibility of the
Systems-of-Systems of the use
case
to
the
dependent
stakeholders so that the latter to
be sure on the operational
assurance of systems which
have produced the public safetyrelated data. Such information
sharing should provide access
control
with
appropriate
privileges
to
required
stakeholders, if and only when
approved by the operations
centre.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Based on the hardware and
software assets engaged in the
use case, the applications and
services running, and the
ongoing changes in the use case
environment, the ASSURED
Risk Assessment framework
aims to manage the life-cycle of
managing threats as a result of
discovered vulnerabilities and
threats against the SoS of the
use case. Thus, in order to tackle
or prevent malicious intents the
risk assessment service should
provide necessary reports and
overview of potential threats or
failures.

Trusted Component
Runtime Tracer
Risk Assessment
Engine

Operational health and data
generated from the edge
fronthaul should be persistently
available for operations center
and for future application
development. The underlined
service enables human actors of
the operation center to manage
the life cycle of assets based on
the information coming through
the ICT infrastructure assets and
the edge analytics engine.

Use case-specific Safety Critical Services

-

Face
Detection

H

-

Cloud-based
analytics
Engine
Cloud storage
Surveillance
system
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

-
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Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

In the context of public safety,
DAEM’s operation centre needs
to be supported by a Face
Detection system to support the
surveillance process. The face
detection is a service of high
safety criticality and runs at the
cloud-based backend as it may
be a resource intensive task. The
generated video streams and
images are privacy sensitive.
Thus, sharing such data with
additional stakeholders through
the blockchain-based data value
chains requires access control
mechanisms
though
the
ASSURED
blockchain
technologies
and
ABE
mechanisms.
Access
to
stakeholders needs to be
regulated based on their role and
privileges. From an operational
standpoint and in order to
safeguard the face dedection
service, ASSURED needs to
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guarantee edge devices integrity
(IP cameras) through attestation,
data
integrity,
user/device
authentication and authorisation,

-

Face
Recognition

H

-

Cloud-based
analytics
Engine
Cloud storage
Surveillance
system
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

-

-

Object
Detection

H

-

Cloud-based
analytics
Engine
Cloud storage
Surveillance
system
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

-

Smoke/Gas
Detection

H

-

Fire
Detection

H

-
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Fire Control
System
Edge devices
Network
devices

Fire Control
System
Edge devices
Network
devices

-

-

Data Integrity
Device Integrity

Data Integrity
Device Integrity
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-

-

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

In the context of public safety,
DAEM’s
operation
centre
performs face recognition. This
operation is resource intensive
and thus it is offloaded to the
cloud-based
backend.
This
service is of high safety criticality
as it can be used for detecting the
presence of listed lawbreakers.
The generated video streams
and images are privacy sensitive
and so it does the result of the
process. Sharing such data with
additional stakeholders, needs
ASSURED to guarantee edge
devices integrity (IP cameras)
through
attestation,
data
integrity,
user/device
authentication and authorisation,
and access control though the
ASSURED
blockchain
technologies
and
ABE
mechanisms.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

For public safety, DAEM’s
operation centre is in charge of
identifying potential suspicious or
safety threatening objects such
as firearms/knifes. This operation
is a resource intensive task
performing image processing,
and thus it is offloaded to the
cloud-based
backend.
The
generated video streams are
privacy sensitive and to it does
the result of the process. Sharing
such data with additional
stakeholders, needs ASSURED
to guarantee edge devices
integrity (IP cameras) through
attestation,
data
integrity,
user/device authentication and
authorisation, and access control
though
the
ASSURED
blockchain technologies and
ABE mechanisms.

Trusted Component
Runtime Tracer
Risk Assessment

Smoke and gas detection is a
safety critical service that aims
support the decision makers od
DAEM’s operation centre. High
concentration of smoke or gas
may indicate a fire or broken gas
pipes because of an accident or
intentional
action.
Data
generated by the sensor are
forwarded to the fire control
system of the ICT infrastructure
in order to provide evidence to
human actors and drive their
decision (e.g. evacuation of
buildings). Sharing such data
with additional stakeholders,
needs ASSURED to guarantee
edge devices integrity (sensors)
through attestation and data
integrity.

Trusted Component
Runtime Tracer
Risk Assessment

Fire detection is a safety critical
service that aims support the
decision makers of DAEM’s
operation centre. Fire detection
systems
raise
alarms
for
evacuating
buildings
on
emergency case and enable
automatic fire
extinguishing
systems. Data generated by the
sensor are forwarded to the fire
control system of the ICT
infrastructure in order to provide
evidence to human actors and
drive
their
decision
(e.g.
evacuation of buildings). The
integrity of the edge devices i.e.,
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the sensors, needs to be assured
using
attestation.
Risk
assessment, asset monitoring
and management are important
related ASSURED services that
can guaranty the operational
assurance of this service.

3.1.3 Secure and Safe Aircraft Upgradability & Maintenance
The secure and safe aircraft use case, led by UTRC, focuses on the ecosystem designed around
the aircraft. A plethora of cyber-physical systems, such as Flight Management Systems (FMS),
Environment Control Systems (ECS), Cockpit Flight Instruments (CFI), and on-board Wi-Fi, form a
complex System of Systems (SoS) composed of several mixed-criticality services offered to both the
on-board personnel and the ground engineers. Such a complex system needs to be operative at
all times and each component needs to be fully functional and attested with respect to their
functionalities. Automated processes to validate, verify and maintain all the components of
the aircraft SoS is a crucial need that the ASSURED framework could satisfy.
The focus of the use-case is a secure server router (SSR), a real-time embedded device that is the
center of many functionalities offered on the aircraft. This device enables on-board communications,
through public and private Wi-Fi which allow the connection of passengers’ and crew’s devices to
Internet, as well as outside the aircraft, allowing communications with other airplanes and the control
towers. A high-level topological view of the use case is given in Figure 7.
On one hand, the most crucial active functionalities of the SSR are the collection of critical data of
the aircraft while in the air from the on-board edge devices and the subsequent transmission of the
data collected to a ground station server when on the ground. On the other hand, when the device
needs to be maintained, currently only a few authenticated engineers have the privileges necessary
to physically operate on the SSR. The ASSURED capabilities should be able to enhance the current
state of the aircraft SoS by deploying a safe and secure data transfer between the SSR and the
ground station server (and potentially internal cloud-based analytics servers) as well as providing
the possibility to perform remotely attested updates on the SSR. In order to perform remote updates,
the ASSURED framework needs to authenticate the authorized engineer to access the SSR, the
firmware, as well as the SSR, need to be attested before allowing the firmware to be installed.
ASSURED will also provide safe and secure communication channels allowing only the
authenticated engineers to access the confidential data stored on the SSR to monitor both its state
and the devices connected to it. Moreover, these channels can be used to share information related
to potential anomalies and threats affecting the ecosystem, enabling prompt diagnosis and mitigation
on the current state of the system, supported also by the real-time risk assessment tools offered by
ASSURED.
More details with respect to the current use case can be found in section 4.4 of D1.1.
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FIGURE 7: TOPOLOGICAL VIEW OF THE SMART AIRCRAFTS DEPLOYMENT

The following table provides a mapping among the endpoint devices of the use case, the security
requirements that must be met, and the core ASSURED Components which are converged for the
provision of a given service. Each tuple (row) of the table contains a description to ease the reader
understand the purpose of the service and justify the convergence of the aforementioned aspects in
the service’s context.
TABLE 11: MAPPING OF SERVICES-REQUIREMENTS-ENDPOINTS FOR THE SMART AEROSPACE DEPLOYMENT

Service

Remote
Attestation

Criticality
(High
/Medium
/Low)

Use case
Endpoints

H

SSR (router)
Ground station
server

Security
Requirements

-

Required Assured
Components

Assured Offered Services
Data integrity
Confidentiality
Authenticity
Non-repudiation
Access control
-
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Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet

Description

The remote attestation service
provided by the ASSURED
framework plays a critical role in
the smart aerospace use case.
When the data transfer between
the SSR and the ground station
server is starting, both parties
need to be attested and
authenticated to ensure the
safety and confidentiality of the
shared data. Romote attestation

D1.2: ASSURED Reference Architecture

Threat
Intelligence
Information
Sharing

H

Supply chain
stakeholders
Ground station
server

-

Access Control
Authentication
Authorization
Data integrity
Privacy
preservation

-

Security context broker

-

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management
Risk Assessment

-

-

Risk
Assessment

H

-

SSR (router)

-

Access Control
Data integrity
Authentication

-

Remote
Asset
Monitoring &
Management

H

-

SSR (router)
Ground station
server

-

Access Control
Authentication
Authorization
Data integrity

-

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Trusted Component
Runtime Tracer
Risk Assessment
Engine

will be a critical function to
safeguard
safety
critical
operations of the use case, such
as the attestation of systems
taking part in the landing of
aircrafts or the verification of
encryption and key management
operations.
Sharing threats information with
use case’s internal stakeholders
and
with
other
external
ASSURED partners will enhance
the security of both entities. This
will lead to a safer system being
capable of adapting to new
threats as well as promptly
reacting to known ones. Thus, in
cases of attacks, the new risk
levels and collected evidence are
shared with the supply chain
stakeholders in order all to be
aligned, while such critical
information is shared based on
cryptographic schemes to ensure
data
anonymisation,
confidentiality and integrity.
The risk assessment service will
improve the security of the
system in anomalous scenarios
by
providing
real-time
assessments so that the most
effective policies could be
enforced to overcome the current
state of the system. The RA will
focus on critical functions, such
as the encryption and key
management proceeses that
empower
safety
critical
components being responsibe
for
landing
and
aircraft
maintenance operations.
The possibility to have persistent,
secure and safe access to the
devices’ state will allow our
stakeholders to perform analysis
of their runtime operations and
perform maintenance on the
devices that require attention.
Hence, core components (SSR,
ground station server) which are
part of critical functions can be
securely managed and provide
indisputable evidence on their
correct state in the context of
maintence actions.

Use case-specific Safety Critical Services

Safe
data
transfer

H

-

SSR (router)
Ground station
server
Analytics
server

-

Access Control
Authentication
Authorization
Data integrity

-

Remote
firmware
update

H

-

SSR (router)
Ground station
server

-

Access Control
Authentication
Authorization
Data integrity

-
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Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context broker

The SSR device can only share
data to either an authenticated
internal
operator
or
an
authenticated internal server.
The data should only be shared
through encryption protocols so
that
to
be
safe
from
communication attacks. The
ASSURED framework will help in
creating this safe communication
channel between authenticated
parties, attesting each device
involved in the exchange. To
further enhance the transmission
security, the actions performed
during the exchanged should be
registered on a distributed
ledger.
When
trying
to
perform
authenticated system updates on
the SSR device, both the system
administrator and the device
need to be authenticated and
attested, through the usage of
security tokens offered by the
ASSURED
framework.
The
device needs to verify the
authenticity of the system
administrator and check the
integrity of the update being
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pushed before proceeding with
the update.

3.1.4 Digital Security of Smart Satellites
Digital security of smart satellites use case, led by Space Hellas, focuses on the protection of the
communication of low earth orbit satelites (CubeSats) among them and with the ground station.
CubeSats are used for various use cases providing a cost-effective solution and, that way, they
enable resource-limited organizations to operate in space. They are deployed usually in
constellations and many satellites are collaborating to perform a specific task. A high-level
topological view of the use case is given in Figure 8 .

FIGURE 8: TOPOLOGICAL VIEW OF THE SMART SATELLITES DEPLOYMENT

For the ASSURED use case, the constellation of CubeSats will be deployed with the use of three on
Board Computers (OBCs, Beagle-Bone-Black) running KUBOS (RTOS for CubeSats). These will
formulate the front edge devices layer with a Ground Station computer. The connection with the
Ground Station (PC, Linux OS) will be done through USB-to-FTDI cables. A camera will be
connected to demonstrate earth observation and surveillance like mission executions.
Through the communication between the CubeSats and the Ground Station commands are
exchanged for the cubesat to be operational. In addition, periodic exchange of information is done
to verify the status of specific devices and to query the telemetry database of the CubeSats.
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Further communication is made through the Ground Station and CubeSats connection for the
mission application to be executed. This is done on-demand and after the CubeSat operator initiated
the process. Finally, the files collected by the camera payload are transferred from CubeSat to
Ground-Station. The CubeSat operator can share the information collected with other external
stakeholders of the whole operations supply chain when it is required.
One critical process for the operation of the CubeSat is the deployment of updated version of the
software through the file transfer service. Given this critical functionality and due to the fact that the
input collected from CubeSats should be accurate, special emphasis has to be taken for the integrity
of the components involved on the processes of mission execution, the security of the
communication and data exchange as well as the sharing of information collected with external
organisations.
For the required levels of security to be achieved, a set of services are needed to be provided by
ASSURED and also a Secure Key Establishment mechanism is required. Access to these services
needs to be also supported by services provided by the Cloud-based backend of the system.
More details with respect to the current use case can be found in section 4.5 of D1.1. In addition,
more details about the architecture of the demonstrator deployment and for the services operating
can be seen in Figure 8 and at the Table 12 below.
The final architecture enhanced with the ASSURED components will provide a demonstrator that
will provide a more secure infrastructure being able to support operations for communication
purposes (e.g., accessing to internet for remote areas or ships) or other earth operations.
TABLE 12: MAPPING OF SERVICES-REQUIREMENTS-ENDPOINTS FOR THE SMART SATELLITES DEPLOYMENT

Service

Criticality
(High
/Medium
/Low)

Use case
Endpoints

Security
Requirements

Required Assured
Components

Description

Assured Offered Services
-

Remote
Attestation

H
-

Edge devices
Attestation
Engine
Ground Station

-

Device Integrity
-

-

Swarm
Attestation

L

-

Edge devices
Attestation
Engine
Ground Station

-

Device Integrity
-
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Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

Remote attestation is a service
of high criticality to guarantee
the operational assurance of
components
and
services.
Depending on the mode of
operation, remote attestation
aims to the configuration
integrity verification or control
flow integrity of attested devices.
This service provides evidence
on the integrity of critical
functions, such as the Secure
Key
Establishment
and
Management service which is
the core offering of the smart
satllites.
Swarm attestation is a service of
low criticality for the digital
security of smart satellites use
case. ASSURED aims to
guarantee
the
operational
assurance of components in a
collective manner. Depending
on the mode of operation,
remote attestation aims to the
configuration
integrity
verification or control flow
integrity of attested devices. In
the case of swarm attestation,
devices can operate both as
provers and verifiers in order to
support the swarm mode of
operation. This service provides
collective evidence to the
CubeSat operator for integrity of
devices and critical software
component
used
in
the
exchanging of device health
data and the correctness of
mission applications.
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-

Local
Attestation

H
-

Edge devices
Trusted
Component
Ground Station

-

Device Integrity
-

-

Edge Device
Data Sharing

H

-

Edge devices
Cloud storage
Cloud-based
analytics engine

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation

-

Threat
Intelligence
Information
Sharing

H

-

Edge devices
Cloud storage
Cloud-based
analytics engine
Ground station

-

Access Control
Data integrity
Authentication
Privacy
Preservation
Authorisation

-

Risk
Assessment

M

-

Cloud-based
analytics engine
Edge devices
Router/Gateway

-

Access Control
Data integrity
Authentication

-
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Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

Local attestation is a service of
high criticality for the digital
security of smart satellites use
case. Through local attestation
and by capitalising on the
trusted component residing on
the devices, critical services
running on it can perform locally
an attestation process to verifiy
the operational assurence of
service within a device’s
environment. Local attestation
can be used to attest the correct
version of the mission S/W
running to the satellite.

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management

The Edge Device Data Sharing
is of high criticality since the
data collected during the
operation of the use case are of
major importance both for the
CubeSat operator and for
external stakeholders. However,
the Sharing Service should
provide access control with
appropriate
privileges
to
required stakeholders, based on
the pre-defined access policy.

Blockchain-based
supply chain control
services
Security Context
Broker
Trusted Component
Data value chain
access management
Risk Assessment

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

The
Threat
Intelligence
Information Sharing is of high
criticality since the evidence on
attestation
results,
vulnerabilities and threats found
and managed in the context of
the digital security of smart
satellite
communications
usecase are critical for the
various
stakeholders.
This
information needs to be shared
in order to provide evidence on
the integrity and credibility of the
Systems-of-Systems of the use
case
to
the
external
stakeholders so that the latter to
be sure on the orepational
assurance
of
systems
operation. Such information
sharing should provide access
control
with
appropriate
privileges
to
required
stakeholders, based on the predefined access policy. Threat
intelligence data of smart
satellites can be vital source of
information that can be used to
identify vulnerabilities that may
affect
other
satellite
constellations in the same
application domain.

Based on the hardware and
software assets engaged in the
use
case,
the
mission
application
and
services
running, and the ongoing
changes in the use case
environment, the ASSURED
Risk Assessment framework
aims to manage the life cycle of
managing threats as a result of
discovered vulnerabilities and
threats against the SoS of the
use case. Thus, to tackle or
prevent malicious intents the
risk assessment service will
provide necessary reports and
overview of potential threats or
failures. The aim is to uncover
the risks posed against critical
operations
such
as
the
execution
of
mission
application.
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Remote Asset
Monitoring &
Management

Secure
Key
Establishment

H

H

-

- Edge devices

-

Edge devices

-

Authorisation
Authentication
Access Control

Secure
Communication

-

-

Trusted Component
Runtime Tracer
Risk Assessment
Engine

Operational health and data
generated from the edge
fronthaul should be available for
the CubeSat operator and for
future application development.
The underlined service enables
CubeSat operators to manage
the life cycle of assets based on
the information coming through
the ICT infrastructure assets
and the edge analytics engine.

Trusted Component

Secure key exchange and
establishment between the
Ground Station and the Cube
Sats is a critical function to
guarantee that the deployed
constellation can meet it
operational objective. In fact,
this is the most critical operation
that needs to be offered in the
context of this use case. Hence,
secure and efficient crypto is a
key requirement to secure the
communication among the edge
devices of the use case.

Use case-specific Safety Critical Services

Execute
Mission
Application

H

-

Cloud-based
analytics
Engine
Cloud storage
Ground Station
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

-

-

Download
Payload Files

H

-

Cloud-based
analytics
Engine
Cloud storage
Surveillance
system
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

-

Upload
correct
version of S/W

H

-

Ground Station
Edge devices
Network
devices

-

Authorisation
Authentication
Access control
Data Integrity
Device Integrity

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

In the context of the digital
security of smart satellites use
case the operation of a CubeSat
constellation and especially the
execution of the mission
application is of high criticality
for the secure execution of the
whole mission. A cooperation of
devices
and
services
is
required, and it is important to
ensure the integrity of all these
parts (H/W & S/W) in order to
achieve secure execution of the
mission application. In the
context of the ASSURED
demonstrator, we envision the
collection of pictures captured
from a camera device on the
CubeSats.

Trusted Component
Runtime Tracer
Risk Assessment
Engine
Collective Threat
intelligence and
Forecasting
Optimal resource
allocation
Trusted blockchain
wallet
Security context
broker

Collection of the collected
payload files is of high criticality
given
their
significant
importance both for the CubeSat
operators but also for the
external stakeholders. The
integrity of data captured and
collected (e.g., image captures)
calls for the need to guarantee
edge devices integrity (sensors)
through attestation and data
integrity.

-

Trusted Component

-

Runtime Tracer

-

Risk Assessment
Engine

The remote software update of
the CubeSat is one the most
critical parts for the operation of
the CubeSats and thus for the
whole digital security of smart
satelites use case. This is a task
performed by the CubeSat
operator and it involves the
upload of the updated mission
S/W from the GroundStation to
CubeSat through the file transfer
service. It is important to ensure
the integrity of the file
transferred.

3.2 SECURITY, PRIVACY AND DATA SHARING REQUIREMENTS
In the previous section we created a map among the diverse requirements and the technical
components of the use case deployments and the envisioned services of the ASSURED framework.
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As a next step, this section builds on top of the previous one and aims to align the identified security
requirements - this time on use case scenario basis - with the technical requirements which have
been identified in D1.1. Note that, the purpose of this section is not to repeat the information given
in D1.1, which is only an indicative description of the use case scenario is given, only to provide the
context of the core use case operations and to relate them with the identified security requirements.
As aforementioned, the purpose is to match the security requirements with the technical ones and
in other words to describe what needs to be developed from a technical perspective in order to meet
the identified security requirements.
TABLE 13: MAPPING SECURITY AND TECHNICAL REQUIREMENTS FOR SMART MANUFACTURING USE CASE

SAFE HUMAN ROBOT INTERACTION IN AUTOMATED ASSEMBLY LINES

Security requirement

Use case scenario
reference of D1.1

Brief description of the use case scenario

Technical
Requirements
(D1.1)

BIBA.US.1

When assessing risks related to new software
components
in
an
environment
(simulation/emulation) the system administrator
should be authenticated using security tokens and
should be able to have access control to necessary
logs for the resultant risk assessment reports and
policies.

FR. RA. 2, FR. RA.
3, FR. RA. 4, FR.
SC. 3

BIBA.US.2

Data generated from devices within the work
environment must be stored securely and their
integrity should not be hampered after storage in
order to manifest actual behaviour of systems. The
devices generating the information should be
authenticated.

FR.AT.1, FR. AT. 8,
FR. AT. 9, FR. SC. 5,
FR. IA. 1

BIBA.US.3

Device configurations required to perform their
attestation have to be encrypted and securely
transmitted to the backend/IoT Gateway so that
authenticated system administrator could monitor
them.

FR. SC. 1, FR. IA. 2

BIBA.US.4

Within the work environment each device needs to
be authenticated in order to generate reliable data
and avoid external attacks within the network. A
mechanism should exist to avoid manual
intervention by system administrator to reach trust
for the network devices.

FR.AT.4

BIBA.US.5

Information
shared
between
devices
and
backend/IoT Gateway should be encrypted in order
to avoid man-in-the-middle attacks.

FR. DLT. 1, FR. DLT.
4, FR. DLT. 5, FR.
DLT. 9, FR. SC. 4

BIBA.US.6

The device needs to verify the authenticity of the
system administrator and check the integrity of the
update being pushed before proceeding with
sending data to the IoT Gateway. Once authenticity
is established inter and intra-device attestation
should require less manual intervention to establish
a trusted network.

FR.AT.2, FR. SC. 2

BIBA.US.7

An
OEM,
can
experiment
with
their
software/hardware components within the work
environment and should have access to the data
generated from these components without any
compromised integrity from the network in order to
ensure better behaviour of such components.

FR.AT.3

Access Control
Data Integrity

Access Control
Data Integrity

Access Control
Data Integrity

Access Control
Data Integrity

Data Integrity

Access Control
Flexible and Reliable Key
Management

Access Control
Data Integrity
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TABLE 14:MAPPING SECURITY AND TECHNICAL REQUIREMENTS FOR SMART CITIES USE CASE

Secure Collaboration of “Platforms-Of-Platforms” For Enhanced Public Safety

Security requirement

Use case scenario
reference of D1.1

Brief description of the use case scenario

Technical
Requirements
(D1.1)

DAEM.US.1

Sharing of operational data among diverse
stakeholders of the supply chains needs to be done
by protecting the privacy of citizens’ data. The
engagement of the stakeholders must be regulated
by access control mechanisms in order to ensure
that privacy sensitive data are always shared with
eligible entities.

FR. IA. 1, FR. SC. 4,
FR. DLT. 9, FR. DLT.
1

DAEM.US.2

The creation of a public safety hub, where multiple
stakeholders are engaged, requires the definition of
different access control roles. Thus, role-based
access control and proper authentication is required
and this needs to be managed by internal operators
(city officials).

FR. SC. 3, FR. DLT.
7, FR. DLT. 4

DAEM.US.3

When it comes to the assessment of risks based on
events coming from edge devices, we need to
ensure the operational assurance of devices and
the integrity of the generated data and alerts. Based
on this information, the administrators take
decisions to prioritize corrective actions and
countermeasures.

FR. RA. 4, FR. RA. 2

DAEM.US.4

Operators need to perform mitigation actions on the
devices. These actions are in the form of attestation
policies which are enforced on the devices. Thus,
this process needs to be regulated by proper
authorisation so that authorised operators can
perform the mitigation actions, while devices need
to be uniquely identified.

FR. SC. 2, FR. SC.
1, FR. DLT. 6, FR.
AT. 9, FR. AT. 8, FR.
AT. 1

DAEM.US.5

External members in the context of public safety
need to be sure for the trustworthiness of data.
Secure access to data and validation of the sources
of data need to be guaranteed.

FR. IA. 1, FR. AT.
12, FR. AT. 10

DAEM.US.6

Operators need to have an overview of their
deployments, confirm the correct operational state
and perform mitigation actions. In this direction, the
operators need to be sure about the device
integrity, the integrity of the collected evidence and
relay on a secure mechanism for the deployment of
new policies.

FR. IA. 2, FR. SC. 5,
FR. RA. 3, FR. AT. 4

Privacy Preservation
Access control
Data Integrity

Access control
Flexible and Reliable Key
Management
Authentication
Authorisation

Data Integrity
Device integrity

Authentication
Authorisation
Flexible and Reliable Key
Management
Privacy Preservation
Data integrity

Authentication
Authorisation
Access control
Data integrity
Device integrity

Authentication
Authorisation
Data integrity
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Device integrity

Data integrity
Device integrity

In order to tackle security and safety incidents in a
real-time manner, operators need to acquire
trustworthy notifications stemming from the assured
components responsible to attest the operation
correctness of the deployments.

DAEM.US.7

FR. AT. 1, FR. AT. 2,
FR. AT. 4, FR. AT.
11, FR. IA. 1

TABLE 15: MAPPING SECURITY AND TECHNICAL REQUIREMENTS FOR SMART AEROSPACE USE CASE

SECURE AND SAFE AIRCRAFT UPGRADABILITY AND MAINTENANCE

Security requirement

Use case scenario
reference of D1.1

Brief description of the use case scenario

Technical
Requirements
(D1.1)

UTRC.US.1

When trying to perform authenticated system
updates, both the system administrator and the
device need to be authenticated, through the usage
of security tokens. The device needs to verify the
authenticity of the system administrator and check
the integrity of the update being pushed before
proceeding with the update.

FR. IA. 1, FR. IA. 2,
FR. AT. 1, FR. AT. 6,
FR. AT. 7, FR. SC. 2

UTRC.US.2

To perform any monitoring and maintenance
prediction actions, the internal operator requires
secure access to the device and assurance of the
integrity of the data received from the device. At the
same time, the device needs to verify the access
privileges of the internal operator. All these
attestation actions should be also recorded on a
distributed ledger.

FR. SC. 3, FR. SC. 2

UTRC.US.3

Device configurations required to perform their
attestation have to be encrypted and securely
transmitted to the backend so that authenticated
system administrator could monitor them.

FR. SC. 1, FR. IA. 2,
FR. AT. 1, FR. AT. 4,
FR. AT. 8, FR. AT. 9

UTRC.US.4

The device can only share data to either an
authenticated internal operator or an authenticated
internal server. The data should only be shared
through encryption protocols so that the data is safe
from communication attacks. To further enhance
the transmission security, the actions performed
during the exchanged should be registered on a
distributed ledger.

FR. SC. 3, FR. SC.
4, FR. DLT. 9, FR.
DLT. 8, FR. DLT. 7

UTRC.US.5

Authenticated ground station operator should be
able to deploy the most recent and effective security
policies on the device. These policies must be
checked and registered on a distributed ledger
before being pushed on the device.

FR. RA. 5, FR. RA.
4, FR. RA. 3, FR.
RA. 2

Flexible and Reliable Key
Management
Access Control
Data Integrity

Access Control
Data Integrity

Access Control
Data Integrity

Access Control
Data Integrity

Access Control
Data Integrity
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TABLE 16: MAPPING SECURITY AND TECHNICAL REQUIREMENTS FOR SMART SATELLITES USE CASE

DIGITAL SECURITY OF SMART SATELLITES

Security requirement

Data Integrity

Data Integrity

Use case scenario
reference

Brief description of the use case scenario

Technical
Requirements
(D1.1)

SPH.US.1

Each time two devices attempt to exchange keys
(Run-time attestation for the Key Exchange
Protocol) the Key Exchange Application will be
attested to verify that it has not been compromised
on both devices (CubeSat and/or Ground Station).
Before the exchange of keys, each device should
be able to provide verifiable evidence on its correct
configuration state.

FR. IA. 1, FR. IA. 2,
FR. SC. 3, FR. SC.
2, FR. AT. 5, FR. AT.
6

SPH.US.2

Execute runtime attestation at the KUBOS Core
Services involved each time a safety (and/or
mission) critical application is executed, will be
attested to verify that it has not been compromised
on both devices (CubeSat and/or Ground Station).

FR. AT. 1, FR. AT. 2,
FR. AT. 4, FR. AT.
11

SPH.US.3

Users can exchange data in a secure way
confirming the confidentiality and integrity of data
exchanged. Secure sharing of the collected data
from the CubeSat(s) with external organizations is
performed through the ASSURED Blockchain.

FR. DLT. 1, FR. DLT.
5, FR. DLT. 6

SPH.US.4

ASSURED lightweight crypto primitives will be
integrated to support communication encryption
among CubeSats and/or with Ground Station. In
that way the devices communication modules
should be sealed against future or unforeseen
attacks (APTs).

FR. AT. 8, FR. AT. 9,
FR. SC. 1

Data Confidentiality
Data Integrity

Data Confidentiality

Overall, Section 3 offered a thorough analysis on the security, privacy and trust requirements that
need to be met in the context of the ASSURED project. Notably, the definition of the requirements
performed in a systematic and methodical way. In fact, the requirements have been derived by
scrutinising the ASSURED use cases from multiple perspectives. More specifically, depending on
the set of services that each use case needs to provide, and by considering also the ASSUREDspecific services that will be integrated in the pilots, we extracted the set of requirements that must
be met. Crucially, those requirements have been correlated both with the core devices included in
the deployments but also with ASSURED components. In this way, the reader can have a better
perception on the reasons behind the extracted requirements. It should be stated that the
documented requirements of Section 3.1 have been also mapped to the specific reference scenarios
of the use cases in Section 3.2.
Given the analysis of Section 3, we have documented the requirements that need to be enabled
through the ASSURED offerings. Hence, we now have a solid base to proceed to the definition of
the ASSURED functional components and the necessary interactions under a unified reference
architecture.
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4 ASSURED FUNCTIONAL COMPONENTS
ASSURED is envisioned as a technical solution advocating secure hardware integration into
supply chain ecosystems for providing security, privacy and assurance services to the deployed
platforms; running mixed-criticality services with different security and trust considerations. As such,
it will provide a framework supporting the design, test and validation of the new breed of attestation
variants the will be developed for protecting the “edge”, but also a set of mutually interconnected
components that will enable reliable, secure and privacy-preserving extraction and sharing of
knowledge (originating from verified and authenticated data sources) and threat intelligence
information. The goal is that the resulting solution offers effective means to guarantee the specific
needs in terms of cyber-security, privacy and trust, and remain secure not only today, but also in the
long term against attacks carried by adversaries with ever increasing capabilities. This chapter aims
at giving more details, about the phases and the components, to serve as a guide for the
development of the project.
More specifically, we present the conceptual architecture of the ASSURED framework by
documenting the interactions among its building blocks, while also elaborating on the modes of
operation of the framework namely, the design and runtime phases. The conceptual architecture
is depicted in Figure 9. As can be seen, the components are logically divided into the Edge
Environment (left side), which hosts the deployed edge devices of the ASSURED use cases, and
the Cloud backend (right side), where the ASSURED functional components operate.
The high-level components of the ASSURED framework, which are detailed in the following sections
of this chapter, are as follows. Recall the envisioned requirements of ASSURED [1] which are
grouped by type of the core functionalities and services envisioned in the following fields: remote
attestation, dynamic real-time risk assessment and enhanced and accountable knowledge
sharing of operational (threat) intelligence data flows (through the use of policy-compliant
Blockchain structures).
-

The ASSURED Edge devices, which consist of the following sub-components: TC-based
Blockchain Wallet (TCBW), Trust Aggregation Overlay (TAO), and TC-enabled CyberPhysical System (TCPS);

-

The Cloud-based backend of ASSURED consists of the following components: ASSURED
Risk Assessment Framework (RAF), Collective Threat Intelligence & Forecasting Engine
(CTI), ASSURED Security Context Broker (SCB), and Blockchain-based Supply Chain
Control Services (BSCCS);

-

In parallel with the aforementioned components, interactions are defined with the CyberPhysical Systems-of-Systems enabled supply chains and the Stakeholders of the underlined
supply chains.

The rest of the sections provide an indicative workflow of interactions among the components so that
the reader is able to understand the functional objectives of the overall framework.

4.1 ASSURED CONCEPTUAL ARCHITECTURE
4.1.1 High-level Sequence of Actions
This section gives a brief overview of the high-level sequence of actions that take place in the
ASSURED framework.The following sub-sections focus on the two different phases of the
framework, namely the Design-time and the Run-time phases. The former refers to the static
instantiation of the framework (first run), where the relevant actors need to configure the framework
by providing the initial required inputs that boil down to the first deployment of policies that regulate
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the operation of the framework and the deployed SoSs. The latter phase, refers to the dynamic
enactment of the framework during which new polices and risk mitigation actions are deployed by
the ASSURED framework (semi-automatic interaction is required by the framework’s operators) to
reduce the overall risk, based on run-time events that may threaten the operational assured of the
deployments.

FIGURE 9: ASSURED CONCEPTUAL ARCHITECTURE

4.1.1.1

Design-time Phase

The design time refers to the initial instantiation of the framework considering the initial phase of a
deployment. In this phase, the security administrator configures the framework considering the
characteristics of the deployed environment, and defines, among others, the assets, services, safety
critical properties, configurations, and data value chains which are engaged in the SoS-enabled
supply chain. To do so, the following steps are taken.
Step 0: Based on the instantiation made by the administrator, the Risk Assessment engine
generates a statically generated assessment reflecting the baseline cyber-security posture for the
deployment. The assessment contains possible vulnerabilities and threats that may threaten the
deployment based on the threat landscape and adversarial model, as these have been identified by
the analysis given in D1.3. Based on this, an initial risk graph is generated.
Step 1: Given the static view that the risk graph provides, the Collective Threat Intelligence, and
more specifically, the Policy Manager defines the attestation, resource allocation and privacy
policies that need to be deployed on the devices considering possible constrains.
Step 2: The initial set of policies is enforced to the necessary devices of the ASSURED deployment
through the SCB, utilising the operation of the Smart Contract Composition Engine and the TCBW
of the edge device.
4.1.1.2

Run-time Phase

During runtime, the whole ASSURED framework becomes an event-driven system. Given
attestation-based risk indicators or environmental variables changes, the assessment is executed to
derive a new risk graph that reflects the runtime cyber-security status of the deployment. In addition,
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the administrator can initiate the process for on-demand assessment of the deployment. Having said
that, the run-time phase can be summarised in the following steps.
Step 0: An attestation-based risk indication triggers the run-time risk assessment. Attestations are
triggered and performed due to various policies, e.g., time-based in fixed or randomized intervals,
enforced through appropriate smart contracts. When an attestation process fails, an alert is
raised in order to perform the risk assessment and policy deployment actions again based on
any newly identified threat. The attestation-based risk indicator is essentially a binary quote depicting
whether the attestation process succeeded or failed in a device; however, it doesn’t give any
additional information on the reasoning behind a failure (i.e., result of an attack or device
malfunction). Therefore, a more thorough analysis process needs to be executed for being able
to identify any possible attack path that led to a failed attestation. The engine considers the
new status and performs the assessment. A new risk graph is then generated.
Step 1: The Attack Validation component initiates such a detailed analysis leveraging the new risk
graph and “forensic-related information” (i.e., system data such as memory snapshots, data structs,
etc.) collected, from the edge physical devices, through their digital twins been deployed as a
mirrored virtual representation of the edge physical device (equipped also with appropriate
communication interfaces for synchronizing their current status). The goal is to identify potential
safety-critical incidents, leveraging forensics investigation methods such as fuzzing, concolic testing,
secure memory acquisition, etc.
•
•

If a safety-critical incident is validated by the respective component, then the latter informs
the Risk Assessment in order to perform the assessment process again considering the
updated status of the systems. In this case, steps 0-1 are triggered again.
In parallel, the same output is given as input in the constraint solver component (which
responsible for the calculation of the optimal set of security and privacy-preserinv poliies to
be deployed via the policy-compliant ASSURED Blockchain infrastructure) which is explained
in Step 2.

Step 2: Given the new risk graph and the analysis of the Attack Validation component, the Optimal
Security & Data Sharing Policy Recommendation engine undertakes the task to define a new setup
of policies that can mitigate the identified risks. More specifically, the Constrain Solver leverages
optimisation techniques considering constraints of various aspects (such as performance, security
enablers, resources availability, etc.). Based on the outcome of this process, the policy manager
defines new security policies ranging from the types of attestation variants the need to be
executed in the devices, the order of execution so as to achieve high trust assurance levels
without impeding safety, and access control so as to ensure privacy-preserving sharing of both
operational data as well as threat intelligence information with other supply chain stakeholders.
Step 3: The newly generated policies are forwarded to the Security Context Broker which acts the
bridge for mediating interactions with the underlying distributed ledgers. More specifically, the Smart
Contract Composition engine undertakes the translation of the extracted policies into smart contracts
which will be enforced to the edge devices. This includes the provision of services for managing the
entire lifecycle of such contracts: from their creation and deployment to their secure
execution from the target edge devices. The Broker adds the contracts to the Ledger so that the
can be enacted upon (ledger reading/writing operations) by the Blockchain Wallets instantiated in
each one of the devices.
Step 4: The Trusted Blockchain Wallet (Section 4.9) forms the basis for enhanced security, privacy
and reliability requirements for ledger management and maintenance. They are used to: (i) provide
strong device authentication and to securely store the Blockchain credentials of a device, (ii) control
and authorize access to private or publie ledger channels based on the device authentication
process (e.g., to authorize access to specific attestation contracts been deployed), (iii) guarantee
the integrity of the attestation process output, performed by the host device, by providing the
necessary interfaces for signing the attestation quotes, and (iv) securely and efficiently verify
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Blockchain updates. Unlike current mechanisms that often rely on computationally costly and
wasteful proofs of work or biased proofs of stake, ASSURED will use TPMs (Section 4.2.5) as central
building block to build a very resource-efficient and trustful two-staged Blockchain verification
mechanism, which will be even suitable for resource-constrained devices (such as smart devices equipped with a TPM). Towards this direction, the ASSURED Blockchain Wallet will use the TPM’s
PCRs to securely store the current Blockchain state hash and further use the TPM’s hashing
accelerator to speed up hash computations as required during Blockchain operations (e.g. to
compute Merkle hash trees). The attestation and its scope, i.e., the resources to be attested and the
method to be used, are regulated by the enforced policy. The wallet is in charge of logging the
attestation output to the blockchain infrastructure for later reference.

FIGURE 10: PHASES OF THE ASSURED FRAMEWORK AND KEY FUNCTIONALITIES

Step 5: The Runtime Tracer captures the evidence required to fulfil the attestation policy. The tracer
captures either configuration parameters of the system or the execution behavioural properties (i.e.,
control-flow graph) of the runtime execution of a critical service.
Step 6: The Trusted Component (TC) is triggered in order to certify the collected evidence of the
tracer by digitally signing them. Hence, the trusted component plays a significant role in the context
of an attestation protocol, acting as the root of trust on the prover’s side.
Step 7: Depending on the attestation variant used (Local/Remote/Swarm), the collected evidence
is validated against a reference value by the Verifier of the attestation protocol. The attestation
outcome is logged in the public or private ledger by the blockchain wallet. In parallel, in case of an
attestation failure, this event is communicated to the Risk assessment framework. The latter, based
on its internal model, identifies new risks against safety-critical services and triggers the process
again from Step 0.
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Step 8: The collected data that represent the security status of the deployments and additional data
stemming from the various services of the pilots’ deployments are logged and stored to the
Blockchain-based supply chain. Thus, the threat intelligence data (attestation reports, vulnerabilities,
threats) are available to the stakeholders of the chains along with the actual business data that need
to be shared.
Step 9: Through the Data value chain access management sub-components of the SCB, ASSURED
regulates the access to data to the diverse stakeholders based on attribute-based encryption.
Stakeholders can launch queries in order to acquire the necessary information and form the data
value chains of the ASSURED project.
The aforementioned steps describe a basic, but indicative, sequence of actions of the overall
framework. Steps 0 to 7 reflect an iterative process that aims to protect and regulate the
behaviour of the monitored deployment. Steps 8 and 9 describe a parallel and asynchronous
operation on sharing the information collected though out the life-cycle of the SoS in a secure
and auditable manner. Figure 10 provides an overview of the phases of the ASSURE framework
and summarises key functionalities.

4.1.2 Building Blocks
After the provided overview of the ASSURED conceptual architecture, this section describes the
components that work in synergy in order to provide the envisioned functionalities of ASSURED. Our
aim is to define the high-level framework that provides the necessary services to enable dynamic
remote attestation and verification, as a means of assurance when composing “Systems-ofSystems”, alongside the new Blockchain- and Smart Contract-based control services required for
allowing enhanced privacy, accountability and trust when sharing data across the entire vertical and
horizontal value chains in a SoS-enabled ecosystem.
The core architectural components set the scene of implementation in the context of WP2-WP5 and
need to support the overall framework by providing scalability and efficiency, for instance, through
the use of trusted computing technologies (i.e., TPM, DICE, TEEs) for the continuous attestation of
a CPS’s integrity and the verification of the distributed ledgers, and lightweight crypto primitives (i.e.,
symmetric encryption, attribute-based encryption, searchable encryption and proxy re-encryption)
needed for enabling decentralized data integrity, access control and multi-level data sharing.
In light of the above, we proceed to a component-oriented analysis of the framework. Recall that in
the previous section we have provided a description on the indicative workflow of actions that can
help the reader understand the operational behaviour of the framework as a whole.
ASSURED Runtime Risk Assessment: This component undertakes the quantification of the cyber
risks that can emerge and threaten the operation of the SoS-enabled supply chains. The ultimate
goal is to provide a holistic mechanism for managing the software and hardware assets comprising
the supply chains, and increase the awareness of system administrators regarding security, safety
and privacy risks that can affect the overall operation of the deployed ecosystem. The run-time risk
assessment framework will capitalise on an innovative methodology for performing risk calculations
considering the relationships of the SoS-enabled supply chain assets based on well-defined risk
models that uncover risks that may be a product of cascading effects through asset chains (as one
asset can lead to the exploitation of another related asset).
The aforementioned operations will be based on a core subcomponent namely, Cyber-physical
Asset Chartography which offers an intuitive graphical web-based environment that will allow the
creation/editing of asset relationships and will enable the overall management of risk, starting from
the identification of threats to the assessment and the mitigation through the selection of
controls/policies.
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The output of the risk assessment process is a risk graph that contains all the necessary information
so as to trigger the process of defining optimal resource allocation and attestation policies based on
the intelligence and the business logic used by the Collective Threat Intelligence & Forecasting
engine, which is explained in the following paragraph.
Collective Threat Intelligence & Forecasting engine: After the conduction of the risk assessment,
the identified risk is communicated to the ASSURED Collective Threat Intelligence & Forecasting
engine. This part consists of two main components, namely the Attack Validation Component and
the Optimal Security & Data Sharing Policy Recommendation. The purpose of this component
is to offer a hybrid approach of emulation and simulation, taking also into consideration real-time
constraints, for emulating the overall SoS ecosystem and simulating the identified risks and
threats. By doing so, the ASSURED system will be in position to emulate safety-critical incidents
that may threaten the overall operation of the ecosystem and take informed decisions when it comes
to the deployment of optimal countermeasures for keeping the resilience and operational readiness
to high levels.
Thus, the Attack Validation Component aims to provide a virtual environment where attacks are
simulated or replicated as being on real world CPS (e.g. PLCs). In order to bridge the gap
between the real and the virtual world, the attack validation component will be based on Digital Twins
that will provide an accurate reflection of the runtime state and parameters of the physical devices
so that state-of-the-art forensics analysis tools (including fuzzing, concolic testing, etc.) can be
enacted for identifying the possible attack path that led to this specific system state. The goal is to
be able to extract more detailed information on any zero-day exploits or intrusion points that were
exploited by an attacker for breaching the security posture of the device.
After emulating a safety-critical incident, the optimal security enabling allocation manager
undertakes the task of finding the optimal mitigation action through compilation of attestation and
privacy-preserving sharing policies. Overall, through this setup, this virtual (container-based)
environment will enable the ASSURED framework to replicate all identified threats and better
evaluate the identified mitigation actions (through the attestation policies) and consider the available
resources of the deployed devices in order to keep an optimal scheduling on executing mixed
criticality operations.
As will be explained in Section 4.6.2, the Optimal Security & Data Sharing Policy Recommendation
component capitalizes on optimization techniques to find this optimal configuration. This
configuration takes the form of a policy using the Policy Manager sub-component that is responsible
for compiling the best operational logic that represents this policy to then be enforced as a smart
contract. This process concludes with the definition of a policy that reflects the mitigation actions
which should be enforced on the deployed system through the Assured Security Context Broker.
ASSURED Security Context Broker: Once the attestation policies have been compiled, as an
output from the interaction of the Risk Assessment and the Collective Threat Intelligence
components, the ASSURED Security Context Broker undertakes the enforcement of the
policies. The SCB is a core architectural component of ASSURED, as it delivers several critical
functionalities. More specifically, the Smart Contract Composition Engine is the responsible
subcomponent for translating the policies into smart contracts which will be placed in the ASSURED
distributed ledger technologies (DLTs) and will be responsible to execute the logic of the attestation
policies on the deployed devices. In fact, when it comes to operational assurance, the SCB is acting
also as the Verifier in the context of a Remote Attestation scenario where a deployed device needs
to provide evidence for its integrity and operational correctness. In this way, the SCB interacts with
the TC-based Blockchain wallet communicating the smart contracts to be executed on the devices
and, thus, enforce the resource allocation, attestation and privacy policies.
Apart from the aforementioned functionalities, the SCB undertakes the Data Value Chain Access
Management. As will be explained later in this section, the ASSURED framework offers a set of
Blockchain-based supply chain control services for data sharing among related stakeholders.
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However, the access to data needs to be regulated by secure, flexible and cryptography-based
mechanisms that ensure that only authorised entities have access to specific data. For this
purpose, the Data Value Chain Access Management component will be based on Attribute-based
Access Policy Engine which will be in charge of applying a combination of advanced encryption
algorithms to provide data encryption, data access, data search and sharing services. Thought this
engine, ASSURED will manage the access to data value chains for external entities and
stakeholders. The latter will be in position to query the ledger and the data storage technology which
will be used in order to access data of interest.
TC-based Blockchain Wallet: This component works in synergy with the Trust Aggregation Overlay
(TAO) and the Trusted Component (TC) residing on the device in order to perform blockchainenabled attestation on the targeted resources. In practice, the TC-based Blockchain Wallet is the
component that undertakes the execution of the smart contract, which enforces the attestation policy
on the device and regulates the overall attestation process by defining all the needed aspects, such
as the resources to be attested, the tracing technique to be deployed etc. In fact, based on the
attestation policy, the TAO is a software component that initiates the attestation process and collects
the proofs which will be signed by the TC before those are given back to the wallet to take the
appropriate decision on whether the device is in the correct state or not. In the context of ASSURED,
we aim to perform both Control-Flow Attestation (CFA) and Configuration Integrity Verification (CIV).
Both of the attestation variations capitalise on the Runtime tracer to collect the necessary evidence
to form the baseline for the attestation. The selection of the attestation variant is instructed by the
deployed policy, while the probe that needs to be implemented is handled by the Probe Management
and Configuration component of the TAO. Overall, the aforementioned green coloured components
of Figure 9, are the core for the realisation of the attestation protocols that will be defined in the
context of ASSURED. The outcome of their interaction is an attestation report which indicates risks
for the runtime behaviour, or the integrity of mission-critical assets and tasks running on the edge
devices. As can be seen in Figure 9, this outcome is sent to the Runtime Risk Assessment
component in order to re-initiate the whole assessment process based on the newly identified risk.
The rest of the actions have been already described.
Blockchain-based supply chain control services (BSCCS): As described before, ASSURED
takes advantage of the benefits of blockchain technology in order to provide an innovative framework
that can establish trust and secure data sharing among distributed, heterogenous and interrelated
entities. To do so, the BSCCS component enables the interaction with the ASSURED Public and
Private DLTs and the Data Storage and Indexing component. Hence, is is vital for the formation and
management of trusted and accountable data value chains. The Private ledger is used to store the
data among internal members and supply chain partners, while the public ledger is used to publish
metadata and public information. Both ledgers are connected with a cloud-based server which is
able to store and record final hard copies of all data. It is important to note that, DLTs are used also
to store indisputable evidence for the security and operational status of the deployed assets by
indexing the attestation output produced by the execution of the smart contracts. That is, this
component interacts with the SCB through the trusted DLT engine manager to perform the
underlying operations of ledgers. Overall, the Blockchain-based supply chain control services hold
accountable all the engaged entities and guarantee the security of the data value chains formed in
the context of ASSURED.

4.2 ROOTS OF TRUST
This section elaborates on the most prominent Roots of Trust (RoT) that have been proposed in the
literature and could constitute the trusted component leveraged in ASSURED. The selection of a
RoT is a strategic decision for meeting the objectives of the project and serving the identified
functional requirements as it will be the enabler for a wide spectrum of functionalities and offerings,
such as Remote Attestation, Secure Key Management, etc. That is, the following section offer an
overview of the competencies of various commodity RoTs that could be considered in ASSURED.
For each of them, we document how their design characteristics can benefit the envisioned
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developments of the ASSURED framework. It has to be stated that our aim is for the design of a
solution that combines both hardware- and software-based approaches in order to cover the
diverse needs of the heterogenous SoS and to create a wide landscape for the research
purposes of the project.
The analysis of the characteristics of the RoT aims to highlight whether they can support the following
required functionalities of the ASSURED project, as those have been defined in Section 5.1.2 in D1.1
[1]: Secure Memory and Storage, Attestation and (remote) Verification, Key Management,
Authentication and Authorisation, and Secure Measurement Reporting.

4.2.1 Trusted Platform Module (TPM)
TPM Functionalities [9]: The TPM standard defines a hardware chip that serves as the root of trust
of a platform. It can securely store cryptographic key material and platform measurements that help
ensure that IoT platforms remain trustworthy. The nature of hardware-based cryptography ensures
that the information stored in the TPM is better secured than software-protected data. The TPM
technology is required by ASSURED use cases to enable secure remote attestation and enhance
the confidentiality and integrity of the exchanged data. We will describe the basic functionalities
offered by the TPM and required in the ASSURED framework:
Secure Memory and Storage: ASSURED provision of confidentiality requires that a hardware
Trusted Platform Module ensures that the information stored in TPM hardware is better protected
from external software attacks. This makes it much harder to access information on computing
devices without proper authorization (e.g., if the device was stolen). The TPM is able to encrypt any
user data for secure storage. Access to the data is controlled by a securely stored cryptographic key.
The concept of sealing is similar to encryption. The sealing mechanism can be used, for instance, to
ensure that no rogue applications are running before access is granted to sensitive data. If the
configuration of the platform has changed as a result of unauthorized activities, access to data and
secrets can be denied and sealed off use by these applications.
A Platform Configuration Register (PCR) is a memory location in the TPM that has some unique
properties. The size of the value that can be stored in a PCR is determined by the size of a digest
generated by an associated hashing algorithm. A SHA-1 PCR can store 20 bytes, the size of a SHA1 digest. When loading code, including bootloaders, BIOSs, etc., the binaries are measured and
extended into the TPM Platform Configuration Registers (PCRs). Consequently, the PCRs contain
a value that is representative of the current state of the system. The integrity measurements are
made by creating a SHA-1 digest of the code to be loaded. This digest is stored in one of the PCR
registers, which are initialised to zero. The new integrity metric does not overwrite the old PCR value.
The process of extending the PCR value concatenates the 20 bytes of data already held in the PCR
with the 20 bytes of new data calculated by hashing the new code. These 40 bytes of data are then
hashed again using the SHA-1 algorithm and the result written to the original PCR, resulating in a
value representing the entire history of code loaded on the platform (measured into a specific PCR).
Secure Measurement Reporting: A major functionality of the TPM is that of reporting its platform
measurements to a challenger/ verifier who requires this information in order to decide how much
trust to place in the platform. The TPM reports its integrity measurements with a signature on these
measurements to a remote verifier. The verifier then verifies the TPM signature and based on the
reported measured values then makes a trust decision.
The Trusted Network Connect (TNC) defines an architecture for network access control where these
functionalities may be exploited. An edge device, in charge of an edge network, may require IoT
devices to prove that they possess a genuine TPM platform and that they are in a trustworthy state
before access to the network is granted.
Authentication and Authorisation: Platform authentication will be performed by the TPM and is
required in the ASSURED framework to prove that the platform is with a legitimate identity. The
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TPM signs data using its Attestation Key. The connected device sends the signed data plus the
identity credential to a third party. The TPM may sign using either an asymmetric or a symmetric
algorithm. The method of signing depends on the type of the key. For an asymmetric algorithm, the
methods of signing are dependent on the algorithm (RSA or ECC). For symmetric signatures, only
the HMAC signing scheme is currently defined.
Attestation and (remote) Verification: The TPM creates attestations about the state of the host
system, e.g., certifying the boot sequence the host is running on. These attestations are achieved
through ordinary signatures or through complex anonymous signatures known as Direct Anonymous
Attestation (DAA) [10]. A remote verifier (context broker in ASSURED framework) verifies the
Attestation Quote to check if the integrity value (PCR) is correct and the signature is really signed by
this TPM. If all of these are inerrant, the system is regard as honest and not tampered.
A DAA is a special variant of group signatures with a central issuer controlling membership to the
group of certified TPMs, and TPMs being able to sign anonymously on behalf of the group. Instead
of the opening capabilities provided in group signatures, DAA controls privacy using the usercontrolled linkability through inputs called basenames. Remote attestation is needed in supply chain
ecosystems that consists of heterogeneous types of devices in order to guarantee the operational
assurance of the SoS by providing indisputable evidence on the integrity of systems.
Particularly with respect to safety and security, system components (managing machine data assets)
must be enabled to make and prove statements about their state and actions so that other
components can align their actions appropriately and an overall system state can be assessed, and
security policies can be evaluated and enforced. This goes substantially beyond simple authorization
schemes telling who may access whom but will require understanding of semantics of requests and
chains of effects throughout the system and an analysis both statically at design-time and
dynamically during runtime.
As software is loaded, the TPM builds a representation of the platform state. When access is
requested to an edge network, a DAA signature of the PCRs is sent to the edge device as shown in
the figure below from [9].

FIGURE 11: DAA SIGNATURE OF PCRS ON IOT PLATFORMS

TPM Key Management: ASSURED framework supports key management to establish and specify
rules in order to protect its confidentiality, integrity, availability, and authentication of source. The
process of key management is essential for all use cases including Industrial Internet of Things
(IIoT), such as the Smart Manufacturing including functional-safe sensors/actuators, which are being
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heavily deployed in manufacturing. ASSURED framework supports all necessary mechanisms for
managing a set of keys for all envisioned functionalities.
TPM’s keys are organised in key hierarchies. Each TPM key can be created as a primary key
retrieved from a secret seed or a key created randomly. Keys in a TPM hierarchy have a parentchild relationship. A Storage Key that is protecting other objects is called a storage parent key and
the objects that it is protecting are its children. The ancestors of a key are the parent keys that
connect the key to a TPM primary seed. A parent key is an encryption key while a child key may be
an encryption or a signing key.
The TPM endorsement key EK is a primary key, the TPM attestation key AK is a random key
and EK represents the parent of AK. A TPM has some non-volatile memory to store long term
keys. Two long term keys are stored in non-volatile memory on the TPM. The first of these is the
Endorsement Key (EK); the second key is the Storage Root Key (SRK) which forms the basis of a
key hierarchy that manages secure storage. The TPM also uses non-volatile memory to store owner
authorisation data. This authorisation data is the owner’s password and is set, not by the
manufacturer, but during the process of taking ownership of the TPM.
A TPM manages cryptographic keys using the following four items:
-

-

-

4.2.2

Key Handle: A key handle connects multiple commands that use a certain TPM key.
Key Attributes: Attributes of a key determine how the key can be used. Attribute value is
established at the time the key is created and cannot be changed. An example on key
attribute is the “Restricted” attribute which means that the key can only be used on structures
that have a known format, e.g., when a signing key is restricted, the key can only sign the
data created by the TPM itself. Another attribute key designation is migratable or nonmigratable. This key attribute determines whether a key may be transferred from one TPM
to another (migratable). Migratable keys are cryptographic keys which are not bound to a
specific TPM. They can be generated either inside or outside of a TPM and with suitable
authorization.
Key Public Data and Name: For an asymmetric key with a public and secret portion, k =
(pk; sk), its public data includes pk and its attributes and the key name is a hash value of the
public data.
Key Blob: A key stored outside of the TPM is in a format of a key blob that is associated with
its parent key. For an asymmetric key pair k = (pk; sk), the key blob depends on sk, pk and
the corresponding key name.

Trusted Execution Environment (TEE)

TEE is an isolated processing environment in which applications can be securely executed
irrespective of the rest of the system security and trustworthiness. It guarantees that the code and
data loaded are protected with respect to confidentiality and integrity. In context of attestation,
TEEs are relevant in two ways. On the one hand, a TEE can host the root of trust for an
attestation mechanism, such as a measurement engine, and provide a protected space to store
and process cryptographic keys, like an attestation signing key. On the other hand, TEEs can be
used to isolate components, e.g., a particular application, to be attested. Due to the TEE’s isolation
guarantees, the state of an application inside a TEE is not dependent on other software running on
the system, thus, to capture and report the state of such an application only the application itself
must be measured, all other software (outside the TEE) is irrelevant. However, for measuring the
state of an isolated application the root of trust for measurement (RoTM) must have sufficient
privileges to have introspection into the TEE.
Within this section the first aspect, i.e., using TEEs to protect a system’s RoT, is the focus and will
be discussed in more detail subsequently. For a TEE to be applicable as RoT in attestation, it needs
to be able to capture the state of the prover, i.e., it needs to have sufficient privileges to access all
memory of the prover (or of the component to be attested in cases when not an entire prover device
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it so be attested). Commercially available are three major TEE architectures, namely Intel SGX [11]
[20], AMD SEV [16] and Arm TrustZone. Intel SGX and AMD SEV are both designed to isolate a
less privileged software component from a higher privileged one, such as operating system,
hypervisor, etc. These TEEs are not capable of monitoring other components in the system. Arm
TrustZone follows a different design, where the TEE (called Secure World) has the privilege to
monitor all software outside the TEE (called Normal World).
Arm TrustZone can serve as RoT for attestation, under some assumptions regarding key
management. Arm TrustZone provides isolated memory for program code and data, which ensures
the integrity and confidentiality of the TEE during run time. The initial integrity is ensured via secure
boot, which is also used to ensure that sensitive platform keys are only accessible by untampered
software (which is loaded in the Secure World). These capabilities of Arm TrustZone provide the
basis to achieve all functionalities required to serve as RoT for attestation. Thus, Arm TrustZon can
be used, when equipped with the appropriate software components, in the ASSURED project to
provide the required features and functionalities to achieve the project’s objectives. Specifically, it
provides the following:
Secure Memory and Storage: Arm TrustZone’s core isolation mechanism provides isolated data
memory, and thus secure memory. It further allows secure storage by encrypting data with a
cryptographic key exclusively available to the Secure World.
Attestation and (remote) Verification: Arm TrustZone’s Secure World can host arbitrary program
code with sufficient privileges to inspect the system’s entire memory, i.e., it can capture the state of
a system’s entire software state. The policy defnining what information to capture can be defined as
program logic executed inside the Secure World.
Key Management: Platforms with Arm TrustZone are typically equipped with a platform key that is
exclusively available to the Secure World (ensuring its integrity and confidentiality). This platform
key can serve as a seed for key derivation functions to generate various keys required, e.g., for
attestation, sealing, etc. However, the management of the keys on the platform is defined by the
software loaded into the Secure World. The off-platform management, e.g., in form of a PKI, is not
part of the Arm TrustZone design and has to be maintained by the platform provider.
Authentication and Authorization: The Secure World can be invoked from the Normal World only
through defined entry points, at which authentication and authorization policies can be enforced.
Attestation request arriving from remote entities can be authenticated using cryptographic means.
The secure storage (see above) can be used to store the required information, like public keys and
certificates.
Key Management: Key management is not part of the Arm TrustZone architecture by itself.
However, the code loaded into the Secure World can implement any desired key management
system that is required.
Secure Measurement for Reporting: The Secure World has sufficient privileges to access and
measure the memory of all software components of a device. Further, the code executing in the
Secure World is integrity protected, thus it can be trusted to (a) perform the measurement correctly
and (b) to handle the resulting values correctly, e.g., only extending store measurements values
similar to the PCRs in a TPM or sign only legitimately generated measurement values with an
attestation signing key.
Various TEE solutions developed by academic research provide similar properties as Arm’s
TrustZone and can therefore serve as a RoT in a similar way. However, solutions based on hardware
modifications (CURE [19], Tytan [21]) are not available in deployed systems and are therefore not
discussed in detail. Solutions that use software-based isolation mechanism to provide isolated TEEs
[22] can be deployed on existing platform and used similar to Arm’s TrustZone, i.e., all attestation
and key management logic can be implemented as software that is executing protected inside a
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TEE. Intel SGX and AMD SEV themselves provide attestation functionalities, i.e., the software
loaded into a TEE instance can be attested. However, the attestation schemes are fixed by the
platform provides (Intel and AMD respectively) and are limited to static attestation schemes.

4.2.3 Device Identifier Composition Engine
DICE provides an alternative solution to TPM in embedded devices. Many embedded devices do
not have the luxury of adding a TPM on the board. While TPMs were initially implemented in many
platforms from servers to laptops, even to embedded systems, integrating a TPM in many IoT and
embedded systems may still be impractical due to constraints around cost, power, physical space,
design efficiency, etc.
As modern embedded and IoT systems are limited in terms of performance, cost, power
consumption and connectivity, the Trusted Computing Group (TCG) [6] has, thus, developed the
DICE Architecture [13] with minimal silicon requirements and software techniques and can be
implemented in the hardware of security products during manufacturing.
DICE Architecture establishes a cryptographically strong device identity and forms a foundation for
critical security capabilities like verified updates, and secure device recovery and resiliency. The
unique fingerprint of each IoT device is generated by using the DICE standard that offers customers
a new level of end-to-end device integrity, privacy and attestation to the health of the firmware on
IoT devices.
DICE-based architectures allow customers to connect millions of devices in a secure and scalable
way. The DICE Emulator is a reference code that allows users to simulate the presence of DICE
hardware even before adapting their solutions to run on real hardware. Microsoft was the first to
bring DICE to production systems with Azure IoT. The Microsoft GitHub repository contains an
emulator that serves as a very early software-development kit (SDK) for DICE.
DICE couples the root-of-trust for measurement with the root-of-trust for reporting. The DICE
Architecture, with its hardware root of trust for measurement, breaks up the boot process into layers
and creates unique secrets and a measure of integrity for each layer which means that if malware is
present, the device is automatically re-keyed, and secrets are protected. Thus, DICE Architecture
provides a safe deployment and verification of software updates, which often are a source of
malware and other attacks. DICE is crucial in ASSURED use cases such as DEAM use case where
cameras may include dice technology for privacy reasons.
The idea behind DICE in the ROM code responsible for reading the Key from off-chip and comparing
it against the value stored on-chip. If the value matches, the ROM code calculates the measurement
of the first mutable code. This measurement is used to calculate the seed for the root-of-trust for
reporting. The DICE engine is represented as CDI = HASH(H(Boot_level_1, Unique Device Secret),
where the UDS is never exposed to any software and exclusively available to the ROM code. Based
on the CDI, multiple keys are derived, and each level authenticates and creates certificate for the
subsequent boot level. At the end of the boot process, a chain of certificates has been generated as
part of the boot process which is used to report on the device measurements.
This method replaces the PCR values used in the measuered boot process when using the TPM. At
any stage during the boot (or later) the device shall participate in an attestation protocol using the
keys generated in the associated boot level used to perform attestation. DICE is implemented in
embedded devices that are based on ARM TrustZone, allowing for placing the secure element
required by TrustZone. In addition, ARM TrustZone-powered DICE is a solution that is based on
software and altenrnative cheaper option to using TPM. The Trusted Computing Software stack
including tracer is part of the Trusted Execution environment that is powered by DICE. This allows
the flexibility in implementing stronger attestation functionality such as runtime attestation and tracing
of execution of application running the user code.
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4.2.4

PUF-Based Hardware Security Solutions for the Internet of Things

Physical Unclonable Functions (PUFs) allow hardware devices to be physically and uniquely
identified (thus, achieving strong authentication guarantees) by associating unique n-bit binary
string identifiers with the devices. This has opened the door to a number of new security-orientated
FPGA design opportunities, such as intellectual property protection, cloning prevention, or complex
security-on-chip designs.
Especially for the latter, the AEGIS secure processor [89] [90] is the first attempt for secure execution
to utilize the challenge-response behaviour of a so-called physical unclonable function (PUF) for
secure execution. In a simplified view, a PUF is a hardware-dependent function PUF: r = Pd{c} that
transforms a challenge c to a response d in a way that is unique for each device d and also
unpredictable to an attacker. In AEGIS, applications can switch the processor to different secure
execution modes to match the current security demands. This is very flexible and improves
performance compared to full program encryption but requires careful consideration by the
application’s programmer, which makes porting existing software to AEGIS a non-trivial task. AEGIS
also requires extensive compiler and OS support, as well as modified hardware like a custom
memory controller. OASIS is an instruction set extension for secure CPUs that provides an
isolated execution environment for secure execution and remote attestation [91]. All
cryptographic keys are bootstrapped from a PUF secret generated by an SRAM PUF. Data
confidentiality and integrity is established by encrypting program data with keys bound to
the program code. Existing works (SEPP) [92] [93] demonstrate how directly integrate a PUF into
the execution pipeline of a processor and therefore very inaccessible for attacks. In contrast to
AEGIS and OASIS, SEPP provides stronger security guarantees due to deeper embedding and also
prevents more classes of attacks. Benefits of such PUF-based designs include code
confidentiality (severely inhibiting reverse engineering of IPR), prevention of malicious code
injection, and the possibility of remote code deployment to individual distinguished CPUs.
However, while PUFs should offer a tamper-evident, unpredictable, and unclonable solution [94],
some PUF designs can be predicted by using machine learning attacks [95] and physical attacks,
for example, fault injection [96], side channel attacks [97]. Recently, countermeasures have also
been proposed to improve the physical security of PUF designs, for example, modeling attack
resistant PUFs [98]. One advantage of using PUF over other approaches is that any device
tampering can affect the PUF response and hence might be detected. Instead of storing a preset
identifier in non-volatile memory (NVM) they exploit process variation effects via a “variability aware”
circuit to generate a unique n-bit binary string identifier (response) from an FPGA when given a
corresponding N-bit input (challenge). Since, ideally, each ith challenge, Ci, uniquely maps to exactly
one response, Ri, without noise, they can be grouped together into so-called challenge-response
pairs (CRPs), where CRPi = {Ci, Ri}. Furthermore, Reliability in PUF ID generator designs is affected
by environmental variations, the most significant of which are core supply voltage and temperature
fluctuations. If an FPGA’s core supply voltage levels diverge significantly from the recommended
value gate, then delays will change and can cause incorrect ID responses.
As can be extracted from the above, PUFs have been proposed as a lightweight, cost-efficient,
and suitable solution for authentication and secure execution. Importantly for IoT developers,
PUFs promise to achieve authentication without any use of cryptographic algorithms on the device,
i.e., instead of storing secrets in digital memory, PUFs derive a secret from the physical
characteristics of the integrated circuit (IC) which makes them particularly interesting for many IoT
devices [14]. However, new research indicates that PUFs may not be able to fulfil all initial promises,
and more efforts are needed to realize truly secure solutions with them [15]. Especially considering
their imature state, in terms of available implementation, which has led also to the definition of a
number of trust assumptions that that host device needs to adhere to for achieving an overall good
device security state. For instance, Weak PUFs [94] might exhibit very few challenges and in the
extreme case might generate only one response. However, it is assumed that this response cannot
be accessed or tampered by an attacker, thus, limiting their applicability in open environment as the
ones envisioned in supply chain ecosystems.
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In this context, it’s only recently that researchers started focusing on using PUF-enabled systems for
constructing and demonstrating a secure boot service incorporating mutual authentication and
signed software loads using public key cryptography. For instance, the latest version of the NXP
SmartMX micro-controller integrated circuit (IC) targeted at transport and banking markets [86] and
the new Microsemi SmartFusion2 SoC FPGA line [87]. The Xilinx UltraScale+ devices also have the
option of using PUF for masking of the key used for bitstream encryption (note that it is not accessible
for user designs) and have published white papers on how to enhance boot security with the use of
a user designed "soft" PUF in the FPGA fabric [88].

4.2.5 Justification on the selection of the appropriate Root of Trust
Throughout Section 4.2, we provided an analysis of the the characteristic and competencies of the
prominent RoT solutions that can support the desired functionalities of ASSURED. As
aforementioned, in order to meet the objectives of the project, the ASSURED consortium needs to
investigate solutions than can offer Secure memory and storage, Policy-driven Attestation, Key
Management, Authentication and Authorisation, Secure measurement reporting in the context of
distributed and heterogenous SoSs.
Without doubt, each RoT solution has pros and cons. DICE is an engine that provides strong
properties when it comes to identity management and offers a secure way to give information on the
identity of a device. Although this property is desirable and DICE is being used in several application
domains, it cannot support attestation on its own. To support attestation, one needs to still
consider the existence of a crypto engine alongside DICE. Hence, the question posed here is
why one should consider DICE and an extra crypto engine and not take advantage of the full-fledged
TPM solution for meeting the objectives of ASSURED.
Compounding this issue, one could argue that the integration of only a component like DICE (or
PUF, see below) would be sufficient because all the crypto operations can be delegated to the host,
assuming, of course, the existence of a secure key. However, the provision of secure hardwarebased key assumes the existence of a specially instrumented processor that can offer the
corresponding functionality so that to support operations such as control-flow attestation
[30]. In fact, this is an assumption that limits the applicability in real deployments which are based
on commodity devices, and the limitations are even more when it comes to resource-constrained
devices. Hence, since the main requirement here is the existence of a secure hardware-based key,
instead of making assumptions for a specific type of processor that can support the provision of
hardware-based key, TPM becomes that great candidate.
TPM is a great candidate to provide strong trust assurance but also poses limitations. In fact,
the integration of a TPM in resource-constrained devices is a limitation that indeed sets a practical
limitation in the ASSURED framework. This is actually the motivation behind the generation of DICE.
In addition, even though TPM can offer guarantees for a wide range of system functionalities, it lacks
when it comes to the creation of isolated execution environment which is a required feature in order
to offer overall trust assurance for the edge device in the context of ASSURED. On the other hand,
TEEs are the prominent solution to provide this desirable feature.
TPMs and TEEs are two logical extremes, as the former can offer hardware-based trust assurance
services, while the latter can be the core of software-based trust assurance offerings. Both solutions
have the necessary capacity to serve as the basis for a framework that requires complex Key
Management and Authentication-Authorisation functionalities. However, TEE can offer isolation
properties through enclaves and thus, it is the perfect candidate solution for isolating the TCB of the
ASSURED, as it can form a trusted world for critical services to run in. On the other hand, TPM
provides efficient policy management, which is a crucial aspect of the attestation variants that we
need to implement for protecting the use of the attestation keys, as part of the local or remote
attestation processes.
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To this end, it seems that the best approach is to consider a hybrid solution that combines the
best of both worlds. The aim is to form a TCB that will be able to have a combination of the
aforementioned properties, and more specifically, isolation, key management, authentication and
policy management. Thus, the best fit would be to combine the strengths of TEEs and TPMs in the
more efficient way and with minimal trust assumptions. In other words, the ASSURED objective is to
define a minimal computing base to be included in the isolated environment and avoid the
consideration of a wide computing base that will inevitably cause considerable overhead
when running in an isolated environment. This attempt will be the focal point of D3.2 [5], where
our aim will be to make minimal assumptions on the trustworthiness of the edge devices and the
operating system itself.
Last but not least, PUFs is one research direction which is expected to dominate in the coming years
in the context of Trusted Computing. PUFs are a step towards in the direction of combining hardwarebased trusted components with software-based ones. However, it is a RoT that securily provides
only one function. For instance, this function could be, among others, the secure storage, secure
authentication and encryption/decryption functions. PUFs are a promising solution but cannot serve
as a viable RoT for the purposes of ASSURED, as they are still in its infancy. In fact, to the best of
our knowledge, there is only one lightweight open-source implementation of PUFs1, while there are
other research and development initiatives [23] that the ASSURED consortium will keep an eye on
in order to be aligned with them from a research perspective and potentially identify the road ahead
and the models that need to be developed when using PUFs.
Overall, it has to be stated that at this stage of the project we aim for a solution that combines both
hardware-based and software-based approaches in order to cover the diverse requirements of the
heterogenous SoS and to create a wide landscape for the research purposes of the project. Hence,
TPM will be used as a hardware RoT and TEE will be the software-based enabler for the realization
of secure and isolated environments.

4.3 CRYPTOGRAPHIC SUBSYSTEM, KEYS AND KEY OPERATIONS
This section provides a high-level description of the lightweight cryptography subsystem needed in
ASSURED, keys and key operations to be considered. Based on our choice to adopt TPM as the
RoT to enable the ASSURED functionalities, this section revolves around the cryptographic
capabilities and keys used by a TPM.

4.3.1 TPM Lightweight Cryptographic Operations
The TPM employs cryptographic operations that may be deployed in ASSURED framework in
conventional ways. These operations include:
•

1

Key generation: Key generation produces two different types of keys. The first, an ordinary
key, is produced using the Random Number Generator (RNG) to seed the computation. The
result of the computation is a secret key value kept in a shielded location. The second type,
a primary key, that is derived from a seed value (generated internally by the TPM), not the
RNG directly. Generation of a primary key from a seed is based on use of an approved key
derivation function (KDF).

Software-based Physically Unclonable Function - https://github.com/Tribler/software-based-PUF
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•

Authentication: Platform authentication is required in the ASSURED framework to prove
that the platform is with a legitimate identity. The TPM signs data using its attestation key.
An edge device with an embedded TPM sends signed data plus the identity credential,
provided by the certificate authority, to a third party who authenticates the device and know
exactly who is accessing its information or site.

•

Encryption and decryption: The TPM uses symmetric or asymmetric encryption to encrypt
data stored outside and inside the TPM. Encryption is required for ASSURED framework to
establish a secure channel between edge devices, peers and ASSURED security context
broker.

•

Signing data: In the ASSURED framework, the TPM may sign using either an asymmetric
or a symmetric algorithm. The method of signing depends on the type of the key. For an
asymmetric algorithm, the methods of signing are dependent on the algorithm (RSA or ECC).
For symmetric signatures, only the HMAC signing scheme is currently defined. An HMAC is
a form of symmetric signature over some data. It insures that protected data was not modified
and it came from an entity with access to a key value.

•

Hash functions: Hash functions may be used in ASSURED framework directly by external
software or as the side effect of many TPM operations. The TPM uses hashing to provide
integrity checking and authentication as well as one-way functions, as needed (such as,
KDF).

4.3.2 TPM Keys
TPM keys are organised in key hierarchies. Except for leaf keys of a hierarchy, all the other keys
serve as parents to protect their child keys. Each TPM key can be created as a primary key retrieved
from a secret seed or a random key created randomly. The main TPM keys are the Storage Root
Key (SRK), the Endorsement Key (EK) and the Attestation Key (AK) [24]. Next, we will explain the
TPM keys' functionalities in the ASSURED framework:
TPM Storage Root Key SRK: Each TPM has a Storage Root Key SRK that is generated by the
TPM and never leaves the device. The SRK forms the root of a key hierarchy and manages secure
storage. This key hierarchy allows data, or keys, to be encrypted such that they can only be
decrypted by accessing the TPM. The storage key is also encrypted and stored external to the TPM.
To access this data, the encrypted storage key is loaded into the TPM and decrypted by the storage
root key. The TPM provides two mechanisms for secure ASSURED storage: binding and sealing.
The binding operation encrypts the data using a key that is managed by a particular TPM. The
sealing process adds to this by only allowing the deciphering process to proceed if the platform is in
a specific configuration (represented by the TPM’s PCR, see section 4.2.1).
TPM Endorsement Key (EK): Each TPM must have an endorsement key embedded in it. The
Endorsement Key (EK) represents the TPM’s identity in the ASSURED framework, and this key is
usually certified by the TPM manufacturer. TPM manufacturers usually provide the endorsement key
pair and store this in tamper resistant non-volatile memory before shipping the TPM. The EK is an
asymmetric encryption key and never used to generate signatures. The endorsement key pair
consists of the private key which is embedded in the TPM and never leaves it. The public EK is
contained in a certificate and is only used for encrypting data.
TPM Attestation key AK: The TPM attestation key AK is a random key and EK be the parent of AK.
Attestation keys are persistent although they could be stored on the TPM non-volatile memory, for
practical reasons the standards recommend keeping the AK keys in secure external storage. The
AK can be used to provide conventional digital signatures or Direct Anonymous Attestation (DAA)
signatures that preserve privacy in ASSURED framework. The private AK key is managed by the
TPM and is used to generate signatures. In particular, the private AK can sign the contents of the
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PCR registers. A relying party in possession of a public AK (which is mainly ASSURED SCB) can
now challenge the trusted platform, and the attestation mechanism occurring between edge devices
(prover /signer) and ASSURED SCB (verifier) can be used to provide an integrity report describing
the platform state. To create signatures, the TPM must have a valid AK credential (Cred), which is a
certificate containing the public AK and a proof that the corresponding private key is bound to a
genuine TPM. This proof is guaranteed by a signature on the TPM’s public AK created by a trusted
third party known as a “privacy CA”. Any ASSURED verifer can verify that a TPM has a valid
credential that is signed/ certified by a trusted privacy CA.

4.4 PROTECTION AND SHIELDED LOCATIONS RUNNING AT THE EDGE –
ORCHESTRATION OF ATTESTATION SERVICES
This section elaborates on the Runtime Tracer, the main attestation agent running at the edge
for collecting security evidence. The runtime tracer is a core component of the ASSURED
framework, as its purpose is the collection of evidence based on which one can infer the security
state of a system. The runtime tracer main ability is to collect data that deem essential to determine
the security state of the device. The execution environment of the tracer varies and can be either
software environment running on the same CPU, out-of-band co-processor, or in-band coprocessor within the CPU (Section 2.2). These three different flavours described in the figure below
allow supporting different security and safety requirements. For example, software solutions may
hinder the performance, thus, an out-of-band or in-band co-processor will be able to provide
dedicated acceleration and isolated execution. Unlike software solution, relying on a co-processor
to collect data allows engineering a “trusted data acquisition method” without being influenced by
malware running on the same device (e.g., when using software solutions). In contrast, when using
software solutions additional security measures are required, e.g., isolating and protecting the tracer
in an TEE, cf. Sec. 4.2.2)

FIGURE 12: RUNTIME TRACER EXECUTION ENVIRONMENTS

The run-time tracer executing in a dedicated processor is isolated from the main execution of the
applications. The runtime tracer will be inspecting the system memory which include the heap,
stack, and kernel data structure, but may also have access to Internal CPU counters, which
may be used as part of the attestation report to detect malicious activities. This depends on
the location of the dedicated coprocessor. i.e., whether the latter is within the processor itself or outof-band with access to the system memory.
The runtime tracer will consist of three parts:
-

Data collection – This entity will be collecting data based on the manifest provided by the
remote user (challenger). This layer will adjust the area in the system memory being looked
at and prepare this for the attestation report.
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-

Introspection layer – This entity will be parsing the data and translating the data from raw
binary data to application context. This abstraction will require knowledge of the process and
the operating system of the device.
Remote Communication – This entity will report back on the data collected based on the
configuration set dynamically by the user. The challenger should supply the expected data
to be collected.

FIGURE 13: RUNTIME TRACER INTERNAL COMPONENTS

The endmost goal of the runtime tracer is to enable Control-Flow Attestation (CFA) (Section
4.5) – one of the main functionalities offered by ASSURED towards enhanced level of assurance.
More specifically, in order to capture the execution behaviour of a resource (e.g., an application,
process, software stack), capturing the execution traces is just the first step to make towards
revealing the control flow behaviour [25] [26]. The captured low-level system traces need to be
formulated as graphs, i.e., Control Flow-graphs, in order to represent each possible path that an
application might take during its execution. More specifically, each node of the graph represents a
block of code that does not contain any out of order execution commands (jumps). All the jumps of
the code are represented as directed edges, that point to the target address of the command to be
executed after the jump. This way, one can fully map a piece of software and better understand its
architecture and execution behaviour. In the same line of research, data flow analysis is used based
on control flow graphs, in order to better understand the values that a variable might get. It is a data
centric technique, that aims to simplify the code by aggregating the entirety of the commands that
act on a variable and produce a smaller subset of these commands with the same result.
The ASSURED framework will be based on the runtime tracer for extracting the CFGs of safetycritical sources during runtime. The runtime tracer will access the application memory and internal
registers on the application, looking at the Program Counter (PC), Start Pointer (SP) and CR3 flag.
PC and SP are part of the execution path of the application, thus, tracer software running within inband co-processor or running in the same host will introspect those register alongside the stack of
the application to build the CFG. This approach will be researched and prototyped as part of the
ASSURED project.
In addition, the research actions in ASSURED will also be focused on collecting the runtime data
from the Operating System. The tracer will run periodically and collect process context (processes
on the system, memory consumption, execution stack/heap). The method used to collect the data is
based on forensics framework (e.g., Volatility 2). Figure 14, depicts an indicative sequence of actions
among the tracer and the rest of the dependent Assured components. Overall, the efficient and
scalable CFG generation is a rather challenging research and technical task. That is, our research

2

https://github.com/volatilityfoundation/volatility
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endeavour will aim to contribute to the CFA area by investigating novel tracing and efficient CFG
generation.

FIGURE 14: RUNTIME TRACER SEQUENCE DIAGRAM FOR RUNTIME AND STATIC ATTESTATION

4.5 ATTESTATION TOOLKIT
The ASSURED Attestation Toolkit will provide the components and interfaces to make
information about devices’ state available to the different ASSURED components like the risk
assessment components (Section 4.6). The ASSURED attestation toolkit consists of several building
blocks that can be instantiated in different ways, depending on the target platform/device, desired
security guarantees, etc. These building blocks are instantiated on the individual devices and
(partially) on central components.
The main building blocks of the ASSURED attestation toolkit are: (1) the state and event monitoring,
(2) state storage (and compression), (3) reporting, (4) validation and verification, and (5) assessment
and reaction. These building blocks can be distributed and implemented on different entities in the
ASSURED system and with different techniques. There are dependencies between the building
blocks, for instance, the verification building block can make a decision only when the data provided
by the state monitoring and state compression building blocks is precise and contains sufficient
information.
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The state and event monitoring must provide (a) precise information about all the relevant state
information on a device and (b) must ensure the correctness of the data. The monitor building
block leverages the tracing mechanisms implemented on each edge device to collect relevant
state information. The spectrum of monitoring reaches from static properties, e.g., code and
configuration integrity, to dynamic properties like control-flow and data-flow information. The
correctness of the monitoring can be ensured by different on-device security mechanisms provided
by ASSURED, e.g., by relying on dedicated, tamper-proof hardware components that prevent from
the modification of monitoring component and the interference during monitoring. In ASSURED
framework different monitoring building blocks will be available, which can be deployed to different
types of devices, including hardware-based monitors as well as software-only monitoring solutions.
The latter relies on software-security measures on the device to ensure their correct operation.
State storage and compression must ensure that data captured by the monitoring building block
cannot be manipulated afterwards. Potentially, the information must be compressed, e.g., when
dealing with fine-grained behavior information such as control-flow and data-flow information. For
this, ASSURED will provide solutions based on hardware-enforced Trusted Execution Environments
(TEEs) as well as software-isolation solutions leveraging and being secured by minimal hardware
RoTs (such as TPM or DICE).
The reporting building block needs to ensure the authenticity, integrity and freshness of state
information. For most settings this requires cryptographic tools, such as digital signatures. This
further implies cryptographic keys that can be stored securely on the device, protected from
unauthorized access and use as well as means to securely perform required cryptographic with
these keys. ASSURED will leverage hardware-rooted trust anchors, e.g., TPMs, to securely
store keys. For the secure usage of cryptographic keys and primitives, different types of isolated
execution environments can be used, e.g., hardware- or software-based TEEs. In settings where not
secure storage and processing of cryptographic keys and primitives are supported, evidence-based
and out-of-band authentication methods are used, e.g., relying on direct physical connection
between devices.
Verification and validation must be able to distinguish correct states from incorrect states
based on the reported information. This means that the verification building block needs a policy
(or a set of policies). These policies can be in the form of expected values (reference values) of the
reported data but can also be more abstract, like the absence of particular information (the absence
of indirect branches that are not in the monitor program’s CFG). The verification policies are tightly
coupled with and imposed requirements on the monitoring building block of the ASSURED
attestation toolkit. The ASSURED attestation toolkit comprises verification policies to validate
configuration information reported by devices, as well as policies to validate behaviour reports, such
as control-flow information.
The assessment and reaction building block couples the attestation mechanism and results
with the overall system. It interfaces with other systems (e.g., risk assessment) to automatically
propagate the attestation fail alert and trigger the incident response as soon as possible. The
response to attestation fail can be, but not limited to, forensic investigation on past security logs,
identify the threat with the aid of threat intelligence feed, and update the security configuration as
well as attestation policy. Such actions are performed by the Open Threat Intelligence and
Forecasting Enging. Several interfaces are required during the reaction process, including the
interface for sharing forensic information, and the interface for configuration and policy update. Note
that, not only the attestation toolkit but also other ASSURED components involved in the reaction
process need to provide the above-mentioned interfaces.
The attestation toolkit interfaces with several ASSURED components during its lifecycle. After
receiving an attestation request from the risk assessment engine (through the Security Context
Broker), the monitoring build block interacts with the runtime tracer to obtain the execution traces of
prover entity. The mode of attestation determines the types of state information to be captured.
Subsequently, captured data is securely compressed and stored in a TEE or a software isolation
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domain. The data is ready for reporting to the verifier once it is signed with cryptographic key stored
on device. Meanwhile, the verification building block needs to be updated with the verification policies
from the policy manager. And once the verification fails, an alert is forwarded to the risk assessment
engine, which will derive new secure configuration and attestation policies.
The ASSURED attestation toolkit will provide three attestation variants, namely Local, Remote, and
Swarm attestation. In the context of Local variation, attestation occurs among device services or
applications (Intra-platform) taking advantage of a RoT residing in the device. Regarding Remote
Attestation, direct, single device attestation is performed and the central components of the
ASSURED framework, and more specifically the SCB, directly interacts with the devices to be
attested. When it comes to Swarm Attestation, devices attest each other and (aggregated) results
are reported to the central components of the ASSURED framework. The aforementioned attestation
concepts are shown on the left part of the reference architecture of Figure 9. More specifically, in
Local Attestation, a single device acts both as the Prover and the Verifier, delegating the trust
assurance on utilised RoT which is aware of the reference values. Hence, the Policy Decision Point
(PDP), i.e., the component that decides upon a possible policy violation, is logically located on the
edge device and the TC-based Blockchain Wallet. In the Remote Attestation interplay of ASSURED,
a device acts as the prover and another device or ASSURED entity (e.g., the SCB) acts as the
verifier. In this case, the policy validation by the PDP occurs on the verifier’s side. In the Swarm
Attestation case, each device may act as Prover and Verifier at the same time in order to support an
aggregated form of attestation, where edge devices can attest each other in order to generate an
aggregated result to be validated by the PDP in the SCB. To support the Swarm Attestation, the
Trust Aggregation Overlay component undertakes the management of the aggregation process on
each edge device.

FIGURE 15: PROVER - VERIFIER INTERPLAY FOR CONTROL-FLOW PROPERTY-BASED ATTESTATION AND POLICY
ENFORCEMENT

Figure 16 demonstrates the interactions between ASSURED attestation toolkit and other ASSURED
components for the direct attestation. In the design phase the verification policies are defined by the
stakeholders and provided to the SCB. In the setup phase, each online device initiates a blockchain
wallet and registers with the SCB. The latter provides the initial security policy (and if required the
devices is configured to capture relevant information, such as control-flow traces). During the
runtime, the device will receive attestation requests as queries from the SCB, which are made by
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the risk assessment component or are triggered by specific events like the timer. The ASSURED
attestation toolkit assists the prover device to create the attestation report and then send to the
verifier (security context broker). When the verification of attestation report fails, an alert will be
propagated to the risk assessment component, which triggers the risk assessment process and
prompts the update of security configurations and policies.

FIGURE 16: INTERACTIONS AMONG ASSURED ATTESTATION TOOLKIT AND OTHER ASSURED COMPONENTS FOR SINGLE
DEVICE ATTESTATION

Figure 17 shows the interaction between the ASSURED attestation toolkit and other ASSURED
components in case of indirect, Swarm attestation, i.e., the attestation aggregation overlay proxies
the attestation between a prover device and the ASSURED framework’s central components. Similar
to the direct attestation variations, the verification policies are defined by the stakeholders and
provided to the SCB in the design phase. In the setup, first the blockchain wallet is created, which
will establish a relation with the trust aggregation overlay (or an entity therein). The Trust Aggregation
Overlay, in turn will register the new device with the security context broker, which will respond with
the initial attestation policy to be applied to the new device. This information is passed on to the
device’s blockchain wallet which will configure the tracing mechanism accordingly (if needed). During
operation, the trust aggregation overlay can perform verifications of the device, if a violation of the
currently active verification policy is detected an alert is propagated to the risk assessment
component via the security context broker, which triggers the risk assessment process and prompts
the update of security configurations and policies. Similar to the single device attestation case, the
risk assessment and threat intelligence components can request additional information and update
the attestation and verification policies, which might be proxied through the trust aggregation overlay.
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FIGURE 17: INTERACTIONS AMONG ASSURED ATTESTATION TOOLKIT AND OTHER ASSURED COMPONENTS WITH TRUST
AGGREGATION OVERLAY

4.6 SECURITY ENFORCEMENT: RUNTIME RISK ASSESSMENT AND
COLLECTIVE THREAT INTELLIGENCE & FORECASTING ENGINE
The ASSURED framework aims to provide security enforcement through the Continuous Cyber Risk
Assessment Mechanism. The aforementioned component will work in synergy with the Collective
Threat Intelligence & Forecasting Engine and will deliver a continuous life cycle of protection for
SoS-enabled supply chains that, in operational terms, spans from the threat identification at
design/configuration time of systems, to the assessment of threat and vulnerabilities during run-time.
During the design-time phase, an initial risk graph will be created, and during run-time phase, a risk
graph will be updated in order to achieve the desired security, trust and privacy properties.
Moreover, the rationale and the operational description of the Risk Quantification includes the: (i)
threat and vulnerability profiling, (ii) compilation of the asset interdependency graphs of the SoSenabled supply chains, (iii) compilation of smart contract-ready operational assurance policies, and
(iv) the validation risks and threats through emulation techniques.
As can be seen in Figure 18, the risk assessment system architecture consists of several logical
components that work in synergy to fulfil its purpose. The final goal of the assessment is the
definition of the necessary and sufficient attestation and resource allocation policies that
reflect the security, privacy, trust, operational assurance and data sharing restrictions to be
considered in the operational lifecycle of the deployments.
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As presented in Figure 18, the ASSURED Runtime Risk assessment interacts with Collective Threat
Intelligence & Forecasting Engine. More specifically, the Continuous Cyber Risk Assessment
Mechanism of ASSURED will be based on a cybersecurity assessment methodology, and a
respective supportive computational model for risk quantification, considering the applicable
adversarial models in the context of SoS-enabled supply chains which will be documented in the
context of D1.3. The risk calculation model will consider possible vulnerabilities and attacks
that can be exploited or target a set of assets involved in the supply chains of systems with
multiple stakeholders. The aforementioned chains of assets and their interdependencies will be
replicated in a digitally reflected environment that will enable the assessor to manage the
assessment process and take advantage of the sophisticated capabilities given by the
complementary tools of collective threat intelligence. The cyber-physical asset chartography
undertakes this digital representation of the monitored environment. This component receives input
from the system administrator regarding the assets comprising the monitored ecosystem, including,
but not limited to, the hardware/software assets, type of assets, Operating Systems and applications,
resources, and other capabilities of assets and services (or business processes). The
aforementioned information is referred as “Environmental Variables” in Figure 9. This input is given
to the risk assessment engine in order to apply the risk model, which will be documented throughout
the actions of WP2 and proceed to the analysis of threat and vulnerability profile of the systems.

FIGURE 18: RUNTIME RISK ASSESSMENT SYSTEM ARCHITECTURE

The outcome of the assessment is a risk graph. In other words, the risk graph will include the risk
information of all assets prioritised on the safety criticality and the vulnerabilities and threats that
have been identified as more crucial. The risk graph is given as input to the Collective Threat
Intelligence & Forecasting Engine. This engine aims to provide simulation functionalities for
attack validation supported by an optimisation approach for the definition of optimal
attestation, privacy and resource allocation policies. The attack validation component will be
able to emulate attacks that may take place against the actual assets of the deployment. This
component will capitalise on information coming from the digital twin and will provide output of newly
identified threats to the policy manager component. The latter, considering the output of the attack
validation component and the risk graph of the runtime risk assessment, will perform an optimisation
process based on the current available resources of the deployed devices to form a new near-optimal
configuration, considering a set of possible constraints posed in the process. Thus, the final goal of
the assessment is the definition of the necessary and sufficient attestation and resource allocation
policies that reflect the security, privacy, trust, operational assurance and data sharing restrictions
to be considered in the operational lifecycle of the deployments. As a next step, this optimal
configuration we be translated by the policy manager into an attestation policy which will be enforced
to the monitored deployment thought the Security Context Broker. The aforementioned flow of
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actions that takes places between the Risk Assessment component and the Collective Threat
Intelligence & Forecasting enging is presented in Figure 19.
Overall, the RA and the Collective Threat Intelligence & Forecasting Engine is used to:
•
•
•
•
•

Identify and measure all relevant cyber threats against cyber-physical deployments.
Evaluate the individual, cumulative and propagated vulnerabilities though the interdependent SoSs.
Emulate possible attacks/threats paths and patterns considering the runtime status, available
resources and constraints of systems.
Validate that safety-critical incidents which are the result of vulnerabilities or threats against
the assets of the monitored deployments.
Define optimal attestation and resource allocation policies that guarantee and regulate the
operational behaviour of SoSs.

Sections 4.6.1 to 4.6.3, elaborate on the logical components of the risk assessment architecture and
offer sequence diagrams that present indicative workflows of actions.

FIGURE 19: RISK ASSESSMENT AND COLLECTIVE THREAT INTELLIGENCE AND FORECASTING WORKFLOW

4.6.1 Runtime Risk Assessment Engine
The Risk Assessment Engine (RAE) is the core of the ASSURED Continuous Cyber Risk
Assessment Mechanism and undertakes the tasks of (i) compilation of the asset interdependency
graphs of the SoS-enabled supply chains, and (ii) threat and vulnerability profiling for cyber
risk quantification.
The Continuous Cyber Risk Assessment service will offer a near realtime monitoring and evaluation
of the security and privacy risks of a SoS-enabled supply chain. The RAE utilises a modelling
component, namely Cyber-physical Asset chartography, for replicating the cyber-physical
ecosystem which consists of several inter-dependent assets. Thus, an assessed environment is
modelled as a graph representation to ease the assessor to perform the risk analysis and perceive
the security status of the cyber-physical deployments. Based on the digital representation created
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by the Cyber-physical Asset chartography component, the risk assessor will have an overview of the
assessed systems and ease to the definition of optimal attestation policies and the attack validation
components to fulfil their purposes.
The RAE will incorporate a model for qualitative and quantitative risk estimation according to the
threat model and the multi-step methodology which considers the cascading effects that can take
place though chains of inter-dependent assets. To do so, the RAE realises an Attack Path Calculator
for, first, identifying the possible attack paths that can be formed in the SoS-enabled supply chains,
and then, for extracting the qualitative values that represent the Individual Risk Level (IRL), the
Cumulative Risk Level (CRL), and the Propagated Risk Level (PRL) and the impact level of a
vulnerability based on the threat model.
•
•
•

The IRL will quantify the risk of an asset taking into consideration all the associated
vulnerabilities ignoring the assets dependencies and relationships.
The CRL quantifies the risk that is caused on a single asset using the vulnerability profiles of
the adjacent assets, taking into consideration all the possible attack paths that are generated
towards this specific asset.
The PRL quantifies the maximum pivoting depth that can be occurred by one exploited asset
taking into consideration the vulnerability profiles of the adjacent assets and all the possible
attack paths that are generated from this specific asset.

The attack path calculator will be based on the Drools [2] highly efficient expert system which will
accommodate the business logic of the attack path formation based on executable rules. The final
output of the RAE is an up-to-date risk graph that reports the existing cyber security risks on the
critical assets of the infrastructure and the possible attack paths.
Figure 20 and Figure 21 offer sequence diagrams that represent the interactions among the subcomponents of the Risk assessment Engine under indicative scenarios. As can be seen in Figure
20, the sequence diagram considers a design phase during which the Cyber-physical Asset
Cartography and the Risk Assessment models’ database is instantiated. This sequence of actions
implies the entry of information on the environmental variables of the systems, i.e., among others,
information on assets, dependencies, stakeholders, data value chains, existing vulnerabilities. The
risk assessment models DB is instantiated with the necessary models for vulnerability and
threat quantification.
During the runtime operation, the RAE receives inputs by the system administrator regarding the
various environmental variables that may change over time. That is, system administrator is in
charge of updating the necessary information so as to keep the Asset Cartography up to date. In
case new threats or vulnerabilities are detected, the assessment process is triggered again in order
to assess the risks and produce a new risk graph. Figure 20 offers an indicative sequence diagram
that depicts the interactions among the internal components of the RAE. More specifically, when a
new vulnerability is identified on asset, the Asset Cartography is updated. Then, the assessor
initiates the process by interacting with the dashboard, and consequently, the core engine performs
the assessment. The RAE performs the assessment considering the latest status of the asset
chartography, the models, and rules residing the Risk assessment models DB, so as to deliver the
new risk graph to the collective threat intelligence component. The risk graph is then forwarded to
the optimal resource allocation and attack validation engines. The aforementioned components are
detailed in the following sections. The same process is triggered when new threats are emerged or
assets that support critical functions are included in (or disengaged from) the monitored deployment.
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FIGURE 20: RISK ASSESSMENT INDICATIVE WORKFLOW ON NEW VULNERABILITY DETECTION

It is important to note that, the RAE considers attestation-based risk indicators as threats that may
indicate that critical assets of the monitored environment may not be in the correct operational state.
Thus, the assessment process can be also triggered upon a failed attestation result that may indicate
the existence of a threat or a deviation of the correct operational profile of the assessed environment.
Figure 21 presents the indicative reactive workflow of actions when a failed attestation event is
detected by the attestation toolkit through the TC-blockhain wallet. Since the ASSURED framework
aims to the enforcement of attestation policies with a certain level of automation, through the use of
Assured Security Context Broker and/or the TC-enabled block chain wallets (depending on the
attestation variant), the latter communicates to the risk assessment framework the attestation
reports. In case, attestation is failed, and a policy mismatch is detected, the risk assessment process
is triggered again in order to update the risk graph and proceed to the deployment of new policies.

FIGURE 21: RISK ASSESSMENT REACTION WORKFLOW ON FAILED ATTESTETION EVENT
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4.6.2 Optimal Device Resource Allocation Manager
The focus of the optimal device resource allocation manager is to provide a secure optimal schedule
of the current set of tasks that have to be executed by a specific device with respect to its resources,
software and/or hardware. The component will leverage a model-based design approach, more
specifically, a constraint problem will be designed for each device depending on their specific
available resources and the list of tasks to be performed. This problem can be classified as a
scheduling problem which in literature is defined as NP-hard, therefore the problem will be
tackled through a Mixed Integer Linear Programming (MILP) optimization, following the process
presented in [27]. The model will be generated keeping in consideration several crucial elements of
both the resources and the tasks that have to be optimized. These inputs will be restructured in two
interconnected partitions, respectively the resource (or spatial) partition and the temporal partition.
These partitions will then be used to generate several internal precedence graphs which represent
the security and time constraints required to certify the safe execution of the tasks on the available
resources of the device. The approach planned to be implemented for this component is an
extension of the work presented in [27], where more details can be found, in which the security
parameter will be added to the problem. The model will be optimized to generate the optimal
schedule so that all tasks will be safely executed based on the resources provided and the
constraints extracted while generating the partitions. The safety indicator expected for each task will
be provided by the risk assessment engine in the form of a risk graph, which would classify each
task on a security/safe scale that will be considered during the model optimization, e.g., a three-level
scale (low/medium/high) estimating the safety of execution of each task.
In order to achieve the device specific optimal secure resource allocation given a variable set of
tasks, the tool has to be executed on demand when the list of tasks become available. Furthermore,
the optimization process has to be re-executed each time any of the inputs would change, such as
tasks, resources, security level associated to each task and type of device. The choice of using a
constraint-based model would allow to achieve such secure schedule optimality, at cost of the
computation time required to generate it, which would make this an effective and efficient offline
component. This time constraint can potentially be reduced thanks to the ASSURED framework
itself. The set of information fed to the solver can be reduced and aimed only to the specific
requirements of the current attestation task, instead of focusing on all the resources and tasks of the
device. This will bring improvements on two fronts: (i) the complexity and computation time required
to generate and optimize the task schedule will be reduced, and (ii) the attestation and any safety
critical operations would be more efficient because they would work on a smaller set of inputs.
The optimal task schedule together with the output of the attack validation engine will provide the
necessary inputs to the policies engine enforcer so that the proper policies can be designed for the
device and consequently translated into smart contracts to be enforced and tracked on the
blockchain. As previously mentioned, the optimal schedule derives from an optimization of
precedence graphs in which each task will be assigned to a specific device resource. A visual
representation of a schedule is presented in Figure 22. We are expecting to be able to export this
kind of information in various formats, such as: a set of precedence graphs, one per device resource,
in which the tasks are connected to each other following the optimal schedule, or as an ordered list
of the tasks to be executed on each resource. This information structure will enable an easy
transformation of the schedule into a list of rules which will represent the policies of the device.
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FIGURE 22: OPTIMAL SCHEDULE EXAMPLE: INTRA- AND INTER-PARTITIONING RESPECTIVELY

4.6.2.1

Attestation and Resource Allocation Policy Manager

As can be seen in Figure 23, the policy manager operates as an internal component of the Collective
Threat Intelligence and Forecasting engine. The purpose of this component is the definition of the
resource allocation and attestation policies that need to be enforced on the ASSURED
deployments. As detailed in the previous sections, the risk assessment engine is in charge of
evaluating the risk status of the ASSURED deployments considering existing vulnerabilities and
runtime risk indicators based on failed attestation reports. In addition, the optimal resource
allocation generates an optimal scheduling for the resource allocation considering the mixedcriticality services running on the deployments. Based on the previous discussions, the policy
manager is in charge of expressing those policies that will be deployed in order to mitigate risks by
reflecting the legitimate behaviour based on which the attestation is performed. In addition, the
manager also expresses policies that guarantee that optimal resource allocation on core devices
allows the seamless operation of mission critical services.
In this regard, the policy manager determines what policies and classes of policies need to be
expressed and enforced within the ASSURED Framework in order to capture the requirements for
both the correct execution and functional safety (during runtime) of the SoS but also the correct data
sharing behaviours of all involved stakeholders in the supply chain. That is the policy manager will
be based on a concrete policy metamodel for enabling the expression, combination, composure, and
translation of all types of policies to smart contracts that will be managed and securely deployed, on
the distributed ledgers, by the ASSURED Security Context Broker.
Hence, the aim of the policy manager is to express policies that:
I.
II.
III.
IV.

when enforced, mitigate the risks of the safety and security critical systems,
regard properties that can be attested by the resource-constrained CPSs of which SoS are
composed,
safeguard the privacy of attesting devices when sharing operational and attestation output
data.
specify the type of attestation evidence that need to be collected for ensuring the correctness
of any later certification.

When a policy is defined, the policy manager triggers the SCB, and more specifically the expressed
policies will take the form of smart contracts based on the function of the Smart Contract Composition
Engine (see section 4.8). The data model and the properties that need to be considered in the policy
definition will be defined in D2.2 [6]. Among other properties, a policy can refer to:
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•
•
•

Whitelist of running processes/services.
Whitelist of good binaries of services.
Whitelist the Control execution graph of a service/application.

In this regard, the policy manager requires information for:
•
•
•
•
•

The tasks that need to be observed.
The whitelist of processes per device.
CFG of an application being traced.
Integrity and aliveness of service running on the node.
Expected operating system and hardware configuration of the device.

According to the policy, the attestation toolkit -in synergy with the runtime tracer- will be
regulated to capture and verify the current operational status of a device in order to identify
potential discrepancies and trigger the risk assessment process again. More specifically, the
runtime tracer will interface with the trust aggregation overlay which will request an attestation based
on the attestation policy provided by the TC-based blockchain wallet. The Trust Aggregation Overlay
shall handle the probes requested from the run-time tracer and invoke request to update the data
required from the runtime tracer. It becomes clear that the architecture is constructed in a modular
fashion, thus, the policy from the mentioned resources will propagate to the run-time tracer
component through the trust aggregation manager. The aforementioned sequence of actions is
presented in Figure 23, below.

FIGURE 23: POLICY MANAGER WORKFLOW FOR POLICY DEPLOYMENT

4.6.3 ASSURED Virtual Programmable Logic Controller for Attack Validation
Programmable Logic Controllers (PLCs) are essential blocks of industries. They control a lot of
industrial machinery and mechanisms and need to be protected from external attacks since they are
vulnerable to malicious attacks when connected to a network. PCLs are vulnerable to various kinds
of attacks, including malicious firmware-updates. In fact, PLCs lack efficient authentication and
unauthenticated firmware changes to such components can lead to disastrous consequences if no
intervention is conducted before the actual firmware update. Common cyber-attacks tend to occur
through malicious data sent over the network with which such PLCs are connected.
The ASSURED Virtual Programmable Logic Controller for Attack Validation component will
work towards simulating the resultant effects of a malicious cyber-attack on such PLCs
arrays (cluster) and provide valid assessments back to other ASSURED components. Attack
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Validation would occur after a simulated cyber-attack is conducted into a virtual environment of
emulated Virtual PLCs and the resultant information is sent further in the ASSURED Architecture for
further policy and decision making.
Figure 24 describes a communication sequence the sub-components of the Attack Validation
component. These sub-components are the Virtual PLC (VPLC) and Virtual Industrial PC which acts
as a digital twin for an actual PLC in an industry. The Physical Device and Virtual Demonstrator
provide pre-recorded or actual information from the work environment or sensors/actuators to let the
VPLC perform the necessary tasks. Such information fed into the VPLC Cluster provide results that
can be comparable to actual PLC behaviour. The result is then sent to the Policy Management as
well as the Risk Assessment Engine for further analysis and decision making.

FIGURE 24: SEQUENCE DIAGRAM FOR ASSURED VIRTUAL PROGRAMMABLE LOGIC CONTROLLER FOR ATTACK VALIDATION

The communication sequence diagram can be divided into 2 phases:
1. Setup phase: This phase configures and setup Attack Validation Component. For this,
System Administrator provides Cluster Configuration (CC) file which describes system
properties (Hardware and Software) to Virtual PLC Creator module. Virtual PLC Creator
modules using this information deploys VPLC in a cluster. In addition to this, System
Administrator provides System Operation Configuration which describes the behaviour
attributes of Virtual Demonstrator consisting of Sensors, Actuator components and controller
logic running in Industrial PC. Adding to this, Risk assessment Engine provides attack
description to setup Attack Simulator to simulate various Cyber attacks during Runtime
phase.
2. Runtime phase: In this phase System operation is simulated to mimic the operational state
of the physical device and the attack is simulated on it. Alongside, behaviour of Virtual PLC,
Virtual IPC and Virtual demonstrators are evaluated with defined expected behaviour. In
other words, the attack validation engine will simulate the execution path based on the
system variables extracted through the physical devices, in order to evaluation these
execution paths against reference values that represent the expected behaviour. If the
extracted behaviour is aligned to the defined baseline, the investigation implies that there is
no deviation from the legitimate behaviour. If this is not the case, this is an indication of an
attack, and the simulated execution path is the attack path followed for intruding the system.
Based on this, an Attack validation Report generated which can be further used by Policy
Management and the Risk Assessment Engine.
The Virtual Programmable Logic Controller (VPLC) aims to contribute to the suite of ASSURED by
realizing attacks and exploits of System-of-Systems (SoS) in a simulation / emulation environment.
Programmable Logic Controllers (PLCs) are prone to cyber attacks which can affect to a great extend
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the industrial processes. However, simulating attacks on physical PLCs within an industrial
environment can be very cost intensive. In order to develop a low-cost attack validation solution,
virtualization of the PLCs is a plausible alternative. Virtualized PLCs can be run on low-cost hardware
solutions within a testing facility or industrial environment without having to alter any of the current
running functionalities of the physical PLCs. PLC System simulators can provide an environment
with software tools for a hardware-in-the-loop approach without having to deploy such tools on actual
hardware (in this case expensive physical PLCs). Such, supervisory control and data acquisition
(SCADA )testbeds can add a value of security in industrial environments prone to external attacks.
In ASSURED, the Attack Validation component will comprise of Virtual Programmable Logic
Controller (VPLC) Component which will extend the existing OpenPLC framework3. The OpenPLC
framework offers a complete IEC61131-3 compliant system which can be reprogrammed and
provide well-known SCADA protocols used in industries. The framework’s software and hardware
components also provide abilities to explore the PLCs internal operation and leveraging such
flexibility that can help simulate attacks. Challenges on a system level such as data from the physical
twin of the Twin Component e.g., operating-system resources, configurations, memory snapshots
will be tackled within ASSURED project.
As can be seen also in Figure 25, the VPLC Architecture consists of sub-components such as: Input
Image Table, PLC Logic, Output Image, and Communication Layer.
In order to program the VPLC with dedicated PLC logic, the following sub-components are: PLC
Editor / Web Server: User Interface Editor to write PLC Program, Structured Text (ST) to C
Code Generator, and C-Compiler: Compiles C code and generates binaries of a dedicated
architecture.
The Processing module is the central part of the VPLC. This handles all the program tasks, a
programmable memory to store the user program and a temporary memory to store the program’s
data during execution. Additionally, the VPLC interacts with I/O modules using virtual IO interfaces.
The communication layer provides an interface that is able to communicate with other ASSURED
modules that will require the evaluated results from the simulated threat from the VPLC. In order to
respond to network requests from the SCADA protocols, this layer must be access to the Input and
Output Image tables.
As the name suggests, PLCs are programmable, and they can execute custom logic program from
a user. The user program is executed by the PLC in an infinite loop, where each iteration of the loop
is called a Scan Cycle. At each Scan Cycle, the processing module must perform three major tasks:
•
•
•

Read physical inputs.
Execute program logic.
Write physical outputs.

In order to read physical inputs, the state of the actual inputs is copied to a portion of the memory
commonly called Input Image Table. The Processing Module examines the Input Image Table to
determine what will be the state of the outputs. These changes to the outputs are then written to
another portion of the memory called Output Image Table. Finally, at the end of the scan cycle, the
contents of the output image table are copied to the physical outputs. Their order of execution means

3

OpenPLC Project: An IEC 61131-3 Compliant open-source Industrial Controller for Cyber Security
Research (www.openplcproject.com)
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that a PLC cannot sense changes to its inputs during a scan cycle unless there is an interrupt logic
associated with the input.

FIGURE 25: VIRTUAL PLC (VPLC) FOR ATTACK VALIDATION

The virtual IO module must read the inputs from Virtual Environment, write their state in the Input
Image Table, and set the outputs according to the Output Image Table, to perform these operations,
the Virtual IO contains custom protocol and communicates over socket with Virtual
Environment/System.

4.7 DLTS AND ASSURED CONTEXT BROKER
Within SoS-enabled applications and data sharing ecosystems of ASSURED, the DLT will provide
the data management and information exchange for the supply chain control services, while the
ASSURED Security Context Broker (SCB) will be designed as a secure handler to offer trusted
ledger operations and smart contract composition. Taking the input from data value chain, e.g.,
via data query, and attestation, resource and policies from the intelligence & forecasting engine, the
SCB will convert the pieces of data into the ones that could be stored and shared via the
ASSURED DLT, and further make use of smart contracts, via the TC-based blockchain wallet
to execute policy enforcement for attestation.
The ASSURED DLT will be designed into three levels: one level is for the private ledger; one is
for public ledger and a backend cloud-based server. Private ledger is used to store the data
among internal consortium and supply chain partners, while the public ledger is used to publish
metadata and public information. Both ledgers are connected with a cloud-based server which is
able to store and record final hard copies of all data. Besides, the DLT will be embedded with a data
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storage and indexing component for secure data acquisition, which can support searchable
encryption service. ASSURED considers designing different communication channels for the
purposes of maintaining privacy communications among various supply chain parties. SCB will be
developed and implemented in the project, acting as a trusted DLT engine manager in managing the
underlying operations of ledgers. This SCB is defined to assemble information from different sources,
parties and systems, eventually convert the data into a valid and convenient form being stored into
ledger and backend server. SCB, in the context of ASSURED, will take the role of data management
as well, especially for data sharing, access control and query/search. It is an intermediate data
filtering and assembling layer among ledgers, backend server and SoSs.
•

Incoming data handle. SCB will classify incoming data from a combination of data sources
of SoSs, e.g., CCTV streaming data, attestation status, and citizen identity, so as to decide
which data should go direct to the backend, and which should be stored on public/private
ledger; and meanwhile, SCB will consider the conversion of the incoming data for storage.
We will design this conversion based on user/party’s preference on how the information is
stored. SCB will further design a special connection between backend and DLT storage to
tightly link these two copies of data. This connection is used to enhance scalability in data
locating.

•

Further data operation before storing. SCB will provide a secure data re-pack service for
the formatted data via fast and efficient encryption technology, and meanwhile, it will store
sensitive keys into trusted hardware for extra protection. To this end, SCB will interact with
the ABE engine component and TPM. Specifically, the SCB will send request and input data
to the ABE engine for encryption and decryption service, intaking the policy and attribute set
of the data defined by the policy engine. The encryption service will not break the connection
between off-chian storage and on-chain storage. We will consider using encrypted pointer
and encrypted data to maintain the connection, in which the encryption service provided by
the ABE engine will be used in asymmetric and symmetric mode to enhance efficiency. After
that, it stores the keys in the local TPM and enables the TPM to manage various
encryption/decryption keys.
Access control. SCB will enhance the access control over ASSURED DLT. Supply chain
parties and outsiders may request to access blockchain-based services, for example, a party
may prefer to access updated information of the material supply, and the outside component,
data value chain access management, may request data query and exploring to the SCB. In
the context of ASSURED, the access control will be checked by identity and secure
authentication. Following a concrete blockchain platform, we will later choose a scalable
identity verification approach, e.g., membership control, and the use of policy embedded into
predefined smart contract, to guarantee the access point and the accessing entity are guided
and approved under specified policies.
Data search. ASSURED DLT provides a handy and top-to-bottom search service for data
searcher, for example, an official from a municipality, given valid access rights, can securely
query some citizens data from other municipalities. If a data search request is approved, the
SCB will make use of search engine API to perform secure searching on the DLT’s data
storage and indexing component to quick respond the requested information to query builder
and explorer.
Other trusted DLT operations. The SCB will take charge of the on-chain ledger write, read,
validation, smart contract deployment and execution. In the context of ASSURED, the above
operations will be done via the trusted ledger operations API and the smart contract
composition engine. As for the former, the SCB will perform ledger information read, write
and update, and further consensus algorithm, and validation. The SCB will also interact with
the TC-based blockchain wallet for the use of smart contract. The smart contract will be
composited and deployed on ASSURED DLT by the SCB, and further it will be executed via
the blockchain wallet to enforce the attestation policy.

•

•

•
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FIGURE 26: HIGH-LEVEL INTERACTIONS AMONG FUNCTIONALITIES AND COMPONENTS OF DLTS AND SCB

4.8 SMART CONTRACT COMPOSITION
The Smart Contract Composition component of the ASSURED framework will drive all types of smart
contracts which will be placed in the ASSURED DLTs and will be responsible to execute the logic
that is required in order to both record and publish information in the ledgers, providing the necessary
commands to the other components for the proper operation of the overall framework when it comes
to verification activities which are linked to attestation of devices/systems/entities and to data sharing
operations that are supposed to be conducted between the different systems.
In more details, the Smart Contract Composition component will be used to author contracts of two
different types:
•

Attestation Policies Enforcement contracts. Those refer to the methods that should be
used for the attestation of the different systems that are operating within the deployed
ASSURED infrastructure. These contracts will specify the type of attestation that is needed
in each case and will also specify the parties that take part in such a transaction. The
contracts should be triggered by the other security assessment components in order to
provide back a result regarding the attestation outcomes but will be also able to be triggered
under other condition, such as run-time events, so that attestation to be performed on
demand depending on the status of the SoS and the operation that is being executed. Such
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contracts should also specify how the outcome of an attestation result is handled, where the
attestation evidence is kept, etc. Security algorithms to be applied on the outcomes of such
operations is also a possible option that could be part of the contract. In general, at this stage
of the project the following types of attestation contracts are envisaged:
o Local Attestation Contracts. These are contracts which concern self-attestation and
are performed on devices which at the same time act as verifiers (of the attestation).
Essentially, these contracts, when being executed, deliver the anticipated attestation
results, which are then handled by the security context broker to be verified and then
become part of the ledger.
o Remote Attestation Contracts. These types of contracts refer to the execution and
enforcement of remote attestation policies, where various devices need to be attested
(provers) against other devices (verifiers). In such a contract, the logic dictates that
the prover performs a remote attestation against the verifier, who then holds the
output of this execution. This is then provided to the peers that are in the same
channel with the verifier. More specifically, in a device-to-device attestation, for
instance in the context of a secure on-boarding process of devices, where other that
the SCB components are in charge of performing the attestation of the newcomer
device, the attestation outcome is communicated to the ledger directly from the device
acting as the verifier, without the need to engage the SCB in the process. However,
the SCB, when acting as the verifier in a remote attestation interplay, then it is the
one that communicates the attestation outcome to the blockchain. Following this, the
output of the attestation is provided to the peers, so that it can become part of the
ledger.
•

Data-sharing contracts. Such types of contracts (for example data sharing contracts that
include threat intelligence information/logs) will be used to automate specific data-sharing
tasks which are envisioned in ASSURED that have to do with the exposure and with the
retrieval of any type of relevant information that could be made available in the ASSURED
private and public ledgers. As such, these contracts will specify not only the type of
information to be shared over these ledgers (possibly truncating data into different sharing
configuration modes based on the criticality and the confidentially of each data slice) but will
also identify the visibility of and access to those, how long they will be preserved, and whether
these should execute some specific calls to notify other systems or perform specific activities,
automating in that way some security relevant tasks.

FIGURE 27: SMART CONTRACT COMPOSITION ENGINE SEQUENCE DIAGRAM
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In this context, this component should be able to offer to its users a simple and widely known highlevel smart contract programming language for authoring smart contracts (such as Solidity, Go,
Node.Js, etc) and should be able to extract information that the other components of the ASSURED
framework expose in order to help the smart contract author to better design the smart contract (for
example for having a list of the SoS entities, for getting the attestation policies, for knowing the
availability and repositories of the off-chain storage, etc). Figure 27 describes at a high-level flow of
sequence of interactions of this component.
Initially, the component is triggered by a user (called “Smart Contract Author”) who is willing to
compose a new smart contract. This is done by using the Smart Contract Editor, which
communicates with the Policy Manager to retrieve the different attestation policies, that could be
used in case this contract is relevant to attestation events. Moreover, the Security Context Broker is
contacted in order to retrieve the different types of events that are available in the ASSURED
framework, so that the contract could be bound to an event for being automatically executed.
Following these, the author is able to write the contract, compile it in the Smart Contract Compiler
and, when this is done, deploy it using the Smart Contract Deployer. The latter actually sends the
contract to the DLT Engine and gets a confirmation once the contract is deployed in the ledgers. The
aforementioned process takes place both during the design and the runtime operational phases of
the ASSURED framework. In this way, it becomes clear that the smart contract composition process
follows a semi-automated approach on the composition and enforcement of the smart contracts.

4.9 TRUSTED BLOCKCHAIN WALLET
As aforementioned, ASSURED will leverage – as its Trusted Computing Base (TCB) – a hybrid
(Section 4.2.5) of Trusted Execution Environment, for offering isolation, and Trusted Platform Module
(TPM) as the underlying Root of Trust. For the latter, this trusted hardware chip will work in tandem
with the host software towards forming the TPM-based Blockchain Wallet of the ASSURED
framework. The endmost goal is to “re-invent” the current Blockchain-control services through the
specification of novel TPM-based security and privacy-preserving protocols for advancing the stateof-the-art in scalability and computational efficiency when securing different levels of privacy
assurance as well as the enforcement of security and attestation policies through smart
contracts read and executed through the Blochain wallet.
On one hand, the use of a TPM enables the secure storage of cryptographic key material and
platform measurements that help ensure that the connected devices remain trustworthy. On the
other hand, the wallet interfaces with the rest of the Blockchain-enabled components of the
ASSURED ecosystem to perform secure on- and off-chain data management functionalities and
for logging the evidence of the operational assurance of the edge components of ASSURED
deployments. Based on this, the TPM will undertake the basic function of storing the keys and the
trusted wallet may offer the functionality of encrypting information to ensure secure communication
channels between the devices and peers. More specifically, the following features are captured by
the ASSURED TPM-based Blockchain wallet:
ASSURED Trusted Blockchain Control Services: Trusted Platform Modules (TPMs) are a central
building block of ASSURED and form the basis for enhanced security, privacy and reliability
guarantees for ledger management and maintenance. The smart integration of the TPM technology
will allow ASSURED to develop new Blockchain verification methods and significantly advance the
state-of-the-art of Blockchain operation services: (i) secure storage: a device can store any secrets
(keys, passwords or other sensitive data) associated with a TPM, and, when authorized, the TPM
allows access to the device’s secrets, and (ii) secure execution: it provides a trusted execution
environment that allows the isolated, secure execution of code mainly for protecting the execution of
security-relevant code. This is supported by a (hardware) accelerator for cryptographic algorithms
(e.g. for accelerating hash computations, symmetric ciphers,etc.).
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Trusted Blockchain Wallet: TPMs also constitute the basis for trusted Blockchain wallets. They will
be used to: (i) provide strong device authentication and to securely store the device credentials
based on the TPM’s secure key storage, (ii) control and authorize access to private or public ledger
channels based on the device authentication process (e.g., to authorize access to or operations on
different ledgers), and (iv) securely and efficiently verify Blockchain updates. In this way, ASSURED
will significantly advance the state-of-the-art of Blockchain verification methods: Unlike current
mechanisms that often rely on computationally costly and wasteful proofs of work or biased proofs
of stake, ASSURED will use TPMs as central building block to build a very resource-efficient and
trustful two-staged Blockchain verification mechanism, which will be even suitable for resourceconstrained devices (such as smart devices - equipped with a TPM). Towards this direction, the
ASSURED framework will use the TPM’s PCRs to securely store the current Blockchain state hash
and further use the TPM’s hashing accelerator to speed up hash computations as required during
Blockchain operations (e.g. to compute Merkle hash trees).
Trusted Blockchain Attestation: In order to guarantee that only trusted and uncompromised
devices can participate in envisiond supply chain ecosystem, all involved devices will use the TPM
secure boot mechanism and their trust level will be continuously attested and assessed. To this end,
all signatures on attestation data (e.g., transactions, smart contracts) will include the respective
platform’s integrity state (which is the hash value held by the device’s PCRs at the end of the secure
boot process), which will allow any other party to check whether the data stems or was acknowledged
by a trusted entity. Depending on the selected privacy level, a conventional or a privacy-preserving
signature scheme may be employed. In the former case, a plain digital signature scheme supported
by the TPM (e.g. ECDSA) will be selected, whereas in the latter case the TPM-provided DAA scheme
can be used as strong privacy-preserving signature scheme. Direct Anonymous Attestation (DAA)
can provide anonymous authentication, attestation and date integrity services. Several DAA
schemes have been specified in ISO/IEC 20008/20009, respectively.

FIGURE 28: TRUST LAYERS IN ASSURED

Trusted Authentication: To secure communication and prevent impersonation and man-in-themiddle attacks, peer authentication is of extreme significance. ASSURED will offer multi-tier secure
authentication based on the aforementioned hardware root-of-trust (Figure 28): (i) trusted identity
authentication between peers, (ii) trusted membership authentication for read and write on ledger,
(iii) trusted access authentication for cloud-cased storage system, and (iv) trusted actioner
authentication for data search and sharing. Using the hardware roof of trust anchor, ASSURED
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guarantees that a device or a party claims what it is that is exactly what it is, which means that a
trust can be delivered inside the physical level – providing trustworthiness for cyber physical system.
Overall, this trusted hardware technology is required by ASSURED use cases to enable remote
security attestation and enhance the confidentiality and integrity of the exchanged data.
Trusted wallet architecture allows safe deployment and verification of software updates,
which often are a source of malware and other attacks. Trusted wallets also create attestations about
the state of the host system, for example a trusted platform attests a measurement to show that a
particular software/firmware state exists in a platform. An external entity may also attest a platform
to confirm that the platform contains a Root-of-Trust-for-Measurement, plus a trusted path between
the RTM and the TPM. As aforementioned, attestation is a form of signature over a software/firmware
measurement in a PCR using an Attestation Key (AK) protected by the TPM. To create signatures,
the TPM must have a valid AK credential (Cred), which is a certificate containing the public AK and
a proof that AK originates from a genuine TPM. The credential is provided by a trusted party known
as a “privacy CA”.
In the ASSURED framework, devices should make attestations through the trusted wallets to
show that they maintain specific properties that may be required for accessing sensitive data
or other applications. The Trusted Network Connect (TNC) defines an architecture for network
access control where these functionalities may be exploited. An edge device may require IoT devices
to prove that they possess a genuine platform and that they are in a trustworthy state before access
to the network is granted. This can be done through the trusted wallet. Signing can for example result
in executing a smart contract in ASSURED framework, a transaction, authentication or creating
attestations about the state of a system. Trusted hardware can produce hash chains which are
required for the blockchain and other similar systems to authenticate an input with previous hash
key lists.

4.9.1

Blockchain Wallet Functionalities & Services

As explained in the diagram below, the trusted blockchain wallet of ASSURED supports the following
core functionalities:
Authentication of device to SCB: The edge devices authenticate themselves in the ASSURED
framework by interfacing with the SCB. The authentication is supported by some blockchain nodes
(peers) and this may be done through Message Authentication Code (MAC) that is a form of
symmetric signature over some data in addition to Attribute-based Access Control. Authentication
provides assurance that protected data was not modified and that it came from an entity with
access to a key value that needs to be a secret or a shared secret. In the ASSURED framework,
each edge device is expected to have a TPM-enabled Blockchain Wallet. During the communication
between the TPM and the peer, the later authenticates the TPM before performing an attestation. In
the context of ASSURED, an edge device should also be able to authenticate itself to another edge
device over a secure authentication channel, this is performed by the embedded wallet in ASSURED
edge devices.
Attestation of device when accessing smart contracts: The ASSURED framework asks for an
attestation report that allows the Blockchain node to verify that a device has a legitimate TPM and
has the correct attestation record. The Blockchain node challenges the TPM who responses by
creating attestations about the state of the edge device and reporting the PCR values with a
signature on the PCR. The Blockchain node which acts as a verifier then checks if the reported PCR
value matches with one of the accepted PCR values “White-List” then verifies the signature. This
kind of attestation is called property-based attestation and is the one that will be leveraged in
ASSURED (Section 4.5). The goal of such attestations is to convince the Blockchain node, which
acts as a verifier, that the edge device it is communicating with is running on a trusted TPM wallet
and using the correct software. After authenticating and attesting edge devices by Blockchain nodes,
the SCB uploads the report of the execution, which is usually a signature done on the PCR, on the
ledger so they will be accessible by other edge devices and/or stakeholders.
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FIGURE 29: TRUSTED BLOCKCHAIN WALLET INTERACTIONS OVERVIEW
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Support of secure enrolment: In the context of ASSURED, the access control will be checked by
attributes and secure authentication. The attribute set related to any edge device should be clearly
defined when they are registering to ledger. Edge devices can then login and connect to ASSURED
Blockchain network and are only allowed to access data matching their roles via access control
policies which are defined and stored on smart contract. Further updates and modifications should
be performed via the ASSURED Security Context Broker. After authenticating and attesting an edge
device, the broker merges the access request, and then grants access to the edge device to
download and execute the smart contract via trusted wallet.
Support of Attestation (and Swarm attestation) and AK management: When multiple devices
communicate to the peer, the peer aggregates the attestations resulting with Swarm attestation.
These attestations are achieved through ordinary signatures or through complex anonymous
signatures known as Direct Anonymous Attestation (DAA) that is required for preserving privacy in
some attestations, such as attesting a potentially large number of devices as in Swarm Attestation.
A main design goal of DAA is that attestations are made in a privacy-preserving manner. That is,
any verifier can check that attestations originate from a certified hardware token, but it does not learn
anything about the identity of the TPM. Another important feature of DAA is that it supports usercontrolled linkability which is steered by a base-name (bsn).
Secure download and execution of Smart Contracts: After granting access to the edge devices
to download the smart contract from the ledger, the trusted embedded wallet in each edge device
will then execute the smart contract. The ASSURED trusted wallet will be further designed to support
the execution of smart contract for the attestation policy enforcement. After the smart contract is
developed and deployed on the ASSURED DLT ledger with help of the security context broker, a
valid verifier will use trusted wallet to identify itself via authentication, and further run an instance of
the smart contract. The input of the smart contract instance may be protected by the trusted wallet
via the use of potential cryptographic tools, so as to enhance input security. The trusted wallet may
also store the hash results of each attestation execution, into the trusted hardware, so that the current
attestation status could be always tracked within the wallet, in addition to storing on ASSURED DLT
ledger.

4.9.2

TSS API Changes

A device can abstract the implementation of the previously described features, pertaining to the
external communication with the TPM-based Blockchain wallet, by making use of the TSS. The TSS
is a software specification that provides a standard API for accessing the functions of the TPM.
Application developers can use this software specification to develop inter-operable client
applications for more tamper-resistant computing.
In what follows, we give an overview of the TSS API layers from the highest level of abstraction to
the lowest: Feature API (FAPI), Enhanced System API (ESAPI), System API (SAPI), TPM
Command Transmission Interface (TCTI), TPM Access Broker (TAB) and Resource Manager
(RM). These layers will be updated in the context of ASSURED for providing the necessary interfaces
towards supporting features such as registration, login and authentication using trusted
hardware/wallet for accessing the ledger, smart contract read/write/execution, management of of
proofs, e.g., identity, reputation value, status, in consensus algorithm.
•
•

Feature API (FAPI): This is meant to be a very high-level API, aimed at having commands
in it that will allow 80% of the programmers who write a program using the TPM to find
everything they want in the specification.
Enhanced System API (ESAPI): The ESAPI is an interface that is intended to sit directly
above the SAPI. The primary purpose of the ESAPI is to reduce the programming complexity
of applications that desire to send individual “system level” TPM calls to the TPM, but that
also require cryptographic operations on the data being passed to and from the TPM. In
particular, applications that wish to utilize secure sessions to perform Hash-based Message
Authentication Code (HMAC) operations, parameter encryption, parameter decryption, TPM
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•

•

•
•

command audit and TPM policy operations could benefit from using the ESAPI. Additionally,
context and object management are provided by the ESAPI.
System API (SAPI): The SAPI provides a programming interface that provides access to all
the functionality of the TPM while performing the necessary marshaling (convert commands
to byte streams) and unmarshaling operations (convert byte streams to commands) on the
parameters of TPM commands.
TPM Command Transmission Interface (TCTI): TCTI provides a generic interface to a wide
variety of transport methods that could be used to communicate to the TPM. TCTI offers
functionality to transmit TPM command packets, receive responses, terminate a connection,
cancel a command, provide handles (which can be used by the TCTI to notify a caller that a
response is available for reception), and set locality. It handles the communication to and
from the lower layers of the TSS, providing a common API that abstracts device drivers.
Applications can be written to send binary streams of command data to the TCTI and receive
binary data responses from it.
TPM Access Broker (TAB): The TAB controls multi-process synchronization to the TPM.
Basically, it allows multiple processes to access the TPM without stomping on each other.
Resource Manager (RM): The RM acts in a manner similar to the virtual memory manager
in an OS. Because TPMs generally have very limited on-board memory, objects, sessions,
and sequences need to be swapped from the TPM to and from memory to allow TPM
commands to execute.

FIGURE 30: TSS DIAGRAM

As aforementioned, one of the main goals of ASSURED is to enable the long term transformation of
emerging supply chains in a distributed smart connectivity infrastructure with embedded trust and
high integration with edge computing and processing while demonstrating the use of trusted
computing and Blockchain technologies for addressing the pressing challenges of several
vertical industry sectors in the context of efficient, reliable and secure extraction and sharing of threat
intelligence knowledge, perceived zero trust in ecosystems with highly diverse device hardware
densities and mobility requirements.
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This requires the integration of the security and cryptographic services (provided by the TPM) which
entails the provision of a TPM-based Blockchain wallet capable of easily enacting upon the current
TPM platform (plug-and-play approach). Thus, updates will be performed to only those layers that
are necessary to support the newly crypto and attestation primitives and secure on- and off-chain
data management enablers. As will be documented in more detail in D4.3, most of the changes
required will be instantiated at the SAPI/TCTI layers since these provide the core (low-level)
interfaces with all the necessary TPM commands for providing the various crypto primitives; thus,
we will focus on the underpinnings of these two layers. Of course, adequate measures will be taken
so that any changes are successfully reflected to the upper layers, and especially the FAPI which is
the one that provides the ‘glue interface’ with the programmers/analysts.
A TCTI context is a data structure containing the version of the current TCTI implementation, along
with pointers to the functions offered by the TCTI. A pointer to this structure is passed to the SAPI,
which can cast it to a TCTI version structure, containing the first two fields of the TCTI context
structure. One of the two fields corresponds to the version offered by the TCTI. Each newer version
must at least contain all fields of the previous versions in the same order. This allows the SAPI to
safely cast the TCTI context to any version not greater than the value in the version field. A SAPI
implementation makes use of the TCTI function pointers to offer its functionality.
The SAPI provides functions to initialise and finalise a SAPI command context. Furthermore,
command-specific
functions,
Tss2_Sys_<COMMAND>_Prepare,
Tss2_Sys_<COMMAND>_Complete and one-call Tss2_Sys_<COMMAND> are made available
(wherein <COMMAND> denotes the name of a specific command); as well as other functions that
aid with the execution of TPM commands.
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5 IMPLEMENTATION ASPECTS OF REFERENCE ARCHITECTURE
In this chapter, we try to elaborate on the approach that will be followed in order to realize the
functionalities described in this document and to implement the components that constitute the
ASSURED framework and have been introduced in Chapter 4.
It has to be stated that the ASSURED framework will be realized with two major releases based on
implementation cycles of all internal mechanisms, software components and toolkits. The whole
cycle of activities will be iterative: The first implementation cycle is going to be completed by the end
of M18 with the delivery of the first release of the ASSURED components and mechanisms. This
release will be tested in technical and functional terms and will result in the provision of the first major
version of the overall ASSURED framework in M21. The results of the evaluation, testing and design
choices made in the first version of the prototype will be fed as input to the second implementation
cycle for further refinement and improvements that will lead to the second release of all internal
components on M27. The final ASSURED platform will be delivered at the end of M33 with slight
improvements derived and imposed from the envisioned demonstrators.

FIGURE 30: MAJOR RELEASES OF ASSURED FRAMEWORK

This plan, as depicted in Figure 30 reflects only the major releases of the framework that are
imposed with specific deadlines and milestones. The actual development of ASSURED components’
will be a continuous process imposing the continuous integration and testing of the developed
mechanisms and toolkits in order to assure high quality during the entire lifetime of the project.
This process that will be followed by the consortium can be represented as a virtual circle that
contains the following functional components: (i) source-code-versioning and management, (ii)
continuous integration, (iii) quality assurance of generated code, (iv) persistent storage of generated
builds (a.k.a. artefacts) and (v) issue/bug tracking. The decision for this workflow has been decided
in a provisional way, at the early stages of the project, and there may be changes in the
implementation aspects of the components during the project lifecycle and the tools that will be
employed to support each step of this process. An initial selection of such tools is depicted in Figure
30, is as follows: (a) Git for source code versioning, (b) Jenkins for continuous integration, (c) Sonar
for code quality assurance, (d) nexus for artefact-management and (e) GitHub for issue/bug tracking.
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In the following sections, we will briefly provide more
information about these the selected tools and how these
help the consortium to have a continuous pipeline for
developing, integrating and testing of the ASSURED
Framework.

5.1 VERSION CONTROL SYSTEM
A Version Control System (VCS) is a repository of files,
often the files for the source code of computer programs,
with monitored access that tracks every change done in
the filesystem, along with related metadata like date or
person that changed each file. Each file that is tracked
can be reverted to previous versions, while the exact
changes in the file are usually available. Version control
systems are essential for any form of distributed,
FIGURE 31: DEVELOPMENT LIFECYCLE
collaborative development, as they provide the ability to
collaborate on the same files, the ability to track each
change that was made with great detail, and the ability to reverse changes when necessary.
In ASSURED, the consortium has selected Git as the primary VCS system, due to its speed,
distributed nature, branching capabilities, small size of the repository and the popularity of the online
Git repository host and management platform of GitHub. A Git repository will created for the whole
cycle of implementation and integration activities in the context of the project (WP2-WP6). Access
to this repository will be limited to the consortium developers, but in later stages the consortium can
decide to make the whole platform or some of the components public.

5.2 CONTINUOUS INTEGRATION
Continuous Integration (CI) is a software development practice where the members of a team
frequently integrate their work – usually each contributor integrates his software code at least daily,
leading to multiple integrations per day. Each integration cycle is verified by an automated build that
includes testing in to detect integration errors as quickly as possible. This approach has the great
benefit of reduced risk in the integration and therefore is a highly suggested practice on all distributed
teams.
The selection of the consortium for CI is Jenkins [2], an open source tool written in Java, which runs
in a servlet container, such as Apache Tomcat or the GlassFish application server. It supports
Version Control tools like CVS, Subversion and Git and it can execute both Apache Ant and Apache
Maven based projects, or even arbitrary shell scripts and Windows batch commands.

5.3 QUALITY ASSURANCE
In a project like ASSURED it is important to measure the quality of the developed software and the
progresses in the development, as it is a software developed by distributed teams that create
different components. Even though quality can be a subjective attribute, software structural quality
characteristics will be clearly defined by the Consortium following the practices for IT Software
Quality identified in the literature by CISQ, an independent organization founded by the Software
Engineering Institute at Carnegie Mellon University. CISQ has defined 5 major characteristics of a
piece of software that should be taken under consideration for the quality of a software; Reliability,
Efficiency, Security, Maintainability, Size. These characteristics, among others, are very
important and we will use SonarQube [3] in order to perform analysis of code quality and monitor the
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available metrics. SonarQube is an open source software quality platform that uses various static
code analysis tools in order to extract software metrics, which then can be used to improve software
quality. Basic metrics include duplicated code, coding standards compliance, unit tests coverage,
code coverage, code complexity, and identification of potential bugs by severity, percentage of
comments. SonarQube is easily integrated Jenkins continuous integration pipeline.

5.4 RELEASE PLANNING
The next step in the development lifecycle is the release planning and the management of the
produced and required artefacts. An artifact repository is a collection of binary software artifacts and
metadata stored in a defined directory structure and can be used by clients such Maven, Mercury,
or Gradle to retrieve binaries during a build process. The introduction of an artefact repository it is
crucial for distributed teams following the CI pipeline as it allows each new successful build to store
the produced software components and make them available for the deployment of further
development of the integrated framework. The release management in the ASSURED project will be
accomplished with the help of Nexus Repository Manager [4], but it is also tightly connected with the
selected branching model.
In ASSURED, we will use Git that allows to work with branches easily and in a structured way, so
that different branches will help us to ensure the quality of the source code created and to decrease
the number of failures. As usual in Git there will be a master branch, and this will be parted into a
development branch, a release branch (that will be used for the major releases) and a possibly
existing Hotfix-branch. Furthermore, separate branches can be created per implemented feature.
Upon the completion of each feature the feature branch is merged in the development branch. Each
commit that is performed in the development branch goes through the CI pipeline and creates
updated versions of the binaries that are hosted in the Nexus. Official releases will also go through
the CI and will be also hosted in Nexus release repository.

5.5 ISSUE TRACKING
The last step of the development lifecycle is the issue/bug tracking, that requires a dedicated issue
and bug tracking system. An issue tracker should be reachable for every developing partner needs
to be included to collect development time issues like problem reports, feature requests, and work
assignments. In the frame of Unicorn, for issues concerning coding, features and distribution, the
GitHub issue tracker is chosen. The reporting is typically done by creating a new issue via the front
end of the issue/bug tracker. The newly created issue is picked by the responsible ASSURED
developer.
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6 SUMMARY AND CONCLUSION
This final section will act as a synopsis of this deliverable and will summarize its findings. The scope
of this deliverable was to provide the ASSURED Reference Architecture with a detailed break down
of the business logic of each one of the comprised components and building blocks. ASSURED
Reference Architecture aims to satisfy the functional and non-functional requirements that have been
formulated during the requirements analysis and documented in ASSURED D1.1 [1]. More
specifically, Deliverable D1.1 highlighted specific functional and non-functional requirements and
identified the ASSURED actors that were required towards the formulation of the ASSURED
Framework.
By defining the ASSURED Reference Architecture, we achieved the following: a) to define the
architectural components that cover the functional aspects of the security, privacy and trust
requirements needed towards achieving enhanced operational assurance in the next-generation
“Systems-of-Systems”, b) to map the identified roles to the aforementioned components by putting
forth a detailed description of the workflow of actions that each actor can perform within the
ASSURED ecosystem, and c) to elaborate on each component by providing a usage walkthrough.
At this point, it should be clarified that the architecture is considered as ‘reference’ since it can be
subjected to multiple ‘instantiations’. Furthermore, specific components can be implemented in a
completely different way. In the frame of the project’s Implementation Phase a specific ‘instantiation’
of the components will be performed which will be tailored to the need of the use-cases. Furthermore,
when defining the reference architecture, it is not within the scope of this document to provide a
detailed description of the trusted computing and lightweight cryptographic trust anchors, as enablers
for the secure configuration, deployment, operation, orchestration and verifiable computing of the
deployed safety-critical processes, to be used in each Reference Scenario (which will be investigated
in the context of the respective research work-packages) neither define an exhaustive list of each
component’s APIs and interfaces that will be dictated by the implementation and integration plan put
forth in WP5 and WP6.
The ASSURED architecture revolves around core ASSURED services and functionalities in the
following fields: remote attestation, dynamic real-time risk assessment and enhanced and
accountable knowledge sharing of operational (threat) intelligence data flows (through the
use of policy-compliant Blockchain structures). This document reviews the details of the current
landscape in the provision of network and edge security detection and prevention systems and
mechanisms based on the use of such advanced trust anchors and highlights the various updates
that need to be performed in the various security protocols. This includes aspects related to the inner
components and interfaces, cryptography-related components, the communication subsystem, and
how the different objects are structured within the envisioned ASSURED TC-enabled ecosystem.
Other aspects that are reviewed to address the development of the ASSURED framework are
aspects related to Risk Management (both in design-time and in run-time) and Security Policy
Enforcement through the use of smart contracts.
As aforementioned, this document also relates the functional requirements already identified by the
four Reference Scenarios in Deliverable D1.1 [1] to the ASSURED functional and security
requirements. This includes a detailed description of the workflow of actions and interactions that
the various actors envisioned in each Reference Scenario needs to perform with the various
ASSURED technical components so as the envisioned security requirements can be achieved.
Next, the document provides a description of the main components of the ASSURED framework,
describing the different mechanisms, communication interfaces and expected types of inputs and
outputs between these components. A description of the enablers for the secure configuration,
deployment, operation, orchestration and verifiable computing of safety-critical programmable
components running at the edge and the secure communication and data sharing amongst them
and with other interested (and authenticated) stakeholders acting as data seekers, is also provided.
These components, as summarized in Chapter 4, revolve around the core ASSURED services and
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functionalities in the following fields: remote attestation, dynamic real-time risk assessment and
enhanced and accountable knowledge sharing of operational (threat) intelligence data flows (through
the use of policy-compliant Blockchain structures). All these services and building blocks will include
trust extensions leveraging root of trust capabilities of a novel TC-enabled middleware (using
either Trusted Execution Environments (TEEs) or a combination of HW- and SW-based
decentralized roots-of-trust such as using TPMs and DICE abstractions) that guarantees and
simplifies the trust relationships between all layers in the SoS runtime stack, thus, providing
strong security and trust claims on the trustworthiness of all service function chains of a zone of
heterogeneous, connected devices (like the nodes comprising a manufacturing environment).
However, as reflected in Section 4.9, one of the leveraged roots-of-trust will be the TPM, thus, a
description of the interfaces and functionalities to be further investigated is also provided. Many of
the functionalities currently provided in the TPM2.0 Specification will remain unchanged as they can
already support core services such as authentication, secure key storage, etc. Therefore, the goal
is to incorporate to the ASSURED TC Wallet and Middleware only those changes as identified by
the additional services that need to be supported including secure enrolment, remote and local
attestation, secure on-chain data management, etc. The Risk Assessment and Security Policy
Enforcement modules will be based on the use of technologies such as Berkley Filters, Drools Expert
System, and the use of policy-compliant Blockchain infrastructure.
Finally, this document concludes with a proposal of the implementation plan and aspects for the
overall ASSURED framework implementation and integration. Based on this plan, ASSURED
framework will be realized with two major releases based on implementation cycles, each one
leading to an improved version of the previous until we reach project’s Month 33, where the final
release of ASSURED will be launched. To assure the best quality throughout the project, a
continuous integration and continuous delivery pipeline was decided that includes a) source-codeversioning and management, b) continuous integration, c) quality assurance of generated code, d)
persistent storage of generated builds (a.k.a. artefacts) and e) issue/bug tracking. The tools that
have been initially selected to build this pipeline are as follows: a) Git for source code versioning, b)
Jenkins for continuous integration, c) Sonar for code quality assurance, d) nexus for artefactmanagement and e) GitHub for issue/bug tracking.
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7 LIST OF ABBREVIATIONS
AIK

Attestation Identity Key

ABE

Attribute-based Encryption

BSCCS

Blockchain-based Supply Chain Control Services

BIOS

Basic Input/Output System

CA

Certification Authority

CFA

Control Flow Attestation

CFB

Cipher Feedback

CTI

Collective Threat Intelligence & Forecasting Engine

DAA

Direct Anonymous Attestation

DLT

Distributed Ledger Technology

DICE

Device Identifier Composition Engine

DRTM

Dynamic Root of Trust for Measurement

DT

Digital Twin

EK

Endorsement Key

ECC

Elliptic-Curve Cryptography

EPS

Endorsement Primary Seed

ECDH

Elliptic-curve Diffie-Hellman

ESAPI

Enhanced System API

FAPI

Feature API

FPGA

Field-Programmable Gate Array

HMAC

Hash-based Message Authentication Code
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HSM

Hardware Security Module

IP

Internet Protocol

IV

Initialisation Vector

I2C

Inter Integrated Circuit

KDF

Key Derivation Function

LPC

Low Pin Count

MVP

Minimum Viable Product

NV

Non-Volatile

OS

Operating System

OCP

Open Core Protocol

PBAC

Policy-based Access Control

PCR

Platform Configuration Register

PPS

Platform Primary Seed

PRNG

Pseudo-Random Number Generator

PUF

Physical Unclonable Function

RA

Risk Assessment

RAE

Risk Assessment Engine

RAF

Risk Assessment Framework

RBAC

Role-Based Access Control

RM

Resource Manager

RNG

Random Number Generator

RPC

Remote Procedure Call
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RTM

Root of Trust for Measurement

RTR

Root of Trust for Reporting

RTS

Root of Trust for Storage

SCB

Security Context Broker

SE

Searchable Encryption

SoC

System on Chip

SPI

Serial Peripheral Interface

SPS

Storage Primary Seed

SRK

Storage Root Key

SAPI

System API

TA

Trusted Application

TAO

Trust Aggregation Overlay

TAB

TPM Access Broker

TCB

Trusted Computing Base

TCBW

TC-based Blockchain Wallet

TC

Trusted Component

TCP

Transmission Control Protocol

TCPS

TC-enabled Cyber-Physical System

TCTI

TPM Command Transmission Interface

SRTM

Static Root of Trust for Measurement

TCG

Trusted Computing Group

TEE

Trusted Execution Environment
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TPM

Trusted Platform Module

TSS

TPM Software Stack

UEFI

Unified Extensible Firmware Interface

XOR

Exclusive OR
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